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EXACT AND EFFICIENT LEAVE-PAIR-OUT CROSS-VALIDATION FOR RANKING RLS

Tapio Pahikkala, Antti Airola, Jorma Boberg, and Tapio Salakoski
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Department of Information Technology,

University of Turku, Turku, Finland,
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ABSTRACT

In this paper, we introduce an efficient cross-validation al-
gorithm for RankRLS, a kernel-based ranking algorithm.
Cross-validation (CV) is one of the most useful methods
for model selection and performance assessment of ma-
chine learning algorithms, especially when the number of
labeled data is small. A natural way to measure the perfor-
mance of ranking algorithms by CV is to hold each data
point pair out from the training set at a time and measure
the performance with the held out pair. This approach is
known as leave-pair-out cross-validation (LPOCV).

We present a computationally efficient algorithm for
performing LPOCV for RankRLS. If RankRLS is already
trained with the whole training set, the computational
complexity of the algorithm isO(m2). Further, if there
are d outputs to be learned simultaneously, the compu-
tational complexity of performing LPOCV isO(m2d).
An approximativeO(m2) time LPOCV algorithm for
RankRLS has been previously proposed, but our method
is the first exact solution to this problem.

We introduce a general framework for developing
and analysing hold-out and cross-validation techniques
for quadratically regularized kernel-based learning algo-
rithms. The framework is constructed using a value reg-
ularization based variant of the representer theorem. We
provide a simple proof for this variant using matrix cal-
culus. Our cross-validation algorithm can be seen as an
instance of this framework.

1. INTRODUCTION

Learning to rank has been a topic of interest in the ma-
chine learning community during the recent years. The
problem of ordering a group of instances according to
a preference relation arises naturally in domains such as
information retrieval and collaborative filtering, and as a
special case of ranking we encounter the task of area un-
der curve (AUC) maximization in fields where this metric
is preferred.

The ranking task is often cast as a pairwise classifi-
cation problem, where instance pairs are used as training
examples, and the labels indicate the direction of the pref-
erence. Algorithms based on this approach, such as the
RankSVM [Herbrich et al., 1999, Joachims, 2002], have

been shown to achieve high ranking performance, but of-
ten at the cost of computational efficiency. Consideration
of pairs instead of individual instances results in quadratic
growth in the number of training examples, and thus also
increased time complexity in training. Computational
shortcuts exist for special cases such as the linear ver-
sion of RankSVM used with sparse data [Joachims, 2006].
However, in the general case when nonlinear kernel func-
tions are used, methods such as RankSVM can be quite in-
efficient in training (see e.g. [Schölkopf and Smola, 2002,
Shawe-Taylor and Cristianini, 2004] for more informa-
tion about kernel functions).

Regularized least-squares (RLS) (see e.g.
[Rifkin et al., 2003, Poggio and Smale, 2003] and
references therein) is a kernel-based learning algorithm
that is closely related to the support vector machines.
Lately, it has been shown that it is possible to derive
regularized least-squares (RLS) based ranking algorithms
whose complexity is the same as that of standard RLS
regression and which perform on state-of-the-art level.
Namely, two very similar RLS based ranking algorithms
have been independently proposed, the RankRLS in-
troduced by [Pahikkala et al., 2007], and the MPRank
[Cortes et al., 2007b]. In addition, these algorithms have
the property that in addition to learning the pairwise rank-
ing of the data points, they also preserve the magnitude of
the preferences.

When kernels are used the complexity of training
RankRLS is cubic with respect to the number of training
examples. While this is an improvement over approaches
such as the RankSVM, still it means that the algorithm is
not in the general case suitable for large scale learning.
Rather, its use is most advantageous on small datasets,
the type of which are encountered frequently, for exam-
ple, when solving medical and biological tasks. Getting
additional validation and test data may in these kind of do-
mains be not an option, as producing the data may be very
expensive. In such cases cross-validation is frequently
used for parameter choosing and performance evaluation.
For example, when aiming to build a classifier maximiz-
ing the AUC metric with biological data as considered by
[Parker et al., 2007], cross-validation is commonly used
for performance evaluation. RankRLS can be easily mod-
ified to perform AUC maximization as considered by us



in [Pahikkala et al., 2008].
Analogously to leave-one-out cross-validation, one

can define leave-pair-out cross-validation, where pairs of
training instances are left out of the training set. This ap-
proach is natural for the pairwise ranking tasks and it guar-
antees the maximal use of available data. The LPOCV
estimate, taken over a training set ofm examples, is an
unbiased estimate of the true error over a sample ofm−2
examples (for a proof see [Cortes et al., 2007a]).

A naive implementation for LPOCV would require
training one model per holdout pair. The complexity of
training RankRLS isO(m3) in the worst case, where
m is the number of training examples. Because of the
quadratic number of possible pairs, this approach can re-
sult in O(m5) LPOCV complexity, which is extremely
inefficient even for quite small datasets. However, us-
ing techniques based on matrix calculus the closed form
solution of RankRLS can be manipulated to derive effi-
cient algorithms for cross-validation. Such methods have
been previously proposed for the standard RLS regres-
sion by [Pahikkala et al., 2006] and by [An et al., 2007].
For the task of efficient LPOCV in RLS-based rank-
ing, an approximative algorithm was recently proposed in
[Cortes et al., 2007a]. In this paper we extend these re-
sults by deriving an exact and efficient LPOCV-algorithm
for RLS-based ranking.

2. PRELIMINARIES

We assume the scored object ranking setting, where the
learner is supplied with objects each of which are associ-
ated with a score that represents the “goodness” of the ob-
ject with regards to the ranking criterion used. The rank-
ing can be derived from these scores, with objects hav-
ing higher scores being preferred over objects with lower
scores. The task is to learn a transitive preference relation
that can be used to order any given set of the same type of
objects.

We construct a training set from a given set ofm data
points. A data pointz = (x, y) consist of an input variable
x ∈ X (object) and an output variabley ∈ R (score),
whereX , called the input space, can be any set. For a pair
of data pointsz1 = (x1, y1) andz2 = (x2, y2) we say that
z1 is preferred overz2 if y1 > y2. The magnitude of this
preference is defined as bey1 − y2.

Further, letX = (x1, . . . , xm) ∈ (Xm)T be a se-
quence of inputs, where(Xm)T denotes the set of row
vectors whose elements belong toX . Correspondingly,
we defineY = (y1, . . . , ym)T ∈ Rm be a sequence of the
corresponding output variables. Altogether, we define the
training set to be the pairS = (X, Y ).

Let us denoteRX = {f : X → R}, and letH ⊆ RX
be the hypothesis space. In order to construct an algo-
rithm that selects a hypothesisf from H, we have to de-
fine an appropriate cost function that measures how well
the hypotheses fit to the training data. Further, we should
avoid too complex hypotheses that overfit at training phase
and are not able to generalize to unseen data. Follow-
ing [Scḧolkopf et al., 2001], we consider the framework

of regularized kernel methods in whichH is the repro-
ducing kernel Hilbert space (RKHS) defined by a positive
definite kernel functionk. The kernel functions are de-
fined as follows. LetF denote the feature vector space.
For any mapping

Φ : X → F ,

the inner product

k(x, x′) = 〈Φ(x),Φ(x′)〉

of the mapped data points is called a kernel function. We
also denote the sequence of feature mapped inputs as

Φ(X) = (Φ(x1), . . . ,Φ(xm)) ∈ (Fm)T

for all X ∈ (Xm)T. Further, we define the symmetric
kernel matrixK ∈ Rm×m, whereRm×m denotes the set
of real matrices of typem×m, as

K = Φ(X)TΦ(X) =

 k(x1, x1) · · · k(x1, xm)
...

...
...

k(xm, x1) · · · k(xm, xm)


for all X ∈ (Xm)T. Unless stated otherwise, we assume
that the kernel matrix is strictly positive definite, that is,
~aTK~a > 0 for all ~a ∈ Rm,~a 6= ~0. This can be ensured,
for example, by performing a small diagonal shift.

Using RKHS as our hypothesis space, we define the
learning algorithm as

A(S) = arginf
f∈H

J(f),

where
J(f) = l(f(X), Y ) + λ‖f‖2

k, (1)

f(X) = (f(x1), . . . , f(xm))T, l is a real valued cost
function, andλ ∈ R+ is a regularization parameter con-
trolling the tradeoff between the cost on the training set
and the complexity of the hypothesis. By the generalized
representer theorem ([Schölkopf et al., 2001]), the mini-
mizer of (1) has the following form:

f(x) =
m∑

i=1

aik(x, xi), (2)

whereai ∈ R. The implication of the representer theorem
is that, regardless of the cost function used, the minimizer
can always be expressed as a vector ofm real valued coef-
ficients. Therefore, we are free to select such a cost func-
tion that coheres with the learning task in question and has
desirable computational advantages.

Using (2) and the matrix notation, we rewrite

f(X) = K~a (3)

and
‖f‖2

k = ~aTK~a,

where~a = (a1, . . . , am)T. Therefore, the objective (1)
to be minimized can be rewritten as a function of~a as
follows:

J(~a) = l(K~a, Y ) + λ~aTK~a. (4)



3. RANKRLS

Following [Pahikkala et al., 2007] we consider the follow-
ing type of least-squares based ranking cost function

l(f(X), Y ) =
1
2

m∑
i,j=1

((yi−yj)−(f(xi)−f(xj)))2. (5)

The cost function is the sum of the squares of differ-
ences between the predicted and correct magnitudes of all
the pairwise preferences in the training set. Note that in
[Pahikkala et al., 2007], a more general formulation was
considered, in which it is possible to define which of the
pairs the cost is evaluated over. For the sake of simplicity,
we consider here only the all-pairs case.

We observe that for any vectorr ∈ Rm we can write

1
2

m∑
i,j=1

(ri − rj)2 = m
m∑

i=1

r2
i −

m∑
i,j=1

rirj

= m · rTIr − rT~1~1Tr

= rTLr,

where~1 denotes a vector whose each element is1, andL,
which we call the Laplacian matrix, is defined as

Li,j =
{
−1 if i 6= j
m− 1 if i = j

.

Accordingly, we can rewrite the cost function (5) in a
matrix form as follows:

l(f(X), Y ) = (Y −K~a)TL(Y −K~a),

and hence the objective function (1) becomes

J(~a) = (Y −K~a)TL(Y −K~a) + λ~aTK~a.

Taking derivative ofJ(~a) with respect to~a and setting it to
zero, we can determine the value of the coefficient vector
~a that determines a minimizer of (1) for a training setS:

~a = (KLK + λK)−1KLY. (6)

For detailed proofs we refer to [Pahikkala et al., 2007].
We note that ifY is am×d-matrix instead of a single col-
umn vector, that is, each column corresponds to a separate
subproblem, we can calculate the correspondingd-column
coefficient matrix using (6) at the cost of calculating only
a single-column coefficient vector.

Calculation of the solution to (6) requires multiplica-
tions and inversions ofm×m-matrices. Both types of op-
erations are usually performed with methods whose com-
putational complexities areO(m3), and hence the com-
plexity of RankRLS is equal to the complexity of the RLS
regression.

We also consider RankRLS from the following
perspective which is called value regularization by
[Rifkin and Lippert, 2007]. Instead of solving the coef-
ficients~a by minimizing (4), we directly solve the predic-
tions (3) made by the learner for its training examples, that
is, we solve

f(X) = arginf
~p∈Rm

J(~p), (7)

where
J(~p) = l(~p, Y ) + λ~pTK−1~p. (8)

Here, the objective function (8) is obtained from (4) by
replacing~a with K−1~p, since according to (3), the coef-
ficients determining the prediction function can then be
obtained from

~a = K−1f(X). (9)

In the above considerations, we have assumed the strict
positive definiteness and hence the invertibility of the ker-
nel matrixK. However, the value regularization perspec-
tive can also be used whenK is singular. In that case, the
term~pTK−1~p should be interpreted as

lim
ε→0+

~pT(K + εI)−1~p

(see [Johnson and Zhang, 2008] for more thorough dis-
cussion).

When considering RankRLS from the value regular-
ization perspective we rewrite (8) as

J(~p) = (Y − ~p)TL(Y − ~p) + λ~pTK−1~p, (10)

which is minimized by

~p = (L + λK−1)−1LY. (11)

We note again that ifY is am× d-matrix instead of a sin-
gle column vector, we can calculate the minimizers with
(11) for each of thed subproblems simultaneously at the
cost of calculating only one.

4. LEAVE-PAIR-OUT CROSS-VALIDATION

Next, we introduce our shorthand notation. LetU ⊂
{1, . . . ,m} denote an index set in which the indices refer
to a certain examples in the training set. Moreover, we de-
noteU = {1, . . . ,m}\U . Below, withp ∈ N and any ma-
trix or vectorR ∈ Rm×p that has its rows indexed by the
training examples, we use the subscriptU so that a matrix
RU ∈ R|U |×p contains only the rows that are indexed by
U . ForR ∈ Rm×m, we also useRUU ∈ R|U |×|U | to de-
note a matrix that contains only the rows and the columns
that are indexed byU . Let Y ∈ Rm be the label vec-
tor corresponding to the training data. Further, we define
this notation also for the sequence of inputs so thatXU

denotes the sequence consisting of the input indexed by
U . Finally, letfU be the function obtained by training the
RLS algorithm with the whole data set except the set of
data points indexed byU .

We now consider LPOCV in which every pair of train-
ing examples is held out from the training process at a
time and the error corresponding to the pair is calculated.
The result of LPOCV is the averaged error over the pairs.
Let U = {h1, h2} be the index set containing the indices
h1 andh2 of the hold-out training examples. Then, the
performance of a learnerfU on the the two hold-out data
points can be computed with a performance measure

µ(YU , fU (XU )). (12)



We call this a hold-out performance of a learner. The per-
formance measure can be, for example, the ranking loss
function as in [Pahikkala et al., 2007] or the magnitude
preserving loss function as used in [Cortes et al., 2007b].

In cross-validation, we have a sequence of hold-out
setsU1, . . . , U(m2−m)/2. The overall cross-validation per-
formance is obtained by averaging (12) over the hold-out
sets:

1
(m2 −m)/2

(m2−m)/2∑
j=1

µ(YUj
, fUj

(XUj
)). (13)

Recently, [Cortes et al., 2007a] have proposed an al-
gorithm that approximates the result of LPOCV for the
object ranking inO(m2) time, provided that an inversion
of a certainm×m-matrix is already computed and stored
in the memory. The larger the number of training exam-
ples is, the closer the approximation to the exact result of
the cross-validation is. Here, we improve their result by
presenting an algorithm that calculates an exact result of
LPOCV in O(m2) time, again given that the inverse of a
certainm × m-matrix is already computed and stored in
the memory.

First, we present a theorem that provides us additional
insight about how to calculate the hold-out predictions for
a pair of data points if the learner is already trained with
the whole data set. The theorem has already been proved
by [Rifkin and Lippert, 2007] using the theory of Fenchel
duality. However, we show that it can be proven in a sim-
pler way that is based on matrix calculus only. Our proof
of the theorem is presented in the appendix.

Theorem 1.

fU (X) = arginf
~v∈Rm

{
l(~vU , YU ) + λ~vTK−1~v

}
.

By comparing Theorem 1 with the value regulariza-
tion perspective (7), we observe that the hold-out predic-
tions can be obtained by removing the effect of the hold-
out data points only from the loss function. They do not
have to be removed from the regularizer. Note that this
property holds for the objective function (8) with any cost
function, and hence this provides us a powerful framework
for designing cross-validation algorithms.

Next, we present a theorem that characterizes our
LPOCV algorithm. The proof of the theorem is again pre-
sented in the appendix.

Theorem 2. Let D̃ = (m − 2)I and let Q = (D̃ +
λK−1)−1. Further, letC ∈ Rm×3 be a matrix whose
values are determined by

Ci,j =
{

1 if j = 1
0 otherwise

.

We assume that we have calculated the matrices

Q, D̃Y,QD̃Y,QC, CTQC, CTY, QCCTY, andCTQD̃Y,
(14)

and stored them into the memory before starting the hold-
out calculations. Then, the hold-out predictions for two
training examples can be performed in a constant time
if the number of outputs is one. Moreover, if the num-
ber of outputs isd, then the predictions can be calculated
in O(d) time. Finally, the leave-pair-out cross-validation
can be performed inO(m2) time if the number of outputs
is one and inO(m2d) time if the number of outputsd.

Concerning the matrices (14) calculated in advance,
the calculation of the matrixQ is the computationally
dominant one. Namely, its time complexity isO(m3) in
the worst case ofK being of full rank. This is the same as
that of training the RankRLS algorithm in the worst case.
However, if K is not of full rank, the matrixQ can be
calculated as follows. LetK = V ΛV T be the eigen de-
composition ofK, whereV contains the eigenvectors of
K andΛ is a diagonal matrix containing the eigenvalues
of K. Then,

Q = V Λ̂V T,

whereΛ̂ is a diagonal matrix whose elements are deter-
mined by

Λ̂i,i =
Λi,i

λ + (m− 2)Λi,i
.

If many of the eigenvalueŝΛi,i are zeros, we only need
to calculate eigenvectors corresponding to the nonzero
eigenvalues in order to calculateQ. This can speed up
the computation, for example, if the linear kernel function
is used and the dimensionalityn of the feature space is
smaller than the size of the training setm, and hence the
number of nonzero eigenvalues is at mostn.

5. DISCUSSION AND CONCLUSION

In this paper, we provide a simple proof for a value
regularization based variant of representer theorem us-
ing matrix calculus, which leads to a powerful frame-
work for developing and analysing hold-out and cross-
validation techniques for quadratically regularized kernel-
based learning algorithms. Using this result, we introduce
the first efficient and exact leave-pair-out cross-validation
algorithm for RankRLS, a kernel-based ranking algo-
rithm. If RankRLS is already trained with the whole train-
ing set, the computational complexity of the algorithm is
O(m2). Further, if there ared outputs to be learned si-
multaneously, the computational complexity of perform-
ing LPOCV isO(m2d).

An important special case of ranking is the
task of AUC maximization. The traditional ap-
proaches for AUC performance evaluation using cross-
validation suffer from certain problems and pitfalls,
especially in small sample settings as discussed by
[Parker et al., 2007, Suominen et al., 2008]. The leave-
pair-out cross-validation avoids these problems, while it
can be efficiently calculated for the AUC maximizing RLS
algorithm as we show in this paper and also for the ba-
sic RLS algorithm as can easily be inferred from the re-
sults presented in [Pahikkala et al., 2006, An et al., 2007].



Note that the same properties hold also for more general
ranking tasks.
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Appendix
We first present the following lemma which is often called the block inverse (see e.g. [Horn and Johnson, 1985]).

Lemma 1. Let R ∈ Rm×m be an invertible matrix,U ⊂ {1, . . . ,m}, andU = {1, . . . ,m} \ U the complement ofU .
Without losing generality, we can writeR as a block matrix

R =
[

RUU RUU

RUU RUU

]
. (15)

If RUU andRUU are invertible, then the inverse matrix ofR is

R−1 =
[

(R−1)UU (R−1)UU

(R−1)UU (R−1)UU

]
,

where

(R−1)UU = S−1, (16)

(R−1)UU = −S−1RUU (RUU )−1, (17)

(R−1)UU = −(RUU )−1RUUS−1

(R−1)UU = (RUU )−1 + (RUU )−1RUUS−1RUU (RUU )−1, and

S = RUU −RUU (RUU )−1RUU . (18)

The following result is known as the matrix inversion lemma or Sherman-Morrison-Woodbury formula (see e.g.
[Horn and Johnson, 1985]).

Lemma 2. If A, D, andD − CA−1B are invertible, then

(A−BD−1C)−1 = A−1 + A−1B(D − CA−1B)−1CA−1.

Proof of Theorem 1Let G = K−1. We start by splitting the infimum of the objective into two parts

inf
~v∈Rm

{
l(~vU , YU ) + λ~vTG~v

}
= inf

~p∈R|U|

{
inf

~h∈R|U|

{
l(~p, YU ) + λ

(
~h
~p

)T

G

(
~h
~p

)}}

= inf
~p∈R|U|

{
l(~p, YU ) + λ inf

~h∈R|U|

{(
~h
~p

)T

G

(
~h
~p

)}}
(19)

and continue by considering the minimizer of the inner one in (19) containing only the regularizer. Let~p ∈ R|U | be an
arbitrary vector and let

~h∗ = arginf
~h∈R|U|

{(
~h
~p

)T

G

(
~h
~p

)}
. (20)

We can solve~h∗ by taking the derivative with respect to~h:

∂

∂~h

(
~h
~p

)T

G

(
~h
~p

)
=

∂

∂~h

(
~h
~p

)T (
GUU GUU

GUU GUU

) (
~h
~p

)
=

∂

∂~h

(
~hTGUU

~h + ~hTGUU~p + ~pTGUU
~h + ~pTGUU~p

)
= 2GUU

~h + 2GUU~p.

By setting it to zero and solving with respect to~h, we get

~h∗ = −(GUU )−1GUU~p (21)

= −(GUU )−1(−GUUKUU (KUU )−1)~p
= KUU (KUU )−1~p,



whereGUU = −GUUKUU (KUU )−1 follows from the formula of block inverse. By substituting (21) into (20), we get(
−(GUU )−1GUU~p

~p

)T

G

(
−(GUU )−1GUU~p

~p

)
= ~pTGUU (GUU )−1GUU (GUU )−1GUU~p

−~pTGUU (GUU )−1GUU~p
−~pTGUU (GUU )−1GUU~p
+~pTGUU~p

= ~pT

(
GUU −GUU (GUU )−1GUU

)
~p

= ~pT(KUU )−1~p,

where the last equality is due to (16) and (18). Therefore,

~p∗ = arginf
~p∈R|U|

{
l(~p, YU ) + λ inf

~h∈R|U|

{(
~h
~p

)T

G

(
~h
~p

)}}
= arginf

~p∈R|U|

{
l(~p, YU ) + λ~pT(KUU )−1~p

}
(22)

and
~h∗ = KUU (KUU )−1 ~p∗, (23)

Analogously to (7), (22) is a vector consisting of predictions of the learning method for its own labeled training inputs,
that is,

~p∗ = fU (XU ). (24)

Moreover, similarly to (9),(KUU )−1 ~p∗ contains the coefficients determining the function obtained by training with the
examples indexed byU . Therefore, we observe from (2) and (23) that

~h∗ = KUU (KUU )−1 ~p∗ = fU (XU ), (25)

that is, the vector~h∗ consists of the predictions for the data points indexed byU made by a learner trained with the data
points indexed byU . Finally, by combining (22), (23), (24), and (25), we get

arginf
~v∈Rm

{
l(~vU , YU ) + λ~vTG~v

}
=

(
~h∗

~p∗

)
= fU (X).

Proof of Theorem 2LetU = {h1, h2} be the index set containing the indicesh1 andh2 of the hold-out training examples.
We start by considering the predictions of RankRLS for the training examples:

f(X) = (L + λK−1)−1LY.

According to Theorem 1, the predictions of RankRLS are independent of such examples for which the cost is not calcu-
lated. Thus, we can remove the effect of the hold-out examples by excluding them from the cost as follows:

lU (~p, Y ) =
1
2

∑
i,j∈U

((yi − yj)− (pi − pj))2

= m
∑
i∈U

(yi − pi)2 −
∑

i,j∈U

(yi − pi)(yj − pj)

= (Y − ~p)TL̃(Y − ~p),

where the modified Laplacian matrix̃L is defined as

L̃i,j =

 −1 if i 6= j andi, j ∈ U
m− 3 if i = j andi ∈ U
0 otherwise

.

The kernel matrix can be used as such, as it appears only in the regularizer. The predictions for the hold-out data points
can be calculated from

fU (XU ) = IU (L̃ + λK−1)−1L̃Y, (26)



We continue by observing that we can also write

L̃ = D̃ −BBT, (27)

whereB ∈ Rm×3 is a matrix whose values are determined by

Bi,j =


1 if i ∈ U andj = 1√

m− 2 if i = h1 andj = 2√
m− 2 if i = h2 andj = 3

0 otherwise

,

By substituting (27) into (26) and by using the Sherman-Morrison-Woodbury formula, we can write

fU (XU ) = IU (D̃ −BBT + λK−1)−1L̃Y

= IU (Q−1 −BBT)−1L̃Y

= IU (Q−QB(−I + BTQB)−1BTQ)L̃Y

= (QL̃Y )U − (QB)U (−I + BTQB)−1BTQL̃Y. (28)

Let

R =
(
−1

√
m− 2 0

−1 0
√

m− 2

)
,

that is,
R = BU − CU .

To compute (28), we consider the following equations:

BTQB = CTQC + RT(QC)U + (RT(QC)U )T + RTQUUR

BTY = CTY + RTYU

BTQL̃Y = CTQD̃Y + RT(QD̃Y )U −BTQBBTY

(QB)U = (QC)U + QUUR

(QL̃Y )U = (QD̃Y )U − (QB)UBTY.

The first equation can be proven as follows:

BTQB =
(

BU

BU

)T (
QUU QUU

QUU QUU

) (
BU

BU

)
=

(
CU + R

CU

)T (
QUU QUU

QUU QUU

) (
CU + R

CU

)
= CTQC + RT(QC)U + (RT(QC)U )T + RTQUUR.

The other equations can be shown to hold analogously.
Given that the matrices (14) are already calculated and stored in memory, the right hand sides of the equations can

be computed in a constant time. Therefore, by substituting these into (28), we conclude that the hold-out predictions
for a pair of examples can be calculated in a constant time. After the matrices (14) are calculated once at the time the
RankRLS learner is trained, the overall LPOCV can be performed inO(m2) time. Further, if we consider the number of
subproblems to be a variabled instead of a constant, that is,Y is am × d-matrix instead of a single column vector, then
the computational complexities are multiplied withd.
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ABSTRACT

Quality assessment of learning methods is essential when
adapting them to different tasks, introducing new algo-
rithms, developing the existing ones, or tracking the learn-
ing improvements over time. Obtaining realistic results
is, however, complicated. In this paper, we clarify this by
addressing performance evaluation measure and method
selection, with a main focus on combining the AUC mea-
sure with the cross-validation method. We conclude that
it is crucial to choose both the measure and method that
reflect the evaluation aspects, learning task and data in
question. Furthermore, the evaluation setting must cor-
respond to the intended use environment and the test set
has to be completely independent from the creation of the
learner. Finally, special caution is needed when forming
the cross-validation folds.

1. INTRODUCTION

In supervised learning, a machine is taught with a set of
training data instances with preferred outputs to perform
a specific task. By a task, we mean the prediction of an
output for an unseen data instance. For example, the aim
in automatedclassificationis to build a system, which as-
signs for each input instance according to their content the
class or classes to which it belongs based on absorbing in-
formation from previously observed instance-class pairs.
An inherent question is how well the learning method per-
forms in its task from the output quality perspective. An-
swering this is essential, for example, when adapting a
learner to a given task, introducing a new algorithm, de-
veloping existing systems further or tracking the learning
improvements over time.

Performance evaluationcan be divided into three
step process [Spärck Jones and Galliers, 1996, pp. 19–
20], [Hirschman and Thompson, 1997] (Figure 1): The
first step is to define the aspect, orcriterion, of the system
performance to be assessed. At the second one, a suitable
performance evaluationmeasureis selected to reflect the
criterion of interest. The third step is to specify amethod
to determine the value of the measure illustrating the sys-
tem performance typically in a numerical form.

Let us consider again classification as an example
learning problem. Now, classification speed and qual-

ity are possible criteria. Further, a measure reflecting the
quality of the classification could focus on the number of
correctly classified instances and the method to define the
measure value to ask a human expert to classify a set of
data, divide the set into two parts, train the classifier with
the first half, use the resulting system to classify the sec-
ond half, and compare the output to the expert’s opinions.

Even though performance evaluation may sound easy,
there are, however, many pitfalls on the way. On the one
hand, details of performance evaluation, such as estab-
lished measures, are to a large extent textbook knowledge.
But on the other hand, quality assessment problems are
very complicated and inherent to a learning task in ques-
tion. In practice, a great number of published papers to-
day suffer from serious defects in the evaluation of system
performance.

In this paper, we address the measure and method
steps of performance assessment by using the output qual-
ity as a criterion. As we have now specified the first evalu-
ation step, we will later use the termperformanceto refer
to this aspect. Our goal is to provide helpful guidelines
to avoid pitfalls in performance evaluation by explaining
the essence of selecting a measure appropriate for the task
and data as well as a method taking into account both the
measure and data. To concretize discussion, we focus on
classification even though a majority of general principles
covered can be applied to other learning tasks as well.

We begin with the measure step of assessing the qual-
ity of learners in Section 2. We illustrate the key ques-
tions required to judge by considering classification as an
example learning task. We describe several established
classification measures and discuss their similarities, dif-
ferences, strengths and drawbacks. We start with simple,
intuitive and easy-to-interpret measures based on compar-
ing the numbers of correctly and incorrectly classified in-
stances. Through these examples, we notice the essence of
taking class sizes, class distributions and dependences be-
tween different measures into account when selecting the
measure. Step by step, we proceed to established mea-
sures that are commonly considered to depict more reli-
ably classification performance. An additional aspect of
the section is generalizing the measures from the basic
case of identifying instances belonging to a given class



CRITERION STEP

MEASURE STEP

METHOD STEP

SPEED QUALITYP
E
R

F
O

R
M

A
N

C
E
 E

V
A

L
U

A
T
IO

N
 P

R
O

C
E
S
S

NUMBER OF CORRECTLY

CLASSIFIED INSTANCES

SYSTEM OUTPUT

VS.

EXPERT’S OPINIONS

Figure 1. Steps of learning performance evaluation by [Spärck Jones and Galliers, 1996, pp. 19–20] and
[Hirschman and Thompson, 1997].

to more complex learning tasks.
We then continue in Sections 3 and 4 with the method

step by refining it into sequential method selection and
implementation stages. Section 3 is about the method se-
lection step: We explain techniques to compute the perfor-
mance of a given learner in terms of the chosen measure
and discuss their relationships to each other. After recall-
ing the basic principles of supervised learners, we portray
the importance of assessing performance with data inde-
pendent from the learning process. But, on the other hand,
evaluation data must be representative and in line with the
amount of available data.

Section 4 focuses on the step, when performance eval-
uation method is implemented, and it contains the main
contribution of this paper. We discuss ways to follow in
practice the crucial principles of having a realistic test set-
ting and test set completely independent from the creation
of the learner. Firstly, we demonstrate dependences in
the data, which complicate performance evaluation. Sec-
ondly, we explain approaches to reflect the special char-
acteristics of the data, performance measure and learning
task at the method step. Thirdly, we concretize this by
considering a particular measure and method.

We conclude the study in Section 5 by summarizing
the content of the paper in five general principles. We
also update Figure 1 to correspond to the refined perfor-
mance evaluation process and supplement it with the cri-
teria, measures, methods, and implementation aspects dis-
cussed.

2. PERFORMANCE EVALUATION MEASURES

We next clarify the perspectives needed to judge,
when selecting a performance measure and interpret-
ing its values. As performance measures depend on
a learning task and numerous performance measures
exists, we consider classification as an illustrative ex-
ample. (See, e.g., [Spärck Jones and Galliers, 1996,

Suominen et al., 2008] for a broader discussion about per-
formance evaluation measures for various learning tasks.)
The measures considered evaluate the learning ability nu-
merically by comparing system output to agold standard
(akareference standard), which defines the correct output.

To lay groundwork for deeper aspects and discussion,
we start with easy-to-interpret measures and their draw-
backs in Section 2.1. In Section 2.2, we focus with fur-
ther detail on a particularly prevalent performance mea-
sure called thearea under receiver operating character-
istic curve(AUC). In both sections, we begin withbinary
classification, where the task is to decide for each input in-
stance whether or not it belongs to a given class. Then, we
explain how the measures can be extended to more gen-
eral learning tasks. Section 2.3 summarizes the aspects of
classification measure selection discussed.

2.1. Accuracy, Precision, Recall and Related Mea-
sures

Perhaps the most intuitive classification performance eval-
uation measures are the proportions of correctly and incor-
rectly identified instances, that is, the classificationaccu-
racyanderror. Their values are between zero and one, but
with accuracy, one means the best performance whereas
with error, being one minus accuracy, zero corresponds to
the optimum. However, these simple measures may give
misleading results: When the classes are strongly of an
unequal size, accuracy and error may give considerably
over-optimistic or pessimistic results.

As an example, in a binary classification task, where
95% of the instances belong to the class (positive in-
stances), a classifier that always assigns an instance to
the class will have 5% error. This misleadingly suggests
that the classifier is good. Similar problems often occur in
tasks, where the gold standard is defined by using a Lik-
ert scale opinion poll, because it is relatively common that
the answers to a given claim pool to one option.



Another problematic situation is that the proportion of
instances left correctly outside the class (true negatives,
TN ), is excessively large when compared to the numbers
of true positives(TP ), false positives(FP ) andfalse nega-
tives(FN ). In addition, the number of true negatives may
even be unknown, as in applying classification to identify
web documents relevant to a query given to a web search
engine.

Precision, recall and many other classification mea-
sures based on these are independent of true negatives
and hence also applicable when the number of true nega-
tives is unknown or excessively large. Precision is defined
as the proportion of correctly classified positive instances
from all positive instances in the system output. Recall
is the proportion of correctly identified positive instances
from all instances that should have been identified as pos-
itive. Both these measures get values between zero and
one, higher values indicating the better the performance.

There is a tradeoff between precision and recall, and
therefore one must consider the two measures together if
choosing to use them in performance evaluation. A pitfall
is to, for example, maximize recall without taking preci-
sion into account simultaneously, because a perfect recall
can be trivially accomplished by classifying all instances
as positives. More generally a system can increase recall
at the cost of decreased precision by assigning more in-
stances to the class, and vice versa.

It is often desirable to have only one value that char-
acterizes performance, and for precisionpP and recallpR,
this is popularly done by taking their weighted harmonic
mean

pF(Y, f(X), α) =
1

α 1
pP

+ (1− α) 1
pR

(1)

=
pP pR

αpR + (1− α)pP
,

where f specifies the classifier andf(X) =
(f(x1), . . . , f(xm))T is its output for an input se-
quenceX = (x1, . . . , xm). Y = (y1, . . . , ym)T is the
respective gold standard andα ∈ [0, 1] a factor determin-
ing the weighting of precision and recall. The values of
(1) are between zero and one, higher values indicating the
better the performance.

The most common choice in (1) is to weight precision
and recall evenly, that is, to selectα = 0.5 giving

pF1(Y, f(X)) =
2pPpR

pP + pR
=

2TP

2TP + FP + FN
.

This is known asF1, F measureor balanced F score.
We now extend the previous measures to more general

tasks ofmulti-class classification, where there are mul-
tiple classes and each instance belongs to one of them,
and tomulti-label classification, where each instance can
belong to several classes at the same time. With multi-
class classification, this is straightforward: an instance is
correctly classified if it belongs to the same class both
in the system output and gold standard. As above, ac-
curacy (resp. error) is the proportion of correctly (resp.

incorrectly) identified instances to the total number of in-
stances. Precision and recall must be, however, be defined
separately for each class. With respect to a certain classi,
an instance is false positive if it is assigned to this class in
the system output but not in the gold standard. Similarly,
it is false negative if it belongs to the classi in the gold
standard but not in the system output. Now, precision and
recall can be defined separately for each class as above.
We denote them aspPi andpRi , respectively. Generaliza-
tion for multi-label classification is similar, as it can be
decomposed into distinct binary classification problems,
except accuracy and error must also be computed sepa-
rately for each class.

If we want to measure the overall performance with
one measure in the multi-class or label case,micro or
macro-averagingcan be used. For example, ifNC is the
number of classes andpFi , i ∈ {1, . . . , NC}, are the val-
ues of (1) calculated separately for each class by usingpPi

andpRi
, the macro-averaged variant of (1) is the average

of pF1 , . . . andpFNC
. Further, the micro-averaged variant

of (1) is defined by replacingpP andpR with their micro-
averaged forms

pPmicro(Y, f(X)) =
∑NC

i=1 TPi∑NC

i=1 TPi + FPi

,

pRmicro(Y, f(X)) =
∑NC

i=1 TPi∑NC

i=1 TPi + FNi

,

whereTPi, FPi andFNi are the class-specificTP , FP
andFN , respectively.

Macro and micro-averaged variants of (1) reflect, by
definition, different performance aspects. The former em-
phasizes the significance of performing well in all classes,
including also those with relatively rare occurrence fre-
quency. The latter weights each code assignment decision
equally resulting the dominance of the performance in the
common classes.

2.2. AUC

The measures defined in Section 2.1 are sensitive to the
relative number of positive and negative instances. This
class distribution dependence can be problematic if, for
example, the distributions of the gold standard and real
data differ. AUC is a measure invariant to class distri-
bution (see, e.g., [Fawcett and Flach, 2005]), and for this
reason, its use has been recommended instead, or in addi-
tion to, F measure (see, e.g., [Airola et al., 2008] in the
task of extracting protein-protein interactions). On the
other hand, unlike precision, recall and F measure, it in-
corporates the number of true negatives. Further, unlike
previously discussed measures, AUC can be applied in
preference learning and ranking tasks as well, because
only the pairwise order of the instances with respect to
the classification topic, that is, information defining which
of the two instances is larger, is needed. For these reasons
AUC has gained a substantial popularity in machine learn-
ing community.



We define AUC for binary classification in a proba-
bilistic fashion as follows:

pAUC(Y, f(X))

=

∑
yi=+1,yj=−1 δ(f(xi) > f(xj))

y+y−
, (2)

wherey+ andy− are the numbers of positive (yi = +1)
and negative (yi = −1) examples in the gold standard and

δ(b) =
{

1 if b = TRUE
0 if b = FALSE

The interpretation of formula (2) is that AUC is equiva-
lent to theWilcoxon-Mann-Whitney statisticwhich is the
probability that, given a randomly chosen positive exam-
ple and a randomly chosen negative example, the classifier
will correctly distinguish them [Cortes and Mohri, 2004].

As being a probabilistic measure, the values of AUC
are between zero and one, larger values indicating bet-
ter performance. When interpreting the values, one must
notice that the AUC value of 0.5 denotes random perfor-
mance and one perfect performance. This means that in
order to outperform the random baseline, the learner must
achieve AUC value larger than 0.5.

Alternatively, AUC can be obtained in a traditional
way by computing thereceiver operating characteristic
(ROC) curve and then calculating the area under the curve.
From this definition, we can easily see the relation to pre-
cision, recall and F measure: To define the ROC curve,
let us consider the binary classification problem again. In-
stead of assuming the system output to be a positive or
a negative label for each input instance, as we have done
previously, many classification algorithms produce real-
value output. The magnitude of the output value reflects
the classification confidence; the largest positive values
are assigned to instances that are most strongly positive,
and the largest negative values to the most strongly pos-
itive instances. In order to compare a real-value output
to a binary gold standard, it must, however, be divided
into positive and negative instances. This can be done
by simply defining a threshold valueθ, which divides the
real-value interval into two parts so that instances with
f(xi) ≤ θ are classified as negatives and withf(xi) > θ
as positives. The ROC curve refers to plotting the recall
(akatrue positive rate) at certain levels of thefalse posi-
tive rateFP/(FP +TN) obtained by varying the values of
θ from the minimum threshold value (i.e., the one result-
ing all instances to be positives) to the maximum (i.e., the
one resulting all instances to be negatives). In addition to
one value characterizing performance (i.e., the area under
the curve (AUC) here), the ROC curve provides supple-
mentary information about the relationship between recall
and false positive rate: analyzing the curve from left to
right corresponds to trading off false positives for false
negatives.

A straightforward generalization of the Wilcoxon-
Mann-Whitney statistic for ranking tasks is given, for ex-
ample, by [Fung et al., 2006]. There, the labels of the data
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Figure 2. A schematic diagram of the discussed classifi-
cation performance measures.

points are not necessarily binary, but they can be ordi-
nal classes or even real valued. In this case, the perfor-
mance measure corresponds to the probability that, given
a randomly chosen two examples with different labels, the
learning method will correctly predict which of them has
a larger label value. Because of this, the measure is, in
fact, closely related to the Kendall’sτ correlation coeffi-
cient [Kendall, 1970]. For further discussion about AUC
and its extension to tasks with multiple classes that are
not necessarily ordinal, we refer to [Hand and Till, 2001,
Lachiche and Flach, 2003, Lachiche et al., 2006].

2.3. Summary

The section discussed critical points in performance mea-
sures with a focus on classification tasks. To summarize,
the appropriate choice of a performance measure depends
on both the task and data in question. The measures de-
scribed in Sections 2.1 and 2.2 portray the differing as-
pects of various well-established measures and the critical
decisions related to measure selection (Figure 2). How-
ever, many alternative measures exist and new ones are
introduced all the time. Hence, it is essential to review the
prevailing practices in similar type of tasks.

3. PERFORMANCE EVALUATION METHOD
SELECTION

In this section, we first recall in Section 3.1 the concept
of supervised learning. Then, we proceed in Sections 3.2–
3.5 to describing four techniques that can be chosen at the
method step to specify the performance of a given learner
(e.g., classifier) in terms of the chosen measure: resubsti-
tution, hold-out, cross-validation, and bootstrap. Section
3.6 summarizes the method selection discussion.



3.1. Supervised Learning

A supervised learneris a machine that is taught with a set
of training data instances with preferred outputs to per-
form a specific task. By a task, we mean the prediction of
an output for an unseen data instance. Formally, let again

X = (x1, . . . , xm) ∈ (Xm)T

be a sequence of inputs and

Y = (y1, . . . , ym)T ∈ Rm

a sequence of outputs, whereX , called the input space, is
the set of possible inputs. Here,(Xm)T denotes the sets
of row vectors of sizem whose elements belong to the set
X while Rm denotes the set of real valued column vectors
of sizem. Further, let

S = ((x1, y1), . . . , (xm, ym))T ∈ (X × R)m

be atraining setof m training examples, where(X ×R)m

denotes the set of all possible training sets of sizem. No-
tice that while we callS a training set, we consider it as
an ordered sequence of data instances.

Training can be considered as a process of select-
ing a function among a set of candidates that best per-
forms the task in question. Following the notation of
[Herbrich, 2002], we formalize the training algorithm as
follows: An algorithmA, that selects the function given
the training setS, can be considered as a mapping

A :
⋃

m∈N
(X × R)m → H, S 7→ f,

whereH ⊆ RX , called the hypothesis space, is a set of
functions among which the algorithm selects an appropri-
ate hypothesisf ∈ H. With RX = {f | X → R} and⋃

m∈N(X×R)m we denote the set of all functions fromX
to R and the set of all possible training sets, respectively.

Learning algorithms have often parameters that must
be selected before the learners are trained. For example,
regularized kernel methods usually have a so-called reg-
ularization parameter that controls the trade-off between
the empirical error and the complexity of the learned func-
tion. Moreover, the kernel function determining the space
of functions that the method is able to learn has typically
also parameters to be selected. We do not usually know
in advance which values of the parameters provide us the
best performance for unseen data. We can fix the val-
ues of these parameters by evaluating performance with
a spectrum of various values, and choosing the one best
one. This supervised learning phase is known asvalida-
tion or model selection. For doing this validation, we have
to have not only a measure but also a method to specify its
value. In addition, the methods are needed to evaluate the
final performance. This phase is calledtestingor model
assessment.

3.2. Resubstitution

Techniques that evaluate the performance of the learner on
the training set are calledresubstitutionmethods. More

formally, if we adopt the same notation as previously, the
resubstitution performanceof f is

p(Y, f(X)), (3)

where,p is a function defining the performance evaluation
measure. For classification tasks, for example, F measure
or AUC can be chosen.

The resubstitution performance does not reliably pre-
dict the true performance of the learner on new data; the
performance estimates are bound to be over-optimistic
when same data is used both for training and testing.
This does not, however, mean that it would not be use-
ful to apply resubstitution too. For example, if the learner
performs on the training set weakly, it is likely have
an even weaker performance on unseen data. Again, if
the performance on the training set is very high, prob-
lems related to over-fitting may be confronted in new
data. Further, if the size of the training set is especially
small, the resubstitution estimate may have smaller vari-
ance than the other less optimistically biased performance
estimation methods, such as cross-validation or bootstrap
(see [Braga-Neto and Dougherty, 2004] for a more thor-
ough discussion about performance estimation in a small-
sample setting). We will discuss these methods below. In
summary, for reliable performance evaluation, it is essen-
tial that the data used for training, validation and testing
are completely independent of each other in order to avoid
over-optimistic bias.

3.3. Hold-out

One of the most popular ways to estimate the performance
of the learner on an unseen data is to use ahold-outesti-
mation technique. By hold-out, we mean that a part of the
available data is set aside to form a hold-out set for perfor-
mance estimation. This method can be used both with and
without the validation phase, but hold-out set must always
be independent of the data used at the previous phases. To
simplify the notation, we next consider only a situation
without validation.

Let

E = {1, . . . ,m}

be an index set, where the indices refer to training exam-
ples. Moreover, let

H ⊆ E

denote a set of indices referring to the examples in the
training set that belong to thehold-out set, and let

H = {1, . . . ,m} \H

be the set indexing the rest of the training examples. Fur-
ther, let

XH ∈ (X |H|)T,

YH ∈ R|H|, and

SH ∈ (X × R)|H|



denote, respectively, the sequence containing only the in-
puts, outputs, and training examples that are indexed by
H. With this notation,SH is the hold-out set. Further, let

fH = A(SH)

denote a learner that is trained using only the training ex-
amplesSH , whereSH is defined analogously toSH . By
overloading our notation,

fH(XH) ∈ R|H|

is a vector consisting of the output values for the hold-out
examplesXH that are predicted byfH . The outcome of

p(YH , fH(XH)), (4)

wherep is a performance measure, of a learnerfH on the
hold-out setSH is called thehold-out performance. In
practice, it is common to hold one-third of the data out for
testing and use the remaining two-thirds for training, and
if validation is needed the training data is divided further
equally between training and validation.

The problem in the basic hold-out technique is that
the sets selected for testing and training may not be repre-
sentative samples of the underlying problem. Instratified
hold-out, the training and test sets are constituted from
the full data set so that each class is properly represented
in both sets. Another approach to secure the representa-
tive samples is to repeat the training and testing phases
several times with different random divisions of the full
dataset into training and test sets. In thisrepeated hold-out
technique, the overall value of the performance measure is
derived by averaging the values of (4) of the different iter-
ations, and we next focus on it more carefully.

3.4. Cross-validation

From the idea in repeated hold-out, we can derive a per-
formance evaluation technique known asN -fold cross-
validation. Here, the data is first partitioned intoN ap-
proximately equal folds. The folds are usually mutually
exclusive. Then, each fold in turn is used for testing while
the reminder is used for training (note that we again con-
sider the simpler case without a validation phase). The
N -fold cross-validation performance evaluation estimate
is the average of the hold out estimates obtained withN
cross-validation folds.

Note, however, that the cross-validation folds do not
necessarily have to form a partition of the data set. In-
stead, we can perform cross-validation also by repeatedly
selecting a random hold-out set of a certain size so that
the hold-out sets in different cross-validation rounds may
overlap with each other.

We now present formalizations for the cross-
validation methods. InN -fold cross-validation, we have
a sequence of hold-out setsH1, . . . ,HN , whereN ∈ N
and Hj ⊆ E. The overall performance is obtained by
averaging (4) over the hold-out sets:

1
N

N∑
j=1

p(YHj , fHj
(XHj )). (5)

The N -fold cross-validation performance estimates,
of course, depend on the numberN of the folds, since
the smaller is their size, the closer the learner trained with
the rest of the data set should be to the learner trained
with the whole data set. The estimates are also depen-
dent on the sequence of hold-out sets used. There are, in
fact,

(
m

m/N

)
possibilities to choose a hold-out setH of size

|H| = m/N out ofm examples and the performance dif-
ferences between the different possibilities may be large.

If the amount of available computational resources
is sufficiently large or if the used learning method
has efficient computational shortcuts for cross-validation
such as certain types of nearest neighbor classifiers
[Mullin and Sukthankar, 2000], one can perform so-called
complete cross-validation[Kohavi, 1995] in which each
of the

(
m

m/N

)
hold-out splits are used at a time. Formally,(
m

m/N

)−1 ∑
H⊂E

p(YH , fH(XH)). (6)

A widely used and analyzed special case ofN -fold
cross-validation, in whichN = m, and hence|H| = 1,
is so-calledleave-one-out cross-validation. By definition,
leave-one-out cross-validation is also complete, since it
uses every possible hold-out split of size one. A thorough
review of the use of leave-one-out cross-validation in ma-
chine learning is made by [Elisseeff and Pontil, 2003].

We also note that some performance measures, F mea-
sure for example, may have to be evaluated with pre-
dictions originating from different cross-validation folds.
This is the case especially if the amount of examples in
each fold is too small for the measure to provide sensible
results. For example, it does not make sense to compute
F measure or AUC for one example only, and hence the
measures cannot be evaluated using (5) together with the
leave-one-out cross-validation. To formalize this, we first
define a function

κ : {1, . . . ,m′} → 2{1,...,m′}, i 7→ H,

where 2{1,...,m′} denotes the powerset of{1, . . . ,m′},
that maps each example indexi to the setH consist-
ing of the indices of other training examples that belong
into the same cross-validation fold as theith example.
Note thatκ is well-defined only if the cross-validation
folds do not overlap with each other. Further, letF =
(fκ(1), . . . , fκ(m))T. Then, instead of using (5), the cross-
validation performance can also be evaluated through

p(Y, F )

However, this approach, sometimes called themicro-
average, may have some problems. We discuss these is-
sues in the context of AUC in Section 4.3.

In order to assure that the hold-out splits in cross-
validation estimates represent the underlying problem,
stratification can also be used in forming the cross-
validation folds. This results in a technique known as
stratified cross-validation.



Cross-validation techniques are, in practice, the most
often used ones to measure classification performance.
In particular, (stratified) ten-fold cross-validation and
ten times ten-fold cross-validation have been recom-
mended [Kohavi, 1995]. Also the leave-one-out cross-
validation is an attractive and prevalent technique; by fol-
lowing this method, the greatest possible amount of data
is used for training in each step and random sampling
to divide the data for training and testing is unnecessary.
Further, leave-one-out cross-validation is known to be an
almost unbiased estimator of the learning performance.
However, the variance of leave-one-out cross-validation
may be larger than that ofN -fold cross-validation. This
was experimentally demonstrated in [Kohavi, 1995], and
the parameter selection method recommended there was
ten-fold cross-validation repeated ten times with different
fold partitions. We refer to the previous reference too for
further discussion on the statistical properties of the cross-
validation estimators.

The computational cost can be seen as a limitation for
cross-validation techniques in general, and in particular
for the leave-one-out form. If the learner has to be
retrained each time a hold-out estimate is computed,
the calculation of the average performance may be too
expensive from a computational point of view. This is
especially true when repetition with different partitions
or leave-one-out cross-validation is used. Fortunately,
with some learning algorithms, the training exam-
ples in the hold-out set can be efficiently “unlearned”
and the retraining does not have to be performed.
This is the case, for example, with the basic regular-
ized least-squares learners (see, e.g., [Zhang, 1993,
Pahikkala et al., 2006, Rifkin and Lippert, 2007,
An et al., 2007, Pahikkala, 2008]). In addition,
we have also shown that similar types of efficient
cross-validation algorithms can also be constructed
for the AUC maximizing regularized least-squares
[Pahikkala et al., 2008a, Pahikkala et al., 2008b]
and for the label ranking regularized least-squares
[Pahikkala et al., 2007a, Pahikkala et al., 2007b].

3.5. Bootstrap

In bootstrap, a training set is formed by sampling the
dataset with replacement. That is, the training set may
contain multiplicated instances. Let us assume that a data
set ofm examples is sampledm times to give the train-
ing data set, and the examples of the original data set that
are not selected for training are used for testing. Now, the
probability of any given example not being chosen afterm
samples is(1 − 1

m )m ≈ e−1 ≈ 0.368 and consequently,
the expected number of distinct instances from the origi-
nal dataset appearing in the test set is0.632m. Hence, this
technique is called0.632 bootstrap.

The 0.632 bootstrap performance off is counted
by unifying the performance for the bootstrap samplei
with the resubstitution performance in a following man-
ner [Efron, 1983]: LetpBSi be the performance for the
bootstrap samplei that is counted analogously to equation

(4) but the indexes of the variablesx and y are chosen
according to the test set in question. Similarly, resubsti-
tution performance for the samplei, pRSi , is defined by
using the equation (3). Given the numberN of bootstrap
samples, the 0.632 bootstrap performance is

1
N

N∑
i=1

0.632pBSi + 0.368pRSi .

The advantages of bootstrap are especially tangible for
very small data sets. This was demonstrated, for example,
in a comparative study [Braga-Neto and Dougherty, 2004]
using both synthetic and real breast-cancer patient data:
When compared to cross-validation error estimation,
bootstrap was better method in terms of variance, but at
the cost of computational demands and often increased
bias, albeit much less than with resubstitution.

The smaller variance but the higher bias of the
bootstrap error estimator has been proved more generally
for example, in [Efron, 1983, Davison and Hall, 1992]).
However, the 0.632 bootstrap has also shown to
give an over-optimistic performance estimate when
the classifier is a perfect memorizer and the data
set is completely random [Kohavi, 1995]. To ad-
dress these challenges, a so-called0.632+ boot-
strap method has been introduced [Efron, 1997].
As [Ambroise and McLachlan, 2002] explain, the 0.632+
version weightspBSi more in situations with rela-
tively large over-fitting measured by the difference
pBSi − pRSi . Hence, they recommend using it in cases,
where the learner is likely to be over-fitted.

3.6. Summary

The focus of the section was on alternative learning per-
formance evaluation methods, and Figure 3 illustrates as-
sociations between the discussed approaches. We empha-
sized the importance of having completely independent,
but representative training, validation and test sets. Fur-
thermore, we concluded that cross-validation techniques,
specifically ten-fold, ten times ten-fold and leave-one-out
forms, are particularly suitable methods for classification
tasks. With very small data sets, bootstrap is an attractive
alternative.

4. PERFORMANCE EVALUATION METHOD
IMPLEMENTATION

After selecting a performance measure, follows an imple-
mentation step, when the value for a given measure and
system is computed in practice. This step contains many
fundamental and critical decisions: For reliable perfor-
mance evaluation, the test set has to be completely in-
dependent from the creation of the learner, and test set-
tings must correspond to the situation, where the classifier
will be actually used. For example, if a machine learning
system is tested with a material somehow dependent on
the training or validation data, or in significantly differ-
ent from the real input, the calculated performance level
will not describe the true quality. However, it is not easy
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Figure 3. A schematic diagram of the discussed performance evaluation methods for supervised learners.

in practice to notice all data dependences that have to be
taken into account when holding out data.

We next concretize the crucial principles of having a
realistic test setting and no information leak between the
phases of training, validation and testing. We begin by
giving intuitive examples about dependence-related dif-
ficulties in Section 4.1. The examples are based on our
previous experiences with text classification tasks, and
the difficulties they portray may occur especially when
evaluating classification performance with real-world data
sets. We continue in Section 4.2 with techniques to avoid
the problems caused by the dependences by reflecting
the learning task in question when forming the cross-
validation folds. Section 4.3 considers the trickiness of
taking special characteristics of the data, learning task and
measure into account in the cross-validation folds by fo-
cusing on measuring AUC during cross-validation. Fi-
nally, Section 4.4 synthesizes the lessons learnt.

4.1. Dependences in the Data

In classification performance evaluation, the aim is to as-
sess the quality of class predictions on unseen data. Con-
sequently, it is crucial that information from training does
not leak into the hold-out set. With text classification,
we see at least three types of task-specific semantic de-
pendences that must be taken into account when dividing
data into training and hold-out sets:author, community

andtime.

The aim in text classification is to categorize the doc-
uments based on the similarity of their content, and typi-
cally the dividing factor should not be the author, the com-
munity in which the text was written nor its writing time:
Because of the individual differences in writing style, the
author has a great impact on the written text, and as a re-
sult, texts written by the same person are very likely to
be more similar than those written by two different peo-
ple. Similarly, texts reflect the surrounding community
and time, when it was written.

For example, every hospital ward has their own style
of writing patient records due to documentation prac-
tices, jargon and abbreviations developed during time, and
hence if multiple reports about the same patient case were
written, those with authors from the same ward would
probably be more similar than those written by people
from different wards. Further, because, for example, treat-
ments, medicines, hospital equipments etcetera change in
time, also the language changes. Therefore, in a task
of separating the documents of cardiology patients from
those of fracture patients, problems may occur, if the doc-
ument collection contains documents from a long time in-
terval; reports written at the same time about different pa-
tient types may be more alike than those about the same
patient type but written at different times.

Because of the author related dependences, one should



consider in performance evaluation whether it is neces-
sary to avoid assigning texts written by the same author
to training and test sets. This kind of avoidance may be
needed, for example, in context sensitive spelling error de-
tection because it does not happen in practice that a classi-
fier performing the task is trained and used with instances
originating from the same document. Another kind of de-
pendence was present in [Suominen et al., 2006], where
we studied automated identification of notes about a given
topic in the domain of intensive care patient records. We
did not use text about the same patient both for training
and testing, because otherwise we could have got an over-
optimistic impression about the performance; notes about
the same patient both in training and testing can be seen
as a potential information leak, as data about one patient
is likely to be very homogeneous. Hence, it is easier for a
learner to recognize notes relevant to a given topic if both
sets contain data about same patients. Similarly, if a clas-
sifier will be used in many organizations and it is trained
with data originating from all these places, its tested per-
formance will be over-optimistic. Finally, our guideline
for time-dependence is to test the performance regularly
and re-train the classifier if necessary.

As an example of taking data dependences into ac-
count at the method step of performance evaluation, we
focus on the study [Sætre et al., 2007]. The authors dis-
cuss differences between two commonly used alternatives
of doing ten-fold cross-validation using a corpus contain-
ing information about protein-protein interactions. The
first approach is to divide the data examples into ten
groups before doing any analysis of the data, and the sec-
ond one is to perform pre-processing and feature extrac-
tion parts of the analysis on the whole corpus only after
that divide data into cross-validation folds. The previously
mentioned reference shows evidence of a serious informa-
tion leak from training to testing in the latter approach be-
cause it gave substantially better impression of the system
performance than the former alternative.

Another study emphasizing unreliability of perfor-
mance evaluation if it contains steps not in line with
cross-validation is [Simon et al., 2003]. The authors’ ex-
periments are related to genetics and include measuring
miss-classifications when using two types of leave-one-
out cross-validation: one, where the left-out instance is
removed before any processing and the other, where data
is analyzed and pre-processed before the removal. As ex-
pected, the results underscore better reliability of the for-
mer approach. Authors also stress validation on indepen-
dent data, which is large enough to demonstrate statisti-
cally learning performance.

As our general guideline, dependences and their han-
dling in performance evaluation must be analyzed for
each data set and task separately. Usually the proce-
dure is similar to previous examples: One must define
a unit, such as one author, patient, organization, or time
interval, and avoid breaking these units when forming
the hold-out sets. This hold-out strategy is known as
leave-cluster-out, and when used in a cross-validation

way, leave-cluster-out cross-validation, in which a whole
dependence clusterof examples is held out in each
cross-validation round, it has been empirically shown
to be more suitable method than leave-one-out cross-
validation [Pahikkala et al., 2006]. The key question is,
however, which of many dependences present at the same
time should be taken into account. A possible solution
is to try to avoid as many of them as possible at the
same time, or to replicate leave-cluster-out performance
evaluation one dependence in turn and in this way assure
that the system works in an acceptable level with all de-
pendences. We will next address leave-cluster-out cross-
validation with greater depth.

4.2. Reflecting the Learning Task in Cross-validation
Folds

In [Pahikkala et al., 2006], we made an experiment in
which we demonstrated the “clustered training set effect”
by comparing the leave-one-out cross-validation perfor-
mance of a trained regularized least-squares to a leave-
cluster-out cross-validation performance so that each fold
in the leave-cluster-out cross-validation consists of the
training examples that form a cluster in the training set.
The problem we considered was dependency parse rank-
ing of sentences extracted from biomedical texts.

In the experiment, we obtained a training data set
by generating a set of parse candidates for one hun-
dred sentences. Each sentence had a known “correct”
parse that a parser is supposed to output for the sen-
tence. For each candidate parse, we calculated a score
value indicating how close to the correct parse it is (see
[Tsivtsivadze et al., 2005] for a more thorough description
of the experimental setting).

The task of the learning machine was, for each of the
one hundred sentences, to rank its candidate parses in the
order of their score values. For this purpose, we trained
a regularized least-squares regressor using all of the gen-
erated parses and their score values as training data. The
ranking performance was measured for each sentence us-
ing Kendall’sτ correlation coefficient, which can be con-
sidered as generalization of the AUC performance mea-
sures for more than two ordinal classes. The coefficient
was, of course, calculated for each sentence separately,
since we were not interested of the mutual order of the
parses originating from different sentences. The overall
performance for the whole data set was obtained by taking
the average of the correlation coefficients of the sentences
in the data set.

Due to the feature representation of the parses (see
[Tsivtsivadze et al., 2005]), two parses originating from a
same sentence have almost always larger mutual similar-
ity than two parses originating from different sentences,
and hence the data set consisting of the parses is heavily
clustered according to the sentences the parses were gen-
erated from. Therefore, the clustered structure of the data
had a strong effect on the performance estimates obtained
by cross-validation, because data instances that are in the
same cluster as a held out instance have a dominant effect
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Figure 4. The ranking performance of the regular-
ized least-squares algorithm computed with leave-one-out
cross-validation (dashed line) and leave-cluster-out cross-
validation (solid line) [Pahikkala et al., 2006]. The x-axis
denotes the value of the regularization parameter in a loga-
rithmic scale. The y-axis is the ranking performance mea-
sured withτ correlation coefficient.

on the predicted output of the held out instance. This does
not, however, model the real world, since a parse ranker is
usually not trained with parses originating from the sen-
tence from which the new parse with an unknown score
value is originated. The problem can be solved by per-
forming the cross-validation on the sentence level so that
all the parses generated from a sentence would always be
either in the training set or in the test set.

We compared the performance estimates given by
both leave-one-out cross-validation and leave-cluster-out
cross-validation in which the fold partition was formed
according to the sentences so that no parses originating
from the same sentence ended up into the same cross-
validation fold. Regularized least-squares has a regular-
ization parameter that controls the trade-off between the
training error and the complexity of the learned prediction
function. We also made a grid search for the value of the
regularization parameter to test the performances of the
two cross-validation approaches also in model selection.
The tested grid points were2−15, 2−14, . . . , 214.

The results of the comparison are illustrated in Fig-
ure 4. From the figure, we observe that the performance
difference between the leave-one-out and leave-cluster-
out cross-validation is, with the lower values of the reg-
ularization parameter corresponding to the least regular-
ized cases, over0.3 correlation points. Thus, leave-one-
out cross-validation clearly overestimates the ranking per-
formance, especially with the smaller values of the regu-
larization parameter. Increasing the regularization seems
to correct this over-optimistic bias to some extent but the
large values of the regularization parameter may not be
optimal for the learning task. Indeed, this was confirmed
when we tested the ranking performance of regularized
least-squares with one hundred test sentences unseen to

the regularized least-squares. The test performance was
very closely following the performance of leave-cluster-
out cross-validation for every tested value of the regular-
ization parameter, and hence the optimal parameter val-
ues were found around24, while the leave-one-out cross-
validation preferred very low values.

4.3. Measuring AUC during Cross-validation

When aiming for a maximal AUC with biological data
as considered by [Parker et al., 2007], a common prac-
tice for performance evaluation is to use a ten-fold cross-
validation. The following two techniques for obtaining a
single AUC value when performing cross-validation were
considered by [Bradley, 1997]:

In pooling, the predictions made for the data instances
in each cross-validation round are pooled into a one set
and one AUC score common to all folds is calculated
from it. When leave-one-out cross-validation is used, this
is the only way to obtain the AUC score. The assump-
tion made when the pooling approach is used is that each
of the classifiers produced on each of the cross-validation
rounds comes from the same population. This assumption
may make sense when using performance measures such
as classification accuracy, but it is more dubious when
computing AUC, since some of the positive-negative pairs
are constructed using data instances from different folds.
Indeed, [Parker et al., 2007] show that this assumption is
generally not valid for cross-validation and can lead to
large pessimistic biases.

An alternative approach,averaging, is to calculate the
AUC score separately for each cross-validation fold and
average them to obtain one common estimate for the clas-
sification performance in cross-validation. However, the
number of positive-negative example pairs used in com-
puting the AUC scores may be too small to get reliable
scores if the overall number of examples used in the cross-
validation process is too small or if the number of cross-
validation folds is too large. Further problems of the aver-
aging approach are discussed by [Parker et al., 2007].

There is a clear fundamental similarity between these
two cross-validation approaches and micro and macro-
averaging discussed in Section 2.1. Note, however, that
the purpose is different: before measuring the overall per-
formance with one measure in the presence of multiple
classes or labels was addressed, whereas in this section
the aim is to construct one value representing performance
over all cross-validation rounds.

To formalize pooling and averaging, recall that

κ : {1, . . . ,m′} → 2{1,...,m′}, i 7→ H,

where2{1,...,m′} denotes the powerset of{1, . . . ,m′}, is
a function that maps each example indexi to the setH
consisting of the indices of other training examples that
belong into the same cross-validation fold as theith exam-
ple. Note thatκ is well-defined only if the cross-validation
folds do not overlap. This is the case with both pool-
ing and averaging. Formally, the pooling approach can



be written as

1
y+y−

∑
yi=+1,yj=−1

δ(fκ(i)(xi) > fκ(j)(xj)). (7)

In (7), the sum is taken over every possible positive-
negative pair of training examples. However,κ(i) 6= κ(j)
for most of the pairs, and hence the pooling estimate can
be biased. The averaging estimate can be written as

1
N

N∑
j=1

pAUC(YHj
, fHj

(XHj
)), (8)

Here, thepAUC estimate for the individual folds is not bi-
ased in the way it is in the pooling approach. However,
only a small subset of the positive-negative pairs of train-
ing examples are taken to account.

So-called leave-pair-out cross-validationwas con-
sidered by [Cortes et al., 2007] in context of mag-
nitude preserving ranking algorithms and by us in
[Pahikkala et al., 2008a]. Here, we propose its use for
AUC calculation, since it avoids many of the pitfalls as-
sociated to the pooling and averaging techniques. Anal-
ogously to leave-one-out cross-validation or complete
cross-validation (6), each possible positive-negative pair
of training instances is left out of at a time from the train-
ing set. In fact, leave-pair-out cross-validation can be con-
sidered as a stratified complete cross-validation with hold-
out sets of size two, since each of the folds has the same
amount of positive and negative examples. Formally, the
AUC performance is calculated with leave-pair-out cross-
validation as

1
y+y−

∑
yi=+1,yj=−1

δ(f{i,j}(xi) > f{i,j}(xj)),

wheref{i,j} denotes a classifier trained without theith
andjth training example. Being an extreme form of aver-
aging where each positive-negative pair of training exam-
ples forms an individual hold-out set, this approach is nat-
ural when AUC is used as a performance measure, since
it guarantees the maximal use of available training data.
Further, the leave-pair-out cross-validation estimate, taken
over a training set ofm examples, is an unbiased estimate
of the true error over a sample ofm − 2 examples (for a
proof, see [Cortes et al., 2007]).

Similarly to other types of complete cross-validation,
a naive implementation of leave-pair-out cross-validation
would require training a number of models that is
quadratic with respect to the number of training in-
stances. However, for certain learning algorithms,
such as regularized least-squares [Pahikkala et al., 2006,
Pahikkala, 2008, An et al., 2007] or AUC maximiz-
ing regularized least-squares [Pahikkala et al., 2008b,
Pahikkala et al., 2008a], using techniques based on ma-
trix calculus the closed form solution of regularized least-
squares can be manipulated to derive efficient algorithms
for leave-pair-out cross-validation.

MOTIVATION METHOD

Data dependences

Single AUC for

the whole cross-

validation process

Leave-cluster-out

Pooling

Averaging

Leave-pair-out

Figure 5. A schematic diagram of the discussed methods
to take the preceding evaluation process into account at
the method implementation step and their motivation.

4.4. Summary

In this section, we have addressed the step following
method selection, that is, implementing the method for
a given measure and learner. In addition to having in-
dependent and representative training, validation and test
sets, the setting must be realistic. Fulfilling these prin-
ciples in practice is, however, challenging and requires
special caution. We explained a method to overcome
data dependence-related difficulties (Figure 5). The de-
pendences we considered in text classification tasks en-
compass author, community and time. Moreover, we de-
scribed techniques to compute a single performance eval-
uation measure value for the whole cross-validation pro-
cess which are particularly useful when the combination
of AUC and leave-one-out cross-validation have been cho-
sen.

In short, at the performance evaluation method imple-
mentation step it is essential to reflect the entire preceding
evaluation process starting from the characteristics of the
learning task and ending with the specifics of the chosen
performance evaluation method. Instead of a divide and
conquer methodology, implementation should be based on
the analysis of the process in its entirety.

5. CONCLUSION

In this paper, we considered the measure and method se-
lection steps of learning performance evaluation, with a
main focus on combining AUC with cross-validation. Our
goal was to provide helpful guidelines in order to obtain
realistic assessment results.

We summarize the study with five general principles:

1. It is crucial to choose both the measure and method
that reflects the evaluation aspects, learning task and
data in question.

2. Testing must be completely independent from the
creation of the learner. This can be assured by not
having an information leak between training, vali-
dation and test sets.

3. Measure and method steps are intertwined. There-
fore, the specifics of the measure should affect
cross-validation folds.
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Figure 6. Steps and aspects of learning performance evaluation.

4. Data dependences may complicate performance
evaluation. Their handling must be analyzed for
each data set and task separately, but we encourage
using leave-cluster-out cross-validation.

5. The evaluation setting must correspond to the en-
vironment. This has to be taken into consideration
when forming the cross-validation folds.

We illustrate the principles in Figure 6 as the steps and
aspects of learning performance evaluation: The first item
is included as the stone base of the performance evaluation
cone or pyramid.Foldsat the method implementation step
portray on the one hand the distinct phases of training, val-
idation and testing (i.e., the second item) and on the other
hand taking the specifics of the learning task into account
when forming cross-validation folds (i.e., the items three,
four, and five). The third item clarifies the dependent steps
of choosing the measure, selecting the method and imple-
menting it, that is, the top layer of the cone. The mutual
dependence arrow connecting all the cone layers reflects
the fourth item. This arrow connecting also the stone base
with performance evaluation steps takes the fifth item into
account.

Figure 6 is a refinement of the model discussed
in [Spärck Jones and Galliers, 1996, pp. 19–20] and
[Hirschman and Thompson, 1997] (Figure 1). The differ-
ence is in the base and top layers: we have added the stone
base presenting the learning task, divided the method step
at the ceiling level into the phases of selection and imple-
mentation, as well as concretized the mutual dependence
of the steps as an arrow connecting all the layers. Our pri-
mary message is that all the steps are dependent of each
other, and hence the previous steps has to be carefully con-
sidered in the process of performance evaluation.
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ABSTRACT 

The Negative Selection Algorithm (NSA) is a kind of 
anomaly detection method inspired by the biological 
self/nonself discrimination principles. In this paper, we 
propose two new schemes for the detectors re-editing 
and censoring in the NSA. The detectors that fail to pass 
the negative selection phase are re-edited and updated to 
become qualified using the Differential Evolution (DE) 
method. In the detectors censoring, the qualification of 
all the detectors is evaluated, and only those appropriate 
ones are retained. Prior knowledge of the anomalous 
signals is utilized to discriminate the detectors so that 
their anomaly detection performances can be improved. 
The effectiveness of our detectors re-editing and censor-
ing approaches is examined with both artificial signals 
and a practical bearings fault detection problem. 

1. INTRODUCTION 

Natural immune systems are complex and enormous 
self-defense systems with the remarkable capabilities of 
learning, memory, and adaptation [1]. Artificial Immune 
Systems (AIS), inspired by the natural immune systems, 
are an emerging kind of soft computing methods [2]. 
With the features of pattern recognition, anomaly detec-
tion, data analysis, and machine learning, the AIS have 
recently gained considerable research interest from dif-
ferent communities [3]. As an important constituent of 
the AIS, Negative Selection Algorithm (NSA) is based 
on the principles of maturation of T cells and self/nonself 
discrimination in the biological immune systems. It was 
firstly developed by Forrest et al. in 1994 for the 

real-time detection of computer viruses [4]. During the 
past decade, the NSA has been widely applied in nu-
merous interesting engineering areas, e.g., networks se-
curity [5] and milling tool breakage detection [6]. The 
NSA detectors are first generated in a random manner, 
and undergo the so-called ‘negative selection’ process 
thereafter. Only the detectors that do not match the self 
are selected for the anomaly detection, and those un-
qualified ones will be eliminated. However, practical 
generation and implementation/manufacture of the de-
tectors can be costly. Therefore, how to re-use the un-
qualified detectors that are already generated is an im-
portant issue, particularly in the expense-sensitive cases. 
Another drawback of the original NSA is that it is diffi-
cult if not impossible to explicitly embed the prior in-
formation of the anomaly to be detected into the detec-
tors selection phase. In this study, we first present a Dif-
ferential Evolution (DE)-based detectors re-editing 
scheme. A novel method of utilizing the characteristics 
of the anomalous signals for censoring the NSA detec-
tors is also proposed and explored. 

The remainder of this paper is organized as follows. 
We introduce the essential principles of the NSA in Sec-
tion 2. The detectors re-editing and censoring approaches 
are proposed and discussed in Sections 3 and 4, respec-
tively. We explain in details how to employ the DE 
method to re-edit the unqualified NSA detectors as well 
as utilize the domain knowledge to censor the coarse 
detectors. Simulations of three numerical examples of 
artificial signals and bearings fault detection are made in 
Section 5 for examining our detectors re-editing and 



censoring scheme. Finally, in Section 6, we conclude this 
paper with some remarks and conclusions. 

2. PRINCIPLE OF NEGATIVE SELECTION ALGORITHM 

It is well known that the natural immune system is an 
efficient self-defense system that can protect the human 
body from being affected by foreign antigens or patho-
gens [1]. One of its most important functions is pattern 
recognition and classification. In other words, the bio-
logical immune system is capable of distinguishing the 
self, i.e., normal cells, from the nonself, such as bacteria, 
viruses, and cancer cells. This capability is mainly 
achieved by two different types of lymphocytes: B cells 
and T cells. Both the B cells and T cells are produced in 
the bone marrow. However, for the T cells, they must 
pass through a negative selection procedure in the thy-
mus thereafter. Only those that do not match the self 
proteins of the body will be released out to circulate. The 
remaining others are eventually destroyed there, which 
can actually prevent our immune system from mistak-
enly attacking the body’s own proteins.  

The NSA is inspired by the aforementioned T cell 
maturation mechanism of the biological immune system, 
as shown in Fig. 1. This approach can be conceptually 
described as follows. Defining the self, we first collect a 
data set containing all the representative self samples. 
Next, the candidate detectors are randomly generated, 
and compared with the self set. Note that like the above 
negative selection of the T cells, only those detectors that 
do not match any element of the self sample set are re-
tained. Let [ ]Lxxx ,,, 21 L  and [ ]Lwww ,,, 21 L  denote a 

self sample and a candidate detector, respectively, where 
L  is their common order. The matching degree d  
between [ ]Lxxx ,,, 21 L  and [ ]Lwww ,,, 21 L  can be cal-

culated based on the Euclidean distance: 

 ( )∑
=

−=
L

i
ii wxd

1

2 .            (1) 

d  is then compared with a preset threshold λ , and the 
detector matching error E  is obtained: 

λ−= dE .                (2) 
If 0>E , detector [ ]Lwww ,,, 21 L  fails to match self 
sample [ ]Lxxx ,,, 21 L . If [ ]Lwww ,,, 21 L  does not 

match all the self samples, it will be included in the de-
tector set. On the other hand, if 0≤E , we consider that 

[ ]Lwww ,,, 21 L  matches [ ]Lxxx ,,, 21 L , and it is therefore 

rejected. After a certain number of qualified detectors 
have been generated by such a negative selection proce-
dure, they are used to detect the nonself or anomaly in 
the incoming samples. That is, when a new sample 
[ ]Lxxx ′′′ ,,, 21 L  matches [ ]Lwww ,,, 21 L , the existing 

anomaly is detected. Unfortunately, conventional NSA 
has the shortcoming of inefficiency in detectors genera-
tion [7]. A few modified versions of the NSA have been 
investigated during the recent years [8]-[11]. However, 
most of these algorithms just neglect the re-use of the 
unqualified detectors, and they cannot fully utilize the 
prior domain information of the anomalous signals. We 
propose the following detectors re-editing and censoring 
schemes in the NSA to achieve improved anomaly de-
tection performances.  

3. DETECTORS RE-EDITING IN NEGATIVE SELECTION 

ALGORITHM 

A. Differential Evolution Method 

The Differential Evolution (DE) method is a robust 
population-based optimization technique firstly proposed 
by Storn and Price [12]. The principle of the DE is simi-
lar to that of other evolutionary programming methods, 
such as the Genetic Algorithms (GA) [13]. However, the 
unique idea of the DE is that it generates new chromo-
somes by adding the weighted difference between two 
chromosomes to the third one. If the fitness of the re-
sulting chromosome is better than the original chromo-
some, this newly generated chromosome replaces the 
one with which it is compared. The simplest DE can be 
explained as follows. Suppose there are three chromo-
somes, )(1 kr , )(2 kr , and )(3 kr , in the current popula-
tion, as shown in Fig. 2. A trial update of )(3 kr , 

)1(3 +′ kr , is given: 
[ ])()()()1( 2133 krkrkrkr −+=+′ λ ,      (3) 

where λ  is a pre-determined weight. In order to further 
increase the diversity of the chromosomes, a ‘crossover’ 
operator is employed to generate )1(3 +′′ kr  by randomly 
combining those parameters of )(3 kr  and )(3 kr′  to-
gether. If )1(3 +′′ kr  yields a higher fitness than )(3 kr , 

we get: 
)1()1( 33 +′′=+ krkr .           (4) 

Otherwise, )1(3 +′′ kr  is eliminated, and the above itera-



tion procedure will restart. )(1 kr  and )(2 kr  are nor-

mally randomly selected from the population, and should 
be mutually different from each other. Apparently, the 
update of the chromosomes in the DE is similar to the 
crossover operator of the GA. As a matter of fact, the 
difference between two chromosomes is an estimation of 
the gradient information in that zone, where both chro-
mosomes belong to. Therefore, the DE can be considered 
as a gradient descent-based random search method. 
Compared with the GA, it has the advantages of algo-
rithm simplicity and optimization efficiency. We apply 
the DE in re-editing the unqualified NSA detectors so as 
to reduce the overall cost of detectors generation.  

)(1 kr

)(2 kr

)(3 kr

)()( 21 krkr −

)1(3 +′ kr
[ ])()( 21 krkr −λ

 
Fig. 2. Principle of Differential Evolution (DE) method. 

B. Detectors Re-editing in Negative Selection Algorithm 

As discussed above, the unqualified detectors are usually 
eliminated in the NSA, and new detectors are continu-
ously generated until a given number of detectors are 
available. Nevertheless, in practice, the generation of 
detectors could be indeed intensive with regard to both 
cost and time. Hence, re-editing existing unqualified 
detectors is sometimes more economical than generating 
fresh detectors, if the re-editing technique employed is 
simple and efficient. Our DE-based NSA detectors 
re-editing scheme is illustrated in Fig. 3. Suppose detec-
tor [ ]Lwww ,,, 21 L  fails to pass the negative selection 

phase. Two qualified detectors, [ ]11
2

1
1 ,,, Lwww L  and 

[ ]22
2

2
1 ,,, Lwww L , are first randomly selected from the de-

tector set. Next, [ ]Lwww ,,, 21 L  is updated to 
[ ]Lwww ′′′ ,,, 21 L  using the DE method as follows: 

[ ] [ ]
[ ] [ ]{ }22

2
2
1

11
2

1
1

2121

,,,,,,                    
,,,,,,

LL

LL

wwwwww
wwwwww

LL

LL

−+

=′′′

λ
. (5) 

[ ]Lwww ′′′ ,,, 21 L  is then examined with the self samples 

again, as in (1) and (2), to check its validity. If 
[ ]Lwww ′′′ ,,, 21 L  is still not qualified, it will be further 

updated with two newly chosen qualified detectors. In 
other words, the re-editing of the unqualified detectors is 
an iterative procedure, which is repeated until 
[ ]Lwww ,,, 21 L  become valid or a preset number of DE 

iterations are reached. 
As we know, conventional NSA has the drawback of 

potential waste of detectors generation resources. The 
proposed DE-based detectors re-editing system can 
overcome this shortcoming by re-using the unqualified 
detectors. Our approach is especially practical in those 
cases, where it is much more costly to generate new de-
tectors than to modify existing ones. For example, the 
detectors are usually implemented on electronic circuits 
in practice. Amending the circuits that have been already 
designed could be more cost-saving than building new 
prototypes. Moreover, due to the appropriate computa-
tional complexity of the DE method, this novel scheme 
can result in an accelerated detectors generation process.  
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Fig. 3. DE-based detectors re-editing in NSA. 

4. DETECTORS CENSORING IN NEGATIVE SELECTION 

ALGORITHM 

It is difficult if not impossible to incorporate domain 
knowledge of the anomaly to be detected into the NSA 
detectors generation and selection. However, employ-
ment of useful prior information can indeed enhance the 
anomaly detection performance of the original NSA [7]. 
In this section, we present a new detectors censoring 
method, as shown in Fig. 4. The censoring phase is ap-
plied to the detector set in order to retain the detectors 
that are suitable for the specific anomaly detection prob-
lems. On the basis of the prior knowledge, the suitability 
of all the detectors is evaluated, and those inefficient 
ones are removed from the detector set. 



SetDetector Censoring Detection
Anomaly

Knowledge
Prior

Suited

Unsuited

Reject  
Fig. 4. Detectors censoring in NSA. 

There are various ways of utilizing different domain 
knowledge to censor the NSA detectors. We here only 
focus on the domain knowledge reflecting the variations 
of the anomalous signals under detection, because 
anomaly can often lead to high-frequency oscillations. If 
known beforehand, the degrees of severity of the signal 
variations are used for our detectors censoring. More 
precisely, for a time series signal ),,2,1( nixn L= , it is 

split into non-overlapping windows, 
[ ] [ ] [ ]nLnLnLLLL xxxxxxxxx ,,,,,,,,,,,, 2122121 LLLL +−+−++ . 

As an example, the degree of the variation severity of 
[ ]Lxxx ,,, 21 L , 1V , is calculated with the backward dif-

ference technique: 

∑
−

=
+ −=

1

1
11

L

i
ii xxV .             (6) 

Similarly, 132 ,,, −L
nVVV L  are obtained. Note that as the 

prior knowledge, the range of 121 ,,, −L
nVVV L  is assumed 

available in advance. The suitability of all the detectors 
in the detector set can be evaluated according to (6). For 
instance, the suitability of [ ]Lwww ,,, 21 L  is 

∑
−

=
+ −=

1

1
11

L

i
ii wwW .             (7) 

Based on the range of iV  ( 1,,2,1 −=
L
ni L ), we can 

select the detectors in the following way: if iW  of 

[ ]iLLiLi www ,,, )1(1)1( L−+−  is beyond [ ])max(),min( ii VV , this 

detector is expunged from the detector set. Every detec-
tor needs to go through the above suitability evaluation 
and censoring stages. Obviously, the detector set is fur-
ther tailored to target at dealing with the specific anom-
aly detection of  nx . In summary, our detectors censor-

ing approach can utilize the prior knowledge of the 
anomalous signals to provide us with goal-directed de-

tectors. Nevertheless, it has the drawback of demanding 
for more detectors to be generated, because a certain 
portion of the detectors are removed from the detector 
set in the censoring phase. That is to say, this censoring 
technique actually slows down the detectors generation 
procedure.  

5. SIMULATIONS 

In this section, we use three numerical examples to 
demonstrate the effectiveness of the proposed NSA de-
tectors re-editing and censoring schemes. The first two 
examples are on the basis of only artificial data, and a 
bearings fault detection problem is investigated in the 
third example.  

Example 1. DE-based detectors re-editing in negative 
selection algorithm 

In the first example, 1,000 self samples are normalized 
within [0, 1], and they form the shape of a crossing [14], 
as represented by ‘+’ in Fig. 5. The radii of all the detec-
tors are chosen to be 0.05. A 100-detector set is first 
generated using the self samples. Suppose there is an 
unqualified detector located at (0.5, 0.5), which is de-
noted by the filled circle. The DE method is next applied 
to re-edit it. Figure 5 shows a typical evolution proce-
dure, in which only four DE iterations are involved. 
However, we should point out the number of the iterative 
steps needed for the detectors re-editing always varies, 
due to the stochastic nature of the DE technique. This 
simple example demonstrates that the unqualified detec-
tors can be updated to become qualified in our detectors 
re-editing scheme.  
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Fig. 5. Example of DE-based detectors re-editing 
in NSA. 



Example 2. Anomaly detection of sinusoidal type signals 

The normal and abnormal signals in this example are 
pure and noise-corrupted sinusoidal type signals with 
different frequencies, as illustrated in Figs. 6 (a) and (b), 
respectively. Compared with the normal signal, the ab-
normal one has a 10-time higher frequency, and it is dis-
torted by white noise. The elevated frequency and noise 
here are assumed to be caused by the anomaly. Some 
simulation parameters are given as follows: number of 
detectors is 100, detector coverage 1=d , and width of 
detectors 10=L . Note that these parameters are not 
guaranteed to achieve the best anomaly detection rate, 
because they are chosen solely based on trial and error. 
Both the normal and abnormal signals contain 1,000 
samples.  
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Fig. 6. Sinusoidal type signals in Example 2. 
(a) normal signal, (b) abnormal signal. 

The degrees of variations of these two signals are 
measured by V  in (6), and are illustrated in Figs. 7 (a) 
and (b). Apparently, V  of the abnormal signal, which is 
between 1 and 5, is much larger than that of the normal 
signal. As aforementioned, the range of V  is consid-
ered as the prior knowledge. Thus, in our detectors cen-
soring system, the suitability of all the detectors in the 
detector set is evaluated, and only those with the W  
within [1, 5] can be retained.  
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Fig. 7. V of normal and abnormal signals. 
(a) V  of normal signal, (b) V  of abnormal signal. 

 The anomaly detection results of the detectors before 
and after the above censoring are demonstrated in Figs. 8 
(a) and (b), respectively. The number of the detectors 
activated by the abnormal signal is deployed to examine 
their efficiency. We stress that a total of 100 trials are run. 
For the detectors before censoring, only one or two de-



tectors can detect the anomaly in certain trials. Figure 8 
(b) shows that the censored detectors are more efficient 
for anomaly detection than those in Fig. 8 (a). Averagely, 
3.4 detectors are activated in each trial among the ones, 
which have passed the censoring phase. In other words, a 
significantly improved anomaly detection performance 
can be achieved with the detectors censored using the 
prior information of the anomalous signal.  
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Fig. 8. Anomaly detection results of detectors. 
(a) before censoring, (b) after censoring. 

Example 3. Bearings fault detection 

Bearings are indispensable components in rotating ma-
chinery. Therefore, appropriate monitoring of their con-
ditions is crucial to ensure the normal operating status of 
motors [15]. Because ball damage is a typical bearings 
fault, our detectors censoring scheme is examined with 
this fault detection problem. The feature signals of the 

healthy and faulty bearings are shown in Figs. 9 (a) and 
(b), respectively. Note that the scales of amplitude in 
these two figures are different. There are 5,000 samples 
in both two signals, which are collected at the sampling 
frequency of 20 kHz from a vibration sensor mounted on 
top of the NYLA-K eight-ball bearings. The model of 
the vibration sensor is IMI Sensors 601A01. The motor 
is a three-phase industrial motor of 0.5 horsepower 
manufactured by the Baldor Electric Company. It has the 
rotation speed at 1,782 rpm. 
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Fig. 9. Feature signals of bearings in Example 3. 
(a) healthy bearings, (b) faulty bearings. 

 The above two feature signals are split into 
non-overlapping windows with the width of 10. Their 
degrees of variations V  are given in Figs. 10 (a) and 
(b). We can observe that due to the existing ball damage, 
the faulty bearings generate much higher degrees of 



variations in the feature signal than the normal bearings. 
We choose the number of detectors to be 1,000, and the 
detector coverage 3.0=d . As in Example 2, the width 
of detectors 10=L . However, the thresholds of W  for 
censoring the detectors are 0.15 and 3 instead of 

)min( iV  and )max( iV . Again, 100 simulation trials 

have been run. Figures 11 (a) and (b) illustrate the fault 
detection results of the detectors before and after cen-
soring. The total numbers of the detectors activated by 
the faulty feature signal are 22 and 71, respectively. It is 
clearly visible that the censored detectors can yield a 
superior bearings fault detection performance over the 
uncensored ones. 
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Fig. 10. V of feature signals of bearings. 
(a) healthy bearings, (b) faulty bearings. 
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Fig. 11. Bearings fault detection results of detectors. 
(a) before censoring, (b) after censoring. 

6. CONCLUSIONS 

In this paper, we propose two novel schemes for the 
NSA detectors re-editing and censoring, in which the 
unqualified detectors are updated using the DE method 
to become qualified, and the detector set is censored 
based on the prior information of the anomaly. Three 
numerical examples, including a bearings fault detection 
problem, are employed to verify our approaches. En-
hanced performances of anomaly detection are obtained 
with these schemes in the computer simulations. We 
emphasize that the domain knowledge is always applica-
tion dependent, and is not only limited to the severity of 
variations of the anomalous signals discussed here. The 
proposed detectors re-editing and censoring techniques 
can be also generalized to other anomaly and fault detec-



tion areas. Therefore, how to apply different kinds of 
prior knowledge for the detectors censoring remains an 
interesting research topic. 
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ABSTRACT 

We describe several of the adaptive features of a multi-
agent environment for training the cognitive decision-
making capabilities of medical personnel. First, we give 
a very brief sketch of the agents in our system and the 
network in which they are immersed. Next, we illustrate 
the adaptive character of our system by discussing three 
areas of adaptivity: a) dynamic changes to the physiol-
ogy of a virtual patient due to (unpredictable) interven-
tions; b) dynamic enhancement of the virtual patient’s 
knowledge base through learning by asking or being 
told; and c) contextually adapting the automatic tutor’s 
responses to users’ actions. 

1. INTRODUCTION 
The goal of our work is to create a machine-tractable and 
human interpretable biomedical and clinical knowledge 
and simulation environment that a) covers clinical exper-
tise as well as human anatomy, physiology, pathology; 
b) supports the functioning of a society of artificial intel-
ligent agents; and c) exhibits both the ability to function 
in situations that have not been pre-scripted and to   
learn. An inherent characteristic of any system built ac-
cording to the above principles of modeling is its adap-
tive character.  
 The first application system in our knowledge 
environment – called Maryland Virtual Patient (MVP) – 
models a team of medical professionals diagnosing and 
treating a patient. It is an agent-based system in more 
than one sense, as it involves the simulation of high-
level, roughly anthropomorphic agents as well as lower-
level processes interpreted as agents. These latter include 
both domain-related processes (such as diseases) and 
control-oriented processes (such as event schedulers). 
Thus, lower-level agents can be viewed as components 
of high-level ones (a detailed nomenclature of agent 
types in MVP is presented in [1]).  
 The high-level agents in the system include the hu-
man agent and a number of artificial agents. The human 
agent, who is typically a medical practitioner or student 
seeking to improve his cognitive decision making skills, 
plays the role of the attending physician. The artificial 
agents in the system include: a virtual patient (VP), lab 

technicians, specialist consultants and an automatic tutor. 
The user can diagnose and treat any number of virtual 
patients selected from the extensive library of patients 
created (asynchronously with the functioning of the sys-
tem) by expert physicians and instructors. At the mo-
ment of writing, the system covers diseases of the 
esophagus. 
 The paper is organized as follows. First, we give a 
brief sketch of our agent network, focusing on the VP 
and the tutor, who are the adaptive agents in the current 
version of the system. The VP is what we call a “double 
agent”, having both cognitive and physiological aspects. 
Next, we illustrate the  adaptive behavior of the VP and 
the tutor by discussing tasks that underscore it: a) dy-
namic changes to the physiology of the VP due to (un-
predictable) interventions; b) dynamic changes to the 
VP’s cognitive side through learning by asking or by be-
ing told; and c) adapting the tutor responses to the tutor’s 
knowledge about what the user does and does not know 
or has and has not done. Finally, we compare our work 
with other contributions in the field.  

2. THE MULTI-AGENT NETWORK 
A session with our system starts when the instructor a) 
selects a virtual patient from a library of patients and b) 
launches the simulation. Once the simulation goes past 
the pre-clinical (asymptomatic) stage, the virtual patient 
decides at some point to present to the physician. This 
initiates the interactions among the network of agents. 
 First, the human user conducts an interview with the 
virtual patient and hypothesizes some disease or disor-
der. Based on that hypothesis, he typically runs some 
tests in an attempt to confirm the hypothesis. Once the 
hypothesis is confirmed, a course of treatment is pre-
scribed and follow-up visits are scheduled. The inter-
view-hypothesis/diagnosis-test-treatment cycle repeats 
as necessary.  
 The control and data flow in our current implementa-
tion is illustrated in Figure 1. The semantics of the links 
in the diagram is as follows. When a user requests a test 
or intervention, or asks the patient a question, or posits a 
hypothesis or diagnosis, a corresponding message is sent 
to the tutor (Arrow 1). The tutor's natural language ana-
lyzer extracts the meaning of the message and passes it 



to the tutor's reasoning module (Arrow 2). The tutor's 
reasoning module determines whether the action re-
quested by user is appropriate and generates a response 
(Arrow 3). The reasoning module uses knowledge from 
a dedicated tutoring knowledge base (centrally including 
expert knowledge about “best clinical practices”) as well 
as knowledge available to the user at the time of the re-
quest – namely, whatever elements of the VP’s profile 
have thus far been “revealed” based on the user’s prior 
actions (questions, tests, etc.). The tutor's natural lan-
guage generator transforms the response into text form 
and sends it to the user (Arrow 4). If the requested action 
was not appropriate, the message from the tutor will say 
so and will provide an explanation at the selected level 
of detail. Note that the tutor’s reactions can be shown or 
hidden depending on the preferences of the user and/or 
teacher. Even if hidden, the responses are saved in a log 
that can be reviewed after the simulation. 
 In all of the following descriptions, we assume the 
action was either approved by the tutor or the tutor was 
turned off, thus not blocking ill advised actions. 
 If the action was positing a hypothesis or diagnosis, 
the latter is recorded and the system awaits further ac-
tion. If the action was a request for an intervention, the 
request is transmitted to the Virtual Patient physiological 
simulation agent and carried out (Arrow 5a). If the action 
was a question to the Virtual Patient, the question is sent 
directly to the VP’s cognitive agent, which uses its natu-
ral language analysis and generation modules, in coop-
eration with its reasoning module, to respond (Arrow 
5b). If the action was a request for labwork, the request 
is sent directly to a lab technician or a consultant (arrow 
5c). Any interactions between lab techni-
cians/consultants and the VP (arrow 5d) occur independ-
ently of the user. 

 Responses from the VP (from both the cognitive and 
the physiological agents that comprise it) are recorded in 
the subset of the virtual patient's profile that is “re-
vealed” to the user (Arrow 6). It is as if the user were 
playing the game “Battleship” with the VP. 
 In the version under development, the user will be 
able to ask the tutor for help directly, sending queries of 
the type "What should I do now?" (Arrow 7). The ensu-
ing processes are similar to the ones described by Ar-
rows 1-4 above. The tutor's natural language analyzer 
will extract the meaning of the message and pass it to the 
tutor's reasoning module (Arrow 8); its reasoning mod-
ule will determine one or more appropriate responses (in 
this case, courses of action) and will send this content to 
the natural language generator (Arrow 9); and finally, 
the generator will transform the response into text form 
and send it to the user (Arrow 10).  

3. THE DOUBLE AGENT AND THE TUTOR 

The virtual patient is the most complex agent in the sys-
tem. This is because we model both its body and its 
mind. In other words, the virtual patient is, for us, a 
“double” physiological and cognitive agent. The physio-
logical agent is a simulation of physiological and patho-
logical processes. The cognitive agent combines the ca-
pabilities of perception (specifically, interoception and 
language understanding), goal- and plan-based reasoning 
and action (decision-making and language generation).  
 The operation of the physiological agent is not di-
rectly controlled, though it can be influenced, by deci-
sions and choices of the cognitive agent. Examples of 
such influences are lifestyle preferences, like diet and 
regular exercise. The operation of the cognitive agent 
can, in turn, be influenced by the physiological agent. 
Indeed, the cognitive agent’s choice of goals, and the 

 
Figure 1. Applying the multi-agent clinical simulation environment to medical training. 



choice of plans for their attainment, will be influenced 
by both the physiological agent’s physical state (e.g., 
disease, fatigue) and its mental state (e.g., stress). 
 The physiological agent models the body as a collec-
tion of anatomical objects and physiological processes, 
including both normal and pathological ones (diseases). 
Whenever possible, disease processes are modeled as 
causal chains of component events and, implicitly, states. 
These causal chains are encoded as complex events – 
i.e., scripts – in the system’s static knowledge, specifi-
cally, in its underlying ontology. However, in many 
cases, medicine does not at this time possess sufficient 
knowledge about the biochemical mechanisms of disease 
progression to allow for the construction of completely 
causal scripts. This means that disease scripts must often 
contain a combination causal chains and empirical 
knowledge about the progression of a disease  – what we 
refer to as clinically derived “bridges”. In the current 
implementation, when it is not possible to encode a 
causal chain, the progression of the disease is divided 
into clinically relevant conceptual stages, and a set of 
value ranges of relevant physiological properties is en-
coded for the beginning and end of each stage. During 
simulation, values for interim time points are established 
through interpolation.  
 In our knowledge acquisition work we have found 
that expert clinicians like to express their knowledge in 
terms of probabilities, e.g., “X% of patients develop 
stage N of disease D within M months of inception.” 
Though the use of value ranges instead of single values 
reflects this state of affairs, in our current application 
system the probabilities do not actually play a central 
role. This is because the system is supposed to train 
medical personnel, and this is best done when the in-
structor can create an inventory of virtual patients carry-
ing a particular disease such that the patients display the 
full spectrum of disease manifestations, symptom pro-
files and responses to treatments, not only the most 
common ones. Presenting users with a carefully crafted 
set of such patient instances permits all of the necessary 
learning points to be targeted without the need to spend 
years of real-world training waiting for the less common 
patients to present. A case in point: in the evaluation of 
the SHERLOCK II system, which teaches electronics 
troubleshooting, it was reported that technicians learned 
more from using this system for 24 hours than from 4 
years of work in the field [8].  
 Once the progression of a disease reaches the symp-
tomatic (i.e., clinical) stage, the simulation reaches the 
cognitive side of the double agent. Through interoceptive 
perception, the cognitive agent becomes aware of symp-
toms such as pain or difficulty swallowing. Note that the 
experiencing of symptoms varies widely across patients 
and, accordingly, cannot be directly linked to given 
physiological states. However, a fixed inventory of 
symptoms is associated with each disease and expected 
ranges of values for each symptom can be asserted for 
each stage of the disease.  
 While the physiological agent has been built as a re-
sult of the formal encoding of expert knowledge about 

the progression of diseases and responses to treatments, 
the knowledge encoded for the use of the tutor agent 
concentrates on formalizing what expert physicians 
understand to be best clinical practices – for example, 
the preconditions that should occur for particular 
physician actions to be warranted and the best ways of 
scheduling these actions. Our work on the tutoring agent 
to-date has concentrated on these contentful issues much 
more than on the specific pedagogical choices (so-called 
“tutoring moves”) that are at the center of interest in 
many intelligent tutoring projects in medicine and other 
areas (e.g., [8]). At present, we have implemented only a 
small subset of choices available to a tutor. For example, 
different tutor settings allow the presence or absence of 
explanations for why certain suggested user actions were 
blocked. While we will continue to enhance the reper-
toire of choices in tutoring, our main goals are the ade-
quate simulation of human physiology and the decision-
making capabilities of the VP, the encoding of relevant 
best clinical practices, and the support of realistic natural 
language dialog between the user and the virtual patient.  

4. ADAPTING TO  INTERVENTIONS 
One highly dynamic aspect of our VPs is the way their 
physiological state and, accordingly, symptom profile, 
adapts to both internal and external stimuli. Internal 
stimuli are the factors, sometimes of unknown prove-
nance, that cause physiological changes to occur if a dis-
ease is left untreated. Progressions of such changes are 
recorded in ontological scripts that are parameterized to 
permit great variety among patients. However, these  
scripts are deterministic, meaning that if one launches a 
specific patient (who has specific inherent characteris-
tics, symptom thresholds, etc.) and does not interfere at 
all, the course of that patient’s disease will always be the 
same. However, in an interactive environment, the point 
is to interact: to intervene and see what happens, thus al-
lowing the user to learn by doing, possibly making mis-
takes and learning both to avoid them and to recover 
from them. In MVP, any available interaction can be 
launched at any time, permitting a very large number of 
variations in a patient’s disease path and outcome – at  
least for diseases that are treatable. The system auto-
matically adapts to processing any of those variations, so 
that there is no need to write specific scenarios for each 
of the many possible eventualities that can occur over 
the course of diagnosing and treating a patient. 
 To illustrate the adaptive nature of the VP in the face 
of external interventions, let us consider gastroesophag-
eal reflux disease, or GERD. This disease initiates if the 
pressure of a person’s lower esophageal sphincter (LES) 
drops below the level where it can act as a sufficient bar-
rier between the stomach and the esophagus. When the 
LES is deficient in this way – i.e., hypotensive – exces-
sive acidic stomach contents can reflux into the esopha-
gus, detrimentally affecting its lining.  
 Although a full description of our model of GERD 
lies beyond the scope of this paper (see [3-4] for details), 
a few aspects of modeling must be presented for orienta-
tion. GERD has widely different manifestations among 
patients: some patients, if untreated, never progress past 



painful but benign esophageal inflammation, whereas 
others progress to esophageal cancer or other post-
inflammatory stages. We capture this distinction by as-
signing each patient a basic “genetic” predisposition to 
GERD damage. For hand-authored GERD patients (who 
are created before a simulation run and are stored in the 
virtual patient library) this predisposition is assigned 
manually. But such preparation is not always possible 
because there are certain conditions under which a pa-
tient with some other disease becomes a GERD patient 
dynamically, during the run of a simulation. In this case 
the assignment of “genetic” predispositions is done using 
a probabilistically informed automatic strategy whose 
decision space  (here, the possible paths of GERD if un-
treated) is ontologically determined.  
 The speed of progression of GERD depends in large 
part upon the amount of acid exposure of the esophagus: 
an extremely hypotensive LES permits more acid expo-
sure than a mildly hypotensive LES and leads to a faster 
progression of the disease – if the patient is predisposed 
to the latter stages of the disease to begin with. If an ef-
fective medication is prescribed and taken regularly, 
daily acid exposure drops below the level needed to sus-
tain a disease state, which causes  the beginning of the 
healing process. If medication is taken irregularly, dis-
ease states and healing states fluctuate accordingly.  
 In some cases, the cause of a patient’s hypotensive 
LES is unknown; in other cases it is a side-effect of an-
other disease (e.g., scleroderma esophagus can induce 
loss of muscle tone in the LES); and in still other cases it 
can be directly caused by certain actions of a user or the 
virtual patient itself. It is this last case that is of particu-
lar interest here, since it is not known at the start of any 
simulation whether such actions will be taken by the user 
or the virtual patient, and, if they are taken, in which or-
der they will taken and when. As such, the simulation 
must adapt realistically on the fly if and when such in-
terventions occur.  
 One way in which a physician/surgeon can cause a 
hypotensive LES is by performing a Heller myotomy, 
which is a surgical procedure that cuts the LES. This 
procedure is recommended for patients suffering from 
the disease achalasia, which renders the LES hyperten-
sive and makes it progressively harder, and eventually 
impossible, to swallow. A known side effect of a suc-
cessful Heller myotomy is the initiation of GERD: how-
ever, since GERD is readily treatable whereas the inabil-
ity to swallow is deadly, the benefits of this procedure 
outweigh its complications.1 Performing a Heller 
myotomy is good clinical practice for patients with acha-
lasia; however, in our environment any patient can be 
given a Heller myotomy – even if it is a serious mistake. 
If, for example, we give a Heller myotomy to a GERD 
patient with a mildly hypotensive LES (that has a basal  
pressure of 9 mmHg), the procedure will lower his LES 
pressure to between 0 and 2 mmHg (randomly selected 
from this ontologically specified range). According to 
                                                             
1 In addition, anti-reflux procedures can be performed at the 
time of Heller myotomy. These are not incorporated into the 
current version of the simulation engine. 

the GERD model, the rate of disease progression will 
automatically increase, and the range of medications that 
will effectively treat the GERD will be more limited. In 
short, we can launch any expected or unexpected inter-
vention on any patient at any time, and the system will 
respond in a realistic way based on ontologically re-
corded knowledge about how procedures can affect pa-
tient physiology.  
 Another type of outside “intervention” is an interven-
tion by the patient itself. One aspect of the basic GERD 
model is that patients with a mildly hypotensive  LES 
(around 9 mmHg) can reverse their disease progression 
by stopping GERD-irritating habits, like drinking coffee. 
As such, a virtual patient with a borderline-hypotensive 
LES who is sensitive to caffeine but has never drunk cof-
fee before could become a GERD patient if it suddenly 
discovered the joys of coffee. Similarly, a patient who 
had GERD but modified its habits such that it went 
away, could reinitiate the disease by going back to its old 
habits. This is an example of how the functioning of the 
cognitive agent in our double agent can affect its physi-
ology. We are currently working on increasing the scope 
of decisions available to the VP – like deciding to start 
drinking large quantities of coffee. The next section dis-
cusses another important aspect of cognitive agent adap-
tivity in our approach.  

5. LEARNING NEW CONCEPTS 
A core component of MVP is the module supporting dia-
log between the VP and the user. One of the important 
aspects of creating natural-sounding dialog is to allow 
different VPs to have different ways of expressing them-
selves, as well as different degrees of knowledge about 
medicine and medical terminology. Users should be as 
adept at conducting an interview with an uninformed pa-
tient (in which case many paraphrases of medical terms 
might be needed) as with a fellow physician. Another 
important aspect of conducting an interview is educating 
the VP about its condition, its medication regime, needed 
lifestyle improvements, options for treatments, and so 
on. The result of all of this communication has to be 
learning on the part of the VP: after all, if the user 
chooses to explain to the VP that the feeling of having 
something stuck in one’s throat is called a “globus sensa-
tion”, we would expect the VP to remember that 2 min-
utes later and, perhaps, at the next visit as well. At a 
minimum, the VP will eventually need to remember the 
name of its disease, its medications, and so on.  
 In developing the natural language processing (NLP) 
support for MVP, dynamically adding to the VPs knowl-
edge repository is of primary concern, and is a good ex-
ample of an adaptive system module. That is, not only 
will the patient learn about its condition and treatment 
through verbal interactions, it will be able to put this 
knowledge to use in decision-making, one of the key 
functionalities of the cognitive agent. For reasons of 
space, in this paper we use a sample interaction to give 
an informal, content-oriented description of this adaptive 
process – a  more formal analysis would have required a 
description of the various static and dynamic knowledge 
resources underlying the system and, specifically, its 



natural language processing component (this information 
can be found in [2], among others). The adaptive strate-
gies in language processing described below are cur-
rently under development. 
 Suppose that during a patient interview the user asks 
the VP if the latter ever experiences regurgitation, and 
suppose that the VP does not understand the term regur-
gitation (that is, the entry for this word is absent from the 
VP’s semantic lexicon).  
 Background: Each agent in the system is supplied 
with its own version of the knowledge resources avail-
able to the system. This means, for example, that the tu-
tor knows much more about diseases and clinical prac-
tices than the VP. The latter’s lexicon and ontology are 
deliberately filtered to reflect an average lay person’s 
knowledge of medicine. During patient authoring, the 
author selects the level of medical knowledge of the pa-
tient, and the lexicon and ontology supplied to the pa-
tient are populated accordingly.  
 The VP will ask for clarification by issuing a dialog 
turn such as: “What is regurgitation?” The goal of this 
subdialog is to learn the new term.  
 First let us consider the eventuality when the human 
user responds by suggesting a synonym for regurgitation. 
If the synonym is in the patient’s lexicon, then  the VP 
first learns the new lexicon entry, whose semantics will 
be the same as for the known synonym, and then re-
sponds to the original question using this semantic inter-
pretation. As a result of this process, the VP’s lexical 
stock is increased, so that the next time the formerly un-
known word is used in a dialog, there will be no need for 
the clarification subdialog. Of course, the user might 
provide a synonym that is not in the patient’s lexicon, in 
which case the patient may opt to continue the clarifica-
tion subdialog.  
 Instead of a synonym, the user may provide a de-
scription of what regurgitation is. On receiving this in-
put, the patient’s goal is to match the description to a 
concept in its ontology. If such a concept is found, then a 
new lexicon entry for the unknown word (in this case, 
regurgitation) is created, and the matching concept is 
used in the entry’s semantic description. If no concept is 
a close enough match, then the VP must learn a new con-
cept.  
 Suppose the user supplies the following definition of 
regurgitation: “The return of partially digested food from 
the stomach to the mouth.”2 And suppose the VP knows 
all the words in the above explanation.3 The language 
analyzer processes this input and comes up with the text 
meaning representation shown in Table 1 (only relevant 
information is presented; ontological concepts are shown 
in small caps): 
 
                                                             
2 This definition is taken from The American Heritage Science 
Dictionary. 
3 This is actually the case with our language processing re-
sources – the complete (unfiltered) English lexicon in our sys-
tem covers over 30,000 word senses, and the ontology used to 
explain these senses consists of over 9,000 concepts, each of 
which has on average 16 properties defined for it.  

RETURN-1 (which IS-A MOTION-EVENT) 
THEME INGESTIBLE-105 
SOURCE STOMACH-1 
DESTINATION MOUTH-1 

Table 1. A text-meaning representation. 
 
The text meaning representation in Table 1 contains 
numbered instances of ontological concepts as heads of 
frames and values of properties. But when comparing 
this structure with the concepts in the patient’s ontology, 
we disregard instance numbers, in effect treating this text 
meaning representation as a candidate ontological con-
cept. If a sufficiently close match is found in the VP’s 
current ontology, then the putative new ontological con-
cept is discarded and the already existing best match is 
used to describe the semantics of the unknown word. If 
the best match is not considered close enough, then the 
candidate concept is “promoted” to a regular concept in 
the ontology. In our example, the search in VP’s “lay 
person” ontology for the best match of the above text 
meaning representation is the concept VOMIT, a subset of 
whose properties is shown in Table 2:4   
 

 VOMIT 
IS-A ANIMAL-SYMPTOM, MOTION-EVENT 
THEME INGESTIBLE 
SOURCE STOMACH 
DESTINATION MOUTH 
VELOCITY > .8 

Table 2. The concept VOMIT in a lay person’s ontology. 
 
In other words, the event most closely associated with 
food coming up that the patient knows about is vomiting. 
If the two concepts are judged sufficiently similar, the 
concept VOMIT will be used to describe the semantics of 
regurgitation. If not, the candidate concept will be in-
cluded in the ontology and given the name 
REGURGITATION. If the results of clustering are uncer-
tain, the VP may opt for a continuation of the clarifica-
tion subdialog by passing the responsibility for this deci-
sion to the user, that is, by asking, e.g., “Do you mean 
vomiting?” If the user agrees that these are sufficiently 
close, that settles the issue. But if the user considers it 
important to distinguish between vomiting and regurgi-
tating, then he will respond to the effect that regurgita-
tion is like vomiting but not as forceful. In this case, the 
learning module in the VP will add the concept 
REGURGITATION to the ontology; this new concept will 
be similar to VOMIT but have the additional property that 
its VELOCITY is lower (the property VELOCITY will be li-
censed for VOMIT on account of its being an ontological 
descendant of MOTION-EVENT, for which the property of 
VELOCITY is defined).  
 It is important to stress that the “maximum coverage” 
ontology that our system can use already has the concept 
REGURGITATION, along with its sibling VOMIT. These  
concepts are children of BACKWARDS-MOTION-OF-
INGESTED-SUBSTANCE, which itself is a child of both 
                                                             
4 The process briefly described here is a special case of learn-
ing ontologies and lexicons by reading text and analyzing it us-
ing our OntoSem environment for meaning extraction. This 
work is described in more detail in [9].  



ANIMAL-SYMPTOM and MOTION-EVENT, exploiting mul-
tiple inheritance. The experiencer of all of these events is 
a MEDICAL-PATIENT, but the events differ with respect to 
four properties, as shown in Table 3, illustrating a subset 
of the knowledge in the “maximum-coverage ontology.” 
 

 REGURGITATE VOMIT 
IS-A BACKWARDS-MOTION-OF-INGESTED-SUBSTANCE 
THEME BOLUS BOLUS 
SOURCE ESOPHAGUS   STOMACH STOMACH 
DESTINATION ESOPHAGUS  THROAT 

MOUTH 
MOUTH 

VELOCITY < .2 > .8 
INSTRUMENT - MUSCLE-LAYER 

Table 3. Excerpts from the concepts REGURGITATE and VOMIT 
in the maximum coverage ontology. 
 
The above underscores our commitment to adaptivity in 
the system. Indeed, we could have made the VP omnis-
cient, at least in the domain of the diseases that it carries. 
Instead, we chose to model a much more realistic situa-
tion without “cheating” by allowing all agents to operate 
with full access to all knowledge at all times.  
 

6. ADAPTIVE TUTORING FEEDBACK  
An automatic tutor can perform a variety of useful tasks. 
One important role of a tutor is alerting the user to errors 
and describing unfulfilled preconditions for the action 
about to be taken. In order for the virtual tutor to make 
such judgments, it must combine context-independent 
knowledge with context-specific reasoning.  
 The context-independent knowledge of our virtual tu-
tor covers, non-exhaustively:  
 
1.  high-level best clinical practices: e.g., that, in 

non-critical situations, the physician should inter-
view the patient before all else; that he should posit 
a working hypothesis or diagnosis before ordering 
tests and procedures; that each test and procedure 
should be ordered only if the patient meets certain 
objective criteria warranting it, etc.; 

2.  diseases: their signs and symptoms over time; the 
chief complaints they give rise to; other diseases 
with overlapping signs and symptoms; variations in 
disease manifestation across patients; what consti-
tutes sufficient evidence to hypothesize, clinically 
diagnose or definitively diagnose each disease; 

3.  diagnostic tests: the specific criteria that should be 
met before ordering them; what they test for and 
what kinds of results they return; potential compli-
cations and their frequency;  

4.  interventions: the specific criteria that should be 
met before ordering them; their projected outcome; 
potential side-effects and the frequency of those 
side-effects.  

 
Context-specific reasoning combines this static knowl-
edge with knowledge about the patient and the user that 
the tutor compiles during the course of the given simula-
tion run. Such dynamically created knowledge in-
cludes: (a) the current state and past history of the pa-

tient, as elicited by the user through patient interviews, 
(b) each of the past actions of the user (questions asked, 
tests ordered, interventions performed, hypotheses and 
diagnoses posited), and (c) the content of any past inter-
actions between the tutor and the user (the user asking 
questions and the tutor answering; the tutor intervening 
to stop the user from making an ill-advised move, etc.). 
Note that the tutor does not have omniscient knowledge 
of the patient's physiology since no physician can work 
from that unrealistic starting point – it knows about the 
patient exactly what the user knows about the patient. 
The difference between the tutor and the user in this re-
spect is that the tutor embodies the knowledge of best 
clinical procedures, as possessed by expert clinicians and 
encoded by knowledge engineers in the knowledge re-
sources of the system. 
 The tutor can use its combined static knowledge and 
reasoning capabilities to function in a number of tutoring 
modalities, including:  
 
1. providing step-by-step commentary about whether 

each move is clinically appropriate and why; 
2. stopping the user before he carries out clinically in-

appropriate moves; 
3. showing the user how to fulfill the unfulfilled 

preconditions for a given move. 
 
These three tutoring modalities, as well as a number of 
variations on the theme, are available in the first release 
of MVP. Under development is the tutor’s ability to sug-
gest the best next move for the user to make. Let us con-
sider one scenario which highlights the adaptive nature 
of the tutor’s reasoning capabilities:  

 
1. The patient presents with the chief complaint “oc-

casional difficulty swallowing.” 
2. The user interviews the patient, finding out that 

the only other symptom is occasional mild chest 
pain. 

3. The user hypothesizes the disease ‘achalasia.’ 
4. The user orders an esophagogastroduodenoscopy 

(EGD). Negative results for the EGD are returned 
by the lab technician and specialist agents.  

5. The user then orders a barium swallow. It reveals 
a slight narrowing at junction of the stomach and 
the esophagus (the GE junction).   

 
During the simulation, whether or not the step-by-step 
commentary function is enabled, the tutor evaluates each 
move the user makes, saving the evaluations in a log that 
can be reviewed later by the user and/or teacher.  The 
tutor would approve of step 2 as long as sufficient ques-
tions about related diseases have been asked. For exam-
ple, since the patient complains of chest pain, questions 
about other symptoms of heart disease should be asked, 
since chest pain is a primary symptom of heart disease. 
The inventory of symptoms that should be asked about is 
dynamically generated based on patient responses to 
each symptom question: the more symptoms the patient 



has, the more associated symptoms must be asked about, 
to rule out similarly presenting diseases.  
 The tutor would approve of step 3 but would suggest 
that a better hypothesis would be “motility disorder,” 
which is a superclass of achalasia, since there is no evi-
dence at this point in the proceedings suggesting which 
specific motility disorder this actually is. The tutor 
evaluates whether a hypothesis is reasonable on the basis 
of the filler of the ontological property SUFFICIENT-
EVIDENCE-TO-HYPOTHESIZE, which is defined for each 
disease and class of diseases. If the above property has 
the value DIFFICULTY-SWALLOWING listed, this is suffi-
cient grounds to hypothesize a MOTILITY-DISORDER, and 
is also sufficient grounds to hypothesize its child, 
ACHALASIA, but hypothesizing the more general disorder 
is better clinical practice in the absence of further evi-
dence – a generalization known by the tutor. 
 The tutor would approve of step 4 on the basis of the 
clinical practice of first ruling out any alarm signals 
(i.e., potential immediate causes of danger). Difficulty 
swallowing can suggest a tumor, which could be cancer-
ous, so the first action should be to rule that out. The 
need to rule out cancer in the presence of the symptom 
DIFFICULTY-SWALLOWING is recorded using the property 
TRIGGER-ALERT in the ontological description of 
DIFFICULTY-SWALLOWING, as follows: 
  
DIFFICULTY-SWALLOWING 
    TRIGGER-ALERT   TUMOR (LOCATION ESOPHAGUS) 
 
Fillers of the property TRIGGER-ALERT should be pursued 
first, even if the related condition is unlikely and does 
not represent the current working hypothesis. Ontologi-
cally recorded knowledge about EGD includes the fact 
that it can detect tumors. It also includes the fact that 
DIFFICULTY-SWALLOWING, by itself, is a sufficient con-
dition to order an EGD. As a result, the tutor determines 
that the user has acted correctly in ordering an EGD as 
the first study. 
 Whereas the EGD was ordered in step 4 in order to 
rule out a potential problem (tumor), the test ordered at 
step 5 is intended to provide evidence to confirm the cur-
rent hypothesis. Ordering tests to confirm a hypothesis 
represents clinically correct behavior, since for many 
diseases (including achalasia) a diagnosis must be made 
before any treatment can be launched.  
 In the version of the system under development, the 
user will be able to ask the tutor what to do next. It is not 
surprising that the he would ask for help after the results 
of the barium swallow were received because his hy-
pothesis was not confirmed by the test ordered: the bar-
ium swallow would have had to have shown a finding 
known as “bird’s beak” at the GE junction – rather than 
just a slight narrowing – if achalasia were to be diag-
nosed. What should I do now?, the user asks the tutor. 
 When the user asks What should I do now?, the tutor 
will review the path taken so far and search for any 
points at which other moves might have been taken. 
Formally, this means comparing the preconditions for all 
the available actions with the knowledge available at the 

time of each move. In this case, the user acted similarly 
to the way the tutor would have acted except for the fol-
lowing: (a) as described above, the tutor would have pos-
ited a motility disorder, not achalasia; and (b) the tutor 
might have sent the patient home after receiving the re-
sults of the EGD, since the patient was in no danger and 
its symptoms were very mild (whether to go ahead with 
the barium swallow or wait and see how the symptoms 
progress is a judgment call; an experienced diagnostician 
might have guessed that there would be insufficient evi-
dence to diagnose any disease at this point, based on the 
patient interview). The tutor would point out to the user 
the slight deviations from how it, the tutor, would have 
handled the case, and would tell the user that at this time 
the best thing to do is to send the patient home, with a 
recall in a few months or if the symptoms became sig-
nificantly more pronounced. 
 This option of “wait and see” is one aspect of the 
system that both makes it extremely open-ended and 
trains users to do something that they are known to find 
uncomfortable – namely, not take immediate action. 
Most training environments for medical personnel tell 
them that they must do something immediately and give 
them a choice of what to do (cf. Section 7). However, 
physicians frequently must simply wait  to see how a 
disease plays out, reassuring the patient and sending him 
home. In the scenario above, this is exactly the advice 
the tutor would give the user. The point, however, is that 
all of the tutor’s decisions are based on comparing its 
static knowledge with the dynamically changing evi-
dence available about the state of the patient and the 
knowledge of the user. 

7. RELATED WORK 
We know of no simulation or tutoring environments that 
closely resemble the one described here, so comparisons 
with related work are necessarily rather remote. We ori-
ent the review around given features that each system 
shares with MVP. 
 Realistic Simulation. One type of computer-aided 
training involves technical task trainers. 5 These focus on 
training a specific technical step, with little or no cogni-
tive simulation. Like our environment, they aim to be 
sophisticated and lifelike.  
 Cognitive Training. Among the computer methods to 
train decision making skills are systems based on deci-
sion trees that embody diagnostic and treatment algo-
rithms at the case level. These include no biomechanistic 
processes, and the user is limited to selecting one of the 
pre-scripted options at fixed points in case. 6 Although 
these are far more “canned” than the ones in MVP, they 
too seek to train cognitive capabilities.  

                                                             
5 For example, manikins to teach the care of infants and adults 
have been developed by Laerdal, Inc. (“SimBaby”, 
http://www.laerdal.com/) and Meti, Inc. (“The Human Patient 
Simulator”, http://www.meti.com/), respectively. 
6 MedCases, Inc. (http://www.medcases.com) is an e-learning 
company that develops patient interaction scenarios for con-
tinuing medical education. 



 Hybrid Models. A well-known simulation project is 
the Virtual Soldier (http://www.virtualsoldier.net/), 
which simulates the human thorax in the context of 
penetrating trauma. It combines the Foundational Model 
of Anatomy with stochastic physiological knowledge at 
the cell, tissue, body and population levels. Although 
Virtual Soldier differs from our work in several ways – 
as by focusing on the short-term treatment of trauma 
rather than the long-term treatment of patients with ever-
changing disease states – the approach integrates various 
types of knowledge, as does ours.  
 Intelligent Behavior in Changing Circumstances. 
Like the well-known expert systems (e.g., Mycin [5]), 
MVP shows intelligent behavior in ever changing cir-
cumstances. However, unlike traditional expert systems, 
our system is grounded in simulation, stresses language-
based interaction, uses the same knowledge bases for 
both simulation and interaction, and permits free-form 
interventions – all of which involve innovative uses of 
adaptive computing.  
 Large Population of Patients. Sumner and Hagen [6] 
report a system that is closer in purpose to our work than 
the traditional adaptive systems. It models a medical cer-
tification examination that involves a simulated patient 
whom the examinee can interview. Importantly, their 
system, like ours, permits a large population of simulated 
patients to be created such that users are not all tested on 
the same patient. However, there are significant differ-
ences between Sumner and Hagan’s system and ours. 
For example, while the knowledge in their system covers 
“health states” of a virtual patient and causal and tempo-
ral connections among them (with their associated prop-
erties and symptoms), this knowledge does not yet sup-
port a realistic simulation of the virtual patient’s physio-
logical processes. The probabilistic nature of much of 
the operation of this system (warranted by the need of 
creating a “secure” testing environment)  suggests the 
use of Bayesian networks as the underlying representa-
tional mechanism, which adds complexity to both 
knowledge acquisition and processing. Some of the other 
differences between this system and ours are discussed 
in [1].  
 Medical Tutoring. The CIRCSIM project [8] concen-
trates on tutoring in a medical domain and involves natu-
ral language dialog – just like MVP. However, 
CIRCSIM-Tutor currently does not incorporate simula-
tion, and it covers only one specific medical condition, 
the baroreceptor reflex – the body’s rapid response sys-
tem for dealing with changes in blood pressure. 
 Knowledge-Based Dialog. Susan McRoy [7] at the 
University of Wisconsin, Milwaukee has been develop-
ing a dialog system in the framework of a tutoring envi-
ronment for medical students. She shares our belief in 
the need for knowledge for language processing but fo-
cuses on dialogue issues without a detailed specification 
of physiological and pathological states. 
 In sum, whereas other systems and approaches have 
aspects in common with our system, the overlap is typi-
cally with respect to only one feature.   
 

8. FINAL THOUGHTS 

The first release of MVP was informally tested and posi-
tively evaluated by medical students at the University of 
Maryland School of Medicine as well as gastroenterolo-
gists who were not part of the development team. We are 
currently working on incorporating our natural language 
capabilities (which were not invoked in the first release), 
expanding the reasoning capacity of the cognitive side of 
the VP and the tutor, and extending the depth and 
breadth of disease descriptions to provide for the full 
range of clinical manifestations of each disease covered. 
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ABSTRACT 

This paper proposes a hybrid optimization method based 
on the fusion of the Simulated Annealing (SA) and 
Clonal Selection Algorithm (CSA), in which the SA is 
embedded in the CSA to enhance its search capability. 
The novel optimization algorithm is also employed to 
deal with several nonlinear benchmark functions as well 
as a practical engineering design problem. Simulation 
results demonstrate the remarkable advantages of our 
approach in achieving the diverse optimal solutions and 
improved convergence speed. 

1. INTRODUCTION 

During the past decade, biology-inspired computational 
intelligence techniques have been widely employed in 
numerous optimization areas. For example, Artificial 
Immune Systems (AIS), inspired by the immunology, 
are an emerging kind of soft computing methods. As an 
important branch of the AIS, the Clonal Selection Algo-
rithm (CSA) stems from the clonal selection mechanism 
that describes the basic natural immune response to the 
stimulation of non-self cells (antigens) [1]-[3]. Another 
popular optimization scheme is the Simulated Annealing 
(SA) method, proposed by Kirkpatrick et al. in 1983 [4], 
which is based on the principle of the atoms transition in 
equilibrium at a given temperature. There is an analogy 
between the minimization of the cost function in an op-
timization problem and the practical procedure of gradu-
ally cooling a metal until it reaches its “freezing” point, 
where the energy of the system has acquired the globally 
minimal value [5]. However, these optimization algo-
rithms have their inherent drawbacks and limitations, 
e.g., the slow convergence of the SA method. As we 
know, fusion of different intelligent computing methods 
can often provide superior performances over employing 
them individually [6]. Therefore, in this paper, we study 
a novel hybrid optimization approach based on the hy-
bridization of the CSA and SA method.  

Our paper is organized as follows. First, the principles 
of the original CSA and SA method are briefly intro-

duced in Section 2. Next, in Section 3, we discuss the 
proposed hybrid optimization algorithm in more details. 
In Section 4, the effectiveness of this new optimization 
method is demonstrated and verified using several 
benchmark functions and a real-world pressure vessel 
design problem. Performance comparisons among the 
CSA, SA, and our hybrid optimization method are also 
made. Finally, we conclude the paper with some conclu-
sions and remarks in Section 5. 

2. CLONAL SELECTION ALGORITHM AND 
SIMULATED ANNEALING METHOD 

A. Clonal Selection Algorithm (CSA) 

Inspired by the Clonal Selection Principle (CSP), the 
CSA has been successfully applied to deal with some 
challenging optimization problems, due to its improved 
capability compared with the classical optimization 
techniques [2]. The CSP explains how an immune re-
sponse is mounted, when a non-self antigenic pattern is 
recognized by the B cells. In the natural immune sys-
tems, only the antibodies that can recognize the intruding 
antigens are selected to proliferate by cloning [7]. Hence, 
the fundamental idea of the CSA is that those cells (anti-
bodies) capable of recognizing the non-self cells (anti-
gens) will proliferate. The flow chart of an essential CSA 
is shown in Fig. 1, and it involves the following nine 
iteration steps [8]. 

1. Initialize the antibody pool initP  including the 
subset of memory cells (M). 

2. Evaluate the fitness of all the antibodies (affin-
ity with the antigen) in population P. 

3. Select the best candidates (Pr) from population 
P, according to their fitness. 

4. Clone Pr into a temporary antibody pool (C).  

5. Generate a mutated antibody pool (C1). The 
mutation rate of each antibody is inversely pro-
portional to its fitness. 



6. Evaluate all the antibodies in C1. 

7. Eliminate those antibodies similar to the ones in 
C, and update C1. 

8. Re-select the antibodies with better fitness from 
C1 to construct memory set M. Other improved 
individuals of C1 can replace certain members 
with poor fitness in P to maintain the antibody 
diversity. 

9. Return back to Step 2, if a pre-set termination 
criterion is not met.  

 

Fig. 1. Flow chart of basic CSA. 

Note that a unique mutation operator is used in Step 5, 
in which the mutated values of the antibodies are in-
versely proportional to their fitness by means of choos-
ing different mutation variations. That is to say, the bet-
ter fitness the antibody has, the less it may change. The 
similarity among the antibodies can also affect the over-
all convergence speed of the CSA. The idea of antibody 
suppression inspired by the immune network theory [1] 
is introduced to eliminate the newly generated antibod-
ies, which are too similar to those already existing in the 
candidate pool (Step 7). With such a diverse antibody 
pool, the CSA can effectively avoid being trapped into 
the local minima, and provide the optimal solutions to 
the multi-model problems [3]. In summary, the antibody 
cloning and fitness-related mutation are the two remark-
able characteristics of the CSA.  

B. Simulated Annealing (SA) Method 

The SA is a powerful optimization method, which is 
based on the analogy between the statistical mechanics 

and optimization. The SA process consists of first “melt-
ing” the system being optimized at a high temperature, 
and then lowering the temperature by very slow stages 
until the system “freezes” and no further change occurs. 
At each temperature instant, the annealing must proceed 
long enough for the system to reach a steady state [4]. 
The SA method actually mimics the behavior of this 
dynamical system to achieve the thermal equilibrium at a 
given temperature. It has the distinguishing ability of 
escaping from the local minima by accepting or rejecting 
new solution candidates according to a probability func-
tion. In addition, the SA method only requires little 
computation resource. The flow chart of a basic SA 
method is illustrated in Fig. 2, and it can be described by 
the following steps: 

1. Specify initial temperature 0T , and initialize the 
candidate. 

2. Evaluate fitness E  of the candidate. 

3. Move the candidate randomly to a neighboring so-
lution. 

4. Evaluate the fitness of new solutions 'E . 

5. Accept the new solution, if 

i. EE ≤'  

or 

ii. EE >'  with acceptance probability P . 

6. Decrease temperature T . The SA search is termi-
nated, if the temperature is close to zero.   

EE ≤' EE >'

 
Fig. 2.  Flow chart of basic SA method. 

As we can see that the SA algorithm simulates the 
procedure of gradually cooling a metal until the energy 
of the system achieves the global minimum. Each con-
figuration of the physical system and energy of the at-
oms correspond to the current solution to the optimiza-
tion problem and fitness of the objective function, re-
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spectively, and the temperature is used to control the 
whole optimization procedure. At every generation, ac-
cording to the Metropolis criterion [9], the candidate is 
updated through the random perturbation, and the im-
provement of its fitness is calculated. If EE ≤' , the 
moving change results in a lower or equivalent energy of 
the system, and the new solution is accepted. Otherwise, 
the displacement is only accepted with a probability P : 

T
EE

eP
)'( −−

= .                                 (1) 
The temperature is updated by: 

),()1( kTkT λ=+  10 << λ ,                 (2) 
where k  is the number of generations. As a matter of 
fact, the cooling schedule can be adjusted by modifying 
parameter λ . We set λ  to be between 0.4 and 0.8 in our 
simulations. 

The SA method is terminated when the final tempera-
ture is sufficiently low, which makes it reach the global 
optimal solution with a high probability. The probability-
dependent acceptance policy for the new solutions helps 
the SA algorithm in the solution exploitation. However, 
slow convergence is the main disadvantage that can hin-
der its applications in engineering. The temperature 
plays an important role in the cooling procedure control. 
The initial temperature should be high enough to explore 
the whole solution space [5]. 

3. HYBRID OPTIMIZATION ALGORITHM 

In this section, we develop a hybrid optimization algo-
rithm based on the principles of both the aforementioned 
CSA and SA. The SA method occasionally chooses 
those ‘uphill points’ from the current place. That is, not 
only the improved solutions but also the relatively weak 
ones are accepted with a specified probability according 
to different temperatures. Thus, the SA method has cer-
tain advantages, e.g., robustness and flexibility, over 
other local search methods, and is suitable for handling 
nonlinear problems. Unfortunately, it always takes a 
considerably long time to acquire the global optimum, 
because the temperature indeed needs to be decreased 
slowly enough during the iterations. In our approach, the 
fitness-related mechanisms of mutation and cloning as 
well as the affinity-based self-suppression of the CSA 
are utilized and combined with the SA method so as to 
improve the global search and convergence speeds. The 
diagram of this hybrid optimization scheme is shown in 
Fig. 3, and the corresponding iteration steps are ex-
plained as follows. 

1. Initialize the candidate pool. 

2. Evaluate the fitness of all the antibodies (affini-
ties with the antigen) in the population. 

3. Select the best candidates from the population 
according to their fitness. 

4. Clone those selected antibodies.  

5. Move the candidates randomly to the neighbor-
ing states. The moving step of each candidate is 

inversely proportional to its fitness, which can 
be considered as the mutation operation in the 
CSA. 

6. Evaluate the new candidates. 

7. Accept the new solutions, if their fitness is im-
proved )0( >Δf . Otherwise, accept them only 
with probability P . 

8. Update the temperature based on (2). 

9. Evaluate the antibodies, and measure the affini-
ties among these antibodies. 

10. Re-select the antibodies with better fitness, and 
return back to Step 4. 

Initialize

Select

Evaluate

Clone

Evaluate

Evaluate

Move

Accept Accept with P

0>Δf

Update T (8)

Reselect
0<Δf

(1)

(2)

(3)

(4)

(5)

(6)

(7)

(9)

(10)

 
Fig. 3.  Flow chart of hybrid optimization algorithm. 

As can be observed from Fig. 3, the proposed hybrid 
optimization algorithm has the distinguishing features of 
both the CSA and SA method, i.e., fitness-related muta-
tion size, selfness suppression, and probability-based 
acceptance of worse solutions. In this hierarchical search 
system, the SA method is embedded in the CSA to en-
hance its local search ability. In Step 5, the random per-
turbation of the current solutions is regarded as the muta-
tion, which is proportional to their fitness. That is to say, 
the better fitness the individual has, the less it changes 
by mutation. Furthermore, the acceptance of the low-
affinity antibodies with a specified probability can effi-
ciently protect those potential candidates that may lead 
to the global optimal from weeding. Therefore, the SA-
aided approach provides a sufficient global search, 
which is well suited for challenging optimization prob-
lems. According to the evaluation criterion of the CSA, 
not only the antibody-antigen affinities, but also the af-
finities among the antibodies are employed here in order 
to suppress the candidates with over-similarity. The pro-
cedure from Steps 5 to 8 represents the local search. To 



accelerate the convergence as well as improve the search 
efficiency, the local search is only executed for a pre-
defined number of iterations under low temperatures to 
maintain a high update probability. Compared with the 
original CSA and SA method, our hybrid optimization 
method has an enhanced performance of global search 
and convergence, which will be demonstrated using nu-
merical simulations in Section 4. 

4. SIMULATIONS 

In this section, a few nonlinear functions and a practical 
engineering problem are employed to verify our pro-
posed hybrid optimization method. In all the simulations, 
we use a total of 20 candidates for evolution, and the 
Euclidean distance is deployed as the affinity measure. 

A. Nonlinear functions 

Firstly, we examine the above three optimization meth-
ods with the following six nonlinear functions, which 
have been widely used as the optimization benchmarks 
[10]. 
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Note that all the functions are uni-model functions with 
n dimensions except for Function 1, which is a two-
dimension multi-model function with 12 global optima. 
The details of these unconstrained functions are given in 
Table 1. 

Table 1. Details of benchmark functions. 

Functions Search Range Global Optima 
Function 1  [-5, 5] 0),(f1 =yx  

Sphere [-100, 100]n 0)(f2 =x  
Hyperellipsoid [-50, 50]n 0)(f3 =x  

Griewank [-600, 600]n 0)(f4 =x  

Zakharov [-10, 10]n 0)(f5 =x  
Schwefel [-10, 10]n 0)(f6 =x  

The simulations are made under the MATLAB 7.0 en-
vironment on an AMD Athlon 64 4000+ computer with 
1 G system memory. As a representative example, the 
minimization of the 50-dimension Zakharov function is 
deployed here for comparing the CSA, SA, and proposed 
hybrid optimization method. Figure 4 illustrates their 
average convergence procedures over 100 runs that are 
represented by the dash-dotted, dash, and solid lines, 
respectively. Obviously, the convergence speed of the 
SA method is the lowest among the three approaches. 
Moreover, the proposed algorithm performs moderately 
better than the CSA, which demonstrates that the SA 
method embedded can provide a more sufficient local 
search. Therefore, we conclude that our hybrid optimiza-
tion scheme converges faster than both the other two 
methods in this high-dimension function optimization 
case. However, the computational complexity of this 
hybrid method is higher than that of the CSA and SA. 
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Fig. 4. Convergence procedures of CSA, SA, and hybrid 

algorithm in 50-dimension Zakharov function 
optimization. 

Dash-dotted line: CSA, dash line: SA method, solid line: 
hybrid algorithm. 

We also run these three optimization methods for 100 
times and 1,000 iterations using the above n-dimension 
benchmark functions with 10=n , 20=n , and 30=n . 
The average optima and standard errors obtained by the 
CSA, SA, and hybrid optimization method are given in 
Table 2. It is clearly visible that the hybrid method is 
capable of significantly outperforming the other two 
approaches in the high-dimension functions. Table 3 
shows the performance comparison with regard to the 
optimization of Function 1. The optimization results of 
the CSA, SA method, and hybrid algorithm are illus-
trated in Figs. 5 (a), (b), and (c), respectively. We ob-
serve that both the CSA and hybrid algorithm success-
fully locate all the 12 optima (Figs. 5 (a) and (c)), while 
the SA method fails (Fig. 5 (b)). To summarize, for the 
multi-model problems, this hybrid method can take ad-
vantage of the solution diversity from the CSA to find 
the global optima.  



 
(a) 

 
(b) 

 
(c) 

Fig. 5. Optimization results of Function 1 with CSA, SA 
method, and hybrid algorithm.  
(a) Optima obtained by CSA. 

(b) Optimum obtained by SA method. 
 (c) Optima obtained by hybrid algorithm. 

B. Pressure vessel design 

The pressure vessel design is to minimize the total cost 
of the material, forming, and welding of a cylindrical 
vessel [11]. There are four design variables involved: 1x  
( sT , shell thickness), 2x  ( hT , spherical head thickness), 

3x  ( R , radius of cylindrical shell), and 4x  ( L , shell 

length). The shell and spherical head thickness are the 
integer multipliers of 0.0625  in accordance with the 
available thickness of the rolled steel plates, and the ra-
dius of cylindrical and shell length have continuous val-
ues of 8040 ≤≤ R  and 6020 ≤≤ L , respectively. The 
mathematical formulation of this typical constrained 
optimization problem is as follows: 
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During the optimization process, the perturbed candi-
dates resulting from mutation may potentially violate the 
constraints. The bounds of these candidates are checked 
after mutation. If they exceed the bounds, a new ran-
domly chosen mutation parameter is used. This approach 
is called ‘random re-initialization’. The comparisons of 
the variable values, constraints, and objective functions 
with three earlier solutions from Sandgren [12], Wu & 
Chow [13], and Lee & Geem [11] are given in Table 4. 
Sandgren uses the branch and bound method, and 
achieve the result of 7980.894. However, the variable 
values do not satisfy the third constraint. Wu and Lee 
apply two different Genetic Algorithms (GA)-based ap-
proaches, and obtain the costs of 7207.494 and 
7198.433, respectively. Apparently, the performances of 
the proposed hybrid optimization algorithm are better 
than those of the existing schemes.  

5. CONCLUSIONS 

In this paper, a hybrid optimization method based on the 
fusion of the CSA and SA is proposed, and further ex-
amined with a few nonlinear optimization problems. The 
flexible global search ability of the SA and solution di-
versity feature of the CSA are fully utilized and com-
bined in the new algorithm. Simulation results have 
demonstrated that our hybrid method achieves an en-
hanced optimization performance over the original CSA 
and SA algorithm. It can also acquire satisfactory results 
in providing diverse and flexible solutions to the multi-
model problems. We are going to investigate its applica-
tions in a larger variety of engineering areas.  
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Table 2. Performance comparisons of three optimization methods in benchmark functions with different dimensions 
(optima ± standard error). 

Dimensions 10 20 30 
Sphere Function 

CSA 6.1×10-10 

(1.7×10-11) 
2.0×10-7 

(2.7×10-8) 
2.7×10-4 

(1.8×10-5) 

SA Method 0.1 

(0.02) 
11.1 

(1.8) 
13.4 

(3.7) 

Hybrid Algorithm 7.2×10-47 

(3.1×10-47) 
2.3×10-32 

(9.7×10-31) 
2.1×10-21 

(2.3×10-20) 
Hyperellipsoid Function 

CSA 3.4×10-17 

(5.3×10-18) 
1.0×10-14 

(0.7×10-14) 
3.7×10-11 

(1.8×10-11) 

SA Method 0.1 

(0.02) 
2.5 

(2.3) 
15.8 

(5.9) 

Hybrid Algorithm 4.8×10-24 

(5.7×10-25) 
5.7×10-18 

(9.6×10-20) 
4.0×10-12 

(5.5×10-13) 
Griewank Function 

CSA 8.9×10-11 

(6.7×10-11) 
1.0×10-7 

(6.7×10-8) 
4.9×10-6 

(1.4×10-5) 

SA Method 3.2×10-2 

(3.4×10-3) 
0.6 

(0.1) 
1.4 

(0.1) 

Hybrid Algorithm 2.2×10-15 

(3.5×10-16) 
1.7×10-10 

(9.9×10-11) 
6.2×10-8 

(3.9×10-8) 
Zakharov Function 

CSA 3.0×10-10 

(6.7×10-9) 
2.8×10-8 

(1.7×10-8) 
2.7×10-6 

(8.6×10-6) 

SA Method 4.8×10-1 

(2.4×10-1) 
1.5 

(0.3) 
23.5 

(10.4) 

Hybrid Algorithm 4.8×10-12 

(3.7×10-13) 
5.7×10-10 

(9.6×10-10) 
3.1×10-7 

(1.0×10-7) 



Schwefel Function 

CSA 2.5×10-40 

(5.7×10-41) 
2.5×10-37 

(6.7×10-38) 
2.7×10-20 

(1.8×10-20) 

SA Method 8.1×10-1 

(7.3×10-1) 
11.1 

(3.6) 
13.7 

(8.0) 

Hybrid Algorithm 5.6×10-44 

(7.9×10-43) 
2.3×10-40 

(2.7×10-39) 
2.1×10-21 

(2.3×10-20) 
 

Table 3. Performance comparisons of three optimization methods in Function 1 (optima ± standard error). 

Function 1 
CSA 0 (12 optima) 

SA Method 7.0×10-24  (1.9×10-24) 

Hybrid Algorithm 0 (12 optima) 
 

Table 4. Optimization comparisons of pressure vessel design. 

Items Sandgren  Wu and Chow  Lee and Geem  Our method 

sT  1.125 1.125 1.125 1.125 

hT  0.625 0.625 0.625 0.625 

R  48.97 58.1978 58.2789 58.2891 

L  106.72 44.2930 43.7549 43.6993 
)(g1 x  -0.1799 -0.00178 -0.00022 -0.00020 

)(g2 x  -0.1578 -0.06979 -0.06902 -0.0689 
)(g3 x  97.760 -974.3 -3.71629 -8.9621 
)(g4 x  -133.28 -195.707 -196.245 -196.3007 

)f(x  7980.894 7207.494 7198.433 7197.831 
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ABSTRACT

We present a probabilistic method for change detection in
text documents based on the biologically motivated princi-
ple of negative selection. Compared to standard checksum-
based analysis, our statistical approach is able to locate
and approximate the magnitude of changes. Further, the
detection process can be distributed to any number of in-
dependent nodes resulting in a fault tolerant system. The
negative representation of information also makes it pos-
sible to protect the privacy of the analyzed data due to the
difficulty of reversing the information of the non-self de-
tectors. An experiment with a collection of Wikipedia ar-
ticles is used to analyze the length of the required negative
description compared to the length of the document.

1. INTRODUCTION

Cryptographic hash functions are commonly applied in
tasks where the integrity of a message needs to be verified.
By comparing fixed-length checksums of two files one can
detect any modification in the original message as even
the smallest modification in the original file will result in
a different checksum. Checksum-based analysis becomes
less useful in situations where approximate information
on the magnitude and the location of the change inside the
file is needed as it can only discriminate whether or not a
change has occurred. Locating the change would require
computing the hash for every non-overlapping atomic part
of the document.

This approach is used in the rsync algorithm [1] which
is used to synchronize two versions of a file over a high-
latency low-bandwidth link. To reduce the amount of com-
putations, rsync uses a combination of an unreliable but
cheap hash algorithm and a reliable but computationally
expensive hash function to minimize the amount of re-
quired computation. In computer virus detection, Di Cres-
cenzo and Vakil [2] have used an optimized hashing method
to locate viruses inside files.

A typical new setting where large amounts of text doc-
uments need to be monitored for changes is web site qual-
ity auditing. For example, the web has become a pop-
ular source for medical advice surpassing the popularity
of medical self help books. While the dissemination of
medical information in the web has had positive effects,
there is a problem related to the difficulty of assessing the
quality of medical information online [3, 4]. There is an

increasing need for trusted authorities who can audit the
contents of a web site and issue the site a quality label pro-
vided that a set of quality criteria are met. But once a web
site has been audited, it has to be monitored for changes
in case the contents of the site changes significantly. In
this case, the quality labeling authority cannot rely on the
site administration to provide information on the changes
and a manual analysis of the changes would require too
much human effort. An automated tool for the tracking of
changes on the monitored web sites is thus needed to ana-
lyze the contents of the site and alert a human expert in the
case of significant changes. Checksum-based monitoring
tools, though applicable, are not practical since the large
amount of small irrelevant changes would result in a flood
of false-positives.

Integrity analysis of web content is relevant also in
web traffic analysis. Reis et al. [5] have recently built a
system for in-flight change detection for analyzing possi-
ble modifications in the process of transferring documents
from the hosting server onto the client.

In the following, we present a probabilistic approach
for detecting changes in text documents using a modified
version of the negative selection algorithm (NSA) [6]. In
Section 2 we review the basic NSA algorithm and discuss
its applicability to language data. In Section 3 we present
Text-NSA which employs a matching rule based on the
first-order character statistics of the analyzed strings. In
Section 4 we perform an experiment in analyzing changes
in a collection of Wikipedia articles and some conclusions
are made in in Section 5.

2. NEGATIVE REPRESENTATIONS OF
INFORMATION

The negative selection algorithm, as originally proposed
by Forrest et al. [6], is a computational model of the pro-
cedure which biological immune systems of vertebrates
use to detect unknown molecules in the body in a robust
and distributed manner. The NSA solves a binary classifi-
cation problemf : R

n → {0, 1} of dividing data patterns
to eitherself (S) or non-self(N ) in a shape spaceU us-
ing a population of non-self detectors and a matching rule
such that

U = S ∪ N and S ∩ N = ∅. (1)



In contrast to typical classification problems, the NSA as-
sumes that training samples are available only from the
self class.

In the initial phase of the NSA a population of de-
tectors is produced as candidates for detecting non-self
items. Various domain-specific algorithms can be used
to avoid random selection in producing the initial detector
candidates [7, 8]. Next, each of the available samples of
self data is matched against the detector candidates and all
matching detectors are censored out of the detector reper-
toire (Fig. 1). After the censoring phase, the remaining
detectors are matched against new incoming data and any
matching items are classified as non-self.

yes

no
match

self

discard

detector
candidate

detector
collection

Figure 1. Negative selection in producing a non-self
matching detector collection.

This process is considered similar to the way the adap-
tive biological immune system produces non-self match-
ing lymphocyte cells by removing the ones which respond
to the stimulus of the host organism during the maturation
phase in the thymus [9]. The principle of negative selec-
tion has been adapted to various applications of change
detection ranging from computer network security [10] to
monitoring of industrial processes [11].

In the following, we present a modified version of
the NSA employing first-order statistics (character his-
tograms) of text segments and corresponding version of
the NSA matching rule and a non-self detector scheme.

3. TEXT-NSA

Although the generic NSA can be applied directly to any
data in binary format, the special properties of language
data are akin to cause problems due to the size of the sym-
bol alphabet. Stibor et al. [12] have found that the com-
monly usedr-chunk matching rule is appropriate only in
a limited set of problems where the examined data strings
are reasonably short (e.g. under 32 characters). This lim-
itation is problematic since we are interested in analyzing
variable-length text segments consisting of thousands of
characters. Also, most of the existing NSA matching rules
assume either a binary string representation or a symbol
alphabet significantly smaller than in any writing system
of natural languages.

A review by Ji and Dasgupta [13] presents three domain-
specific customizations which are needed for applying the
basic NSA into new areas: (i) a suitable data representa-
tion scheme (ii) a similarity measure for data items and
(iii) an efficient method for generating detector strings.
Previously [14], the NSA has been applied to language

data using a bag-of-words matching rule. In the follow-
ing, these three are considered for written language on a
lower, first-order statistical level.

3.1. Negative representations of language

While the sparsity and large variance in texts are usually
a problem for language modeling, these same properties
can be useful in terms of applying negative selection to
language. Namely, if we select an approximate matching
rule for strings, it will be easy to find strings which do not
match a specific document (self) while still having a high
probability of matching other text segments (non-self).

The aim of the subsequent process is to produce a col-
lection of detectors which is a) as compact in size as pos-
sible, b) as likely as possible to match the document af-
ter any change c) does not match documentD for which
the detectors are generated. Using the first-order language
model–the mere frequency of individual characters–we could
thus consider the string ’e’ as the first candidate as it is
the most common single-character string in English.1 In-
stead of matching two strings directly, we can remove
the significance of the character order and focus merely
on the frequency of each character in a segment of text.
Effectively this means transforming strings into bag-of-
characters (i.e. character multisets). Negative information
on the documentD can be expressed as a sequence ofw

adjacent characters in the document which doesnot con-
tain a certain proportion of characterc.

When considering the sparsity of observed character
sequences we can compare the theoretical upper limits of
unique character sequences and sets and compare it to a
large corpus. In Figure 2 the theoretical upper limits for
unique strings and characters ofw characters along with
the number of observed unique items in the Reuters corpus
[15].

3.2. Character frequency based matching rule

To avoid evaluating the universe ofwm permutations of
w-length strings from a symbol alphabet ofm characters,
we can simplify the matching rule by considering strings
as character multisets. We can now apply the observa-
tion about the high variance of the character frequency
distributions of short text segments and use this property
to find character frequency properties that are absent in
some specific document. Instead of computing the mutual
distance between two strings, we compute the character
frequency histograms of all of thew-length substrings of
the document and match it with detectors that are defined
as specific frequencies of a given character using some
fixed window length.

Using the Text-NSA matching scheme the NSA con-
cepts of a detector and the matching rule have the follow-
ing interpretation:

1As a side note the 1939 novel “Gadsby” by E. V. Wrigth, however,
is an anecdotal example of a complete book which does not contain a
single ’e’.
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Figure 2. Theoretical upper limits (top) for the number
of uniquew-length character permutations and character
multisets and the observed quantities in the Reuters corpus
(bottom).

Detector: A Text-NSA detector is defined as a char-
acterc, a window length parameterw and a specific fre-
quencyk denoting the amount of occurrences ofc.

Matching rule: A match between a detector and a
passage of text (consisting ofl charactersc1...cl) is posi-
tive if there exists a positioni in the text where the charac-
terc appears exactlyk times in the sequence of characters
{ci, ci+1, ..., ci+w−1}.

Essentially, the detector collection is thus a negative
first-order description of the character statistics of a docu-
ment.

3.3. Detection probabilities

The Bernoulli trial can be used to analyze the probabili-
ties of detecting a random change in a text segment. For
simplicity, we use the first-order language model i.e. the
assumption of text being a sequence of randomly and in-
dependently generated characters according to a character
probability distributionp(c1, c2, ..., cm).

The probability of observingk occurrences of charac-
ter c in a sequence ofw characters is given by the Bino-

mial distribution

Bin(k|w, p) =

(

w

k

)

pk(1 − p)w−k (2)

wherep is the probability of the first-order model for char-
acterc. We can use this information in constructing a first-
order model for character frequencies which are not ob-
served in a text document by considering the probability
that a sequence ofw characters does not containk occur-
rences ofc

p(k|w, p) = 1 −

(

w

k

)

pk(1 − p)w−k (3)

This is a useful result for organizing the collection of
detectors according to the likeliness of matching any seg-
ment of text. In the change detection phase this informa-
tion can be used to speed up the algorithm such that the
most probable detectors can be matched first.

For example, consider a passage of text for which all
the 9-character long substrings contain either two or three
’e’s. Assumingp = 0.12 the probability of a random se-
quence of 9 characters with such feature is

p(k = {2, 3}|w = 9, p = 0.12)

=
∑

i={2,3}

(

9

i

)

0.12i(1 − 0.12)9−i = 0.279.
(4)

We can use this information to detect changes by gen-
erating detectors forw = 9, k = {0, 1, 4, 5, 6, 7, 8, 9}. If
the original string would be replaced with 9 random char-
acters, the probability of detection would be

p(k = {0, [4, 9]}|w = 9, p = 0.12)

=
∑

i={[0,1],[4,9]}

(

9

i

)

0.12i(1 − 0.12)9−i = 0.721

(5)

When combining this with the detector information
for the remaining 25 characters, the probability of detect-
ing a random change increases even further.

In terms of optimizing the detection probability, the
choice of the window length parameterw has a strong ef-
fect. The total amount of unique character multisets of
cardinalityw is given by the multiset coefficient

(

m + w − 1

w

)

(6)

wherem is the size of the symbol alphabet. For window
lengths[1, w] the size of the initial detector populationR0

then becomes

NR0
=

w
∑

i=1

(

m + i − 1

i

)

(7)

From a string ofl characters we can extractl − w +
1 substrings of lengthw and compute the character fre-
quency histogram for each of them. The frequency his-
togram data becomes increasingly sparse when the win-
dow lengthw is increased resulting in a situation where



a small change in the string is likely to change the fre-
quency histogram, but also the number of detectors to be
generated becomes large. Thus, there is a tradeoff be-
tween highly sensitive detection and a compact detector
collection. In the following experiment we study this de-
pendence as a balance between the accuracy of the result
and the selectedw.

4. EXPERIMENTS ON A WIKIPEDIA ARTICLE
COLLECTION

4.1. Experiment setting

A collection of 200 randomly selected Wikipedia [16] ar-
ticles was used as a test set for an experiment in analyzing
changes in text documents. Two versions of the articles
were downloaded–one version from June 2007 and a new
version from March 2008 after being freely editable for
nine months.

Preprocessing was applied to the articles in order to
remove redundant information in terms of the article con-
tents. To focus the analysis solely on content a conversion
to lowercase letters was performed and all whitespace and
punctuation characters were removed. Thus after the pre-
processing stage the articles were truncated into strings
of characters[a-z] with their length varying from 1001 to
56 550 characters.

As a baseline result for the detection task the Leven-
shtein distance (edit distance) between the original and the
updated version of the article was computed. The Leven-
shtein distance of two strings is the smallest amount of
atomic modifications (adding/removing/replacing a single
character) to transform one string into the other one. Of
the 200 articles 122 (61 %) contained modifications rang-
ing from 2 to 4840 in Levenshtein distance.2 The remain-
ing 78 articles had not been updated. The median of the
edit distances was 53 and the mean was 299.3 atomic ed-
its. A summary of the properties of the used corpora in-
cluding the article sizes is presented in Table 1.

To detect the changes in the article collection, a pop-
ulation of detector strings was generated for each string
describing a window lengthw, a characterc for which
the detector was used and a target frequency which was
not observed in the original document. In this experiment
we generated an exhaustive collection of all detectors of
length 1–250 for all 26 letters of the Latin alphabet. All
of these were matched against the original article version
and the matching ones were removed.

In the change detection phase each of the detectors
were matched against the updated article versions. The
interest was especially in finding out the minimum win-
dow length for gaining a complete accuracy.

4.2. Results

Two examples of successful results can be found in Fig-
ure 3 where the non-self matching detectors (gray dots)
and the detectors matching the changed versions (black

2For the longest three articles the distance could not be computed
using the standard algorithm due to memory limitations.

Table 1. Statistics of the Wikipedia article corpus (N =
200) used in the experiment (character count).

mean median min max
Original article 3 952 2 607 1 001 56 550
Updated article 3 965 2 582 1 001 54 352
Difference 12.67 0 -2 836 2 451
L-distance 299.3 53 0 4 840

squares) are shown for a narrow (w = 4) and a wide
(w = 163) window length. As seen in the figure, a change
in the article “Panettone” was detected by the frequency of
characters ’c’, ’o’ and ’r’ which matched the detector for
k = 3. In the lower figure, a detector for a low proportion
of character ’s’ is activated for the article “Phylocode”.

a b c d e f g h i j k l m n o p q r s t u v w x y z
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1

"Panettone", w=4

a b c d e f g h i j k l m n o p q r s t u v w x y z
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0.4

"Phylocode", w=163

Figure 3. Detection of changes using a small and large
window lengths. In the upper figure, a change is detected
for three characters in the article “Phylocode” using a win-
dow of four characters. In the lower figure, a lower fre-
quency limit for ’s’ is detected in the article “Panettone”.

In Figures 4 and 5 the detection rate (i.e. accuracy
of the classification) is shown as a function of the used
window length. The detection rate is calculated as

detection rate=
non-self correctly classified

total non-self

=
TP

TP+ FN

(8)

where TP (true positives) is the detected number of doc-
uments which contain modifications and FN (false neg-
atives) is the number of documents that contain changes
that have not been detected. While the absence of false
positives is guaranteed due to the matching algorithm, the
detection rate (sensitivity) is an appropriate measure for
the quality of the result.

As seen in Figure 4 the first-order statistics of a mere
20 subsequent characters was enough to detect half of the
changes and a quarter of the changes was detected with
only w = 4. In Figure 5 the same result is shown with a
normalized window lengtĥw which is scaled to the length
of the original document to analyze the relationship of the
requiredw in comparison to the length of the document.
In Figure 6 the dependency between the window length
and the edit distance is shown on a logarithmic scale. In
this figure, each modified article is shown as a dot such



that a dot in the left bottom corner indicates a small mod-
ification which was detected with a small value ofw and
points in the upper right segment represent inefficient de-
tection results where a large window length was needed.

The main result of the Wikipedia experiment is the
fact that a detector window length of 210 characters was
enough to detect all changes in the article corpus while the
median of the required window length was only 20 char-
acters (0.47% of the document length). A summary of the
required window lengths is presented in Table 2.

Table 2. Results of detecting the edited articles with vary-
ing window lengthsw.

Detected Detection Detected Detection
w documents rate ŵ documents rate

1 2 0.01 0.02 % 6 0.05
2 18 0.15 0.03 % 10 0.08
3 22 0.18 0.04 % 11 0.09
4 30 0.25 0.05 % 11 0.09
5 32 0.26 0.06 % 13 0.11
6 41 0.34 0.07 % 14 0.11
7 49 0.40 0.08 % 17 0.14
8 51 0.42 0.09 % 20 0.16
9 51 0.42 0.1 % 24 0.20

10 52 0.42 0.2 % 40 0.32
20 62 0.51 0.4 % 55 0.45
40 92 0.75 0.8 % 74 0.61
60 105 0.86 1.2 % 85 0.70
90 110 0.90 1.6 % 91 0.75

120 112 0.91 2 % 98 0.80
150 114 0.93 6 % 119 0.98
180 120 0.98 10 % 121 0.99
210 122 1.00 16 % 122 1.00

In Figure 4 the detection rate is shown as a function of
the used maximum detector length. In Figure 5 the win-
dow lengths have been normalized for the length of the
original document.
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Figure 4. Detection rate as a function of the window
length. An accuracy of 50 % is obtained withw = 20.
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Figure 5. Detection rate with normalized window lengths.
A detector window length of 2 % of the original document
length is enough to detect 90 % of the changes.
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Figure 6. The relation between the required normalized
window length (horizonal axis) and the Levenshtein dis-
tance of the edits (vertical axis). Each point represents a
single article.



5. DISCUSSION AND FUTURE WORK

We have presented a probabilistic method for analyzing
changes between two text documents as an alternative to
traditional tools based on cryptographic hash functions.
Our approach is motivated by biological immune systems
and the consequent beneficial properties of distributability
and fault tolerance motivate its use in new application ar-
eas. Text mining and the analysis of large text corpora on
web sites are an example of such.

The characteristic features of the presented change de-
tection algorithm are the ability to detect changes without
explicit knowledge about the original document which is
a valuable property in terms of protecting the privacy of
the original data [17]. Also, the nature of the detection
process allows the process to be run in parallel using dis-
tributed computation nodes. In addition to distributing the
detector collection into several nodes, the analyzed docu-
ment can itself be divided into parts since any part of the
document can be analyzed independently.

As a contrast to traditional integrity analysis methods
which are based on computing cryptographic hash func-
tions, we presented the ability to detect the location of
the change as a novel feature. The location of the de-
tected change can be tracked to all subparts of the doc-
ument where any non-self detector has a match. Also, the
number of matching detectors gives a rough estimate on
the magnitude of the changes.

The theoretical discussion on the detection probabil-
ity and the experiments of Section 4 were presented in
the limited scope of a 26-character Latin alphabet (from a
to z). The theoretical analysis of Section 3.3 gives us rea-
son to expect improved detection results when using larger
symbol vocabularies (including case-sensitivity and punc-
tuation in the analysis). For writing systems with signif-
icantly larger grapheme vocabularies (extended Latin al-
phabet or eastern writing systems) we expect even better
results as a consequence of the sparsity of the data.
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Invited talk

Causal discovery using non-Gaussian Bayesian networks

Aapo Hyvärinen

Abstract: Finding causal relations between observed data variables is an
important task in analysis of scientific data as well as in cognitive processing.
In recent years, new methods have been proposed for the discovery of causal
structure from passively observed data, often based on the formalism of Bayesian
networks. Such methods make various assumptions on the data generating
process to enable its identification. Continuing this line of research, we have
shown how to discover the complete causal structure of continuous-valued data,
under the assumptions that (a) the relations between the variables are linear, (b)
there are no unobserved relevant variables, and (c) variables modelling external
influences to the system have non-Gaussian distributions. The solution relies on
the use of the statistical method known as independent component analysis, and
does not require any pre-specified time-ordering of the variables. In contrast
to previous linear networks, we can learn (estimate) the strengths of all the
influences because of the powerful assumption of non-Gaussianity.



Keynote presentation

Neurocognitive approach to natural language understanding

and creativity

W lodzis law Duch

Abstract: High-level brain functions involve thinking, reasoning, planning
and language, all based on the use of symbols. How are these symbols rep-
resented in the brain, and how to model brain processes to reach high level
of linguistic competence? A unified neurocognitive view of understanding the
meaning of symbols may be based on spreading neural activation in the brain.
This process is approximated by spreading activation in brain networks, provid-
ing enhanced representations that involve concepts that are not found directly
in the text. Approximation of this process is of great practical and theoretical
interest. Although activations of neural circuits involved in representation of
words rapidly change in time snapshots of these activations spreading through
associative networks may be captured in a semantic network or in a vector
model. Concepts of similar type activate larger clusters of neurons, priming
areas in the left and right hemisphere.

Analysis of recent brain imaging experiments shows the importance of the
right hemisphere non-verbal clusterization. Medical ontologies enable devel-
opment of a large-scale practical algorithm to re-create pathways of spreading
neural activations. Short hospital discharge summaries are used to illustrate
how this process works on a real, very noisy data. Expanded texts show signif-
icantly improved clustering and may be classified with much higher accuracy.
Such knowledge representation may also be used in semantic search and in word
games, for example in the 20 question game.

Creation and understanding of novel words, one of the simplest form of cre-
ative thinking, requires 3 factors: space for imagination provided by associative
memory trained using statistical model of language; the process of imagination
based on priming and chaotic activations; and competitive associative memory
providing constraints and filtering the results. Analysis of the process of in-
vention and understanding of novel words at different levels of brain’s activity
leads to practical algorithms that re-invented many names of products, com-
panies and websites. Experimental evidence connecting creativity to processes
of associative thinking is analyzed, including experiments with pairwise word
association. Perspectives on computational approach to creativity and higher
cognitive functions are outlined.

Bio: Wlodzislaw Duch heads the Department of Informatics, Nicolaus Coper-
nicus University, Torun, Poland, and has been recently a Visiting Professor
at Nanyang Technological University, Singapore (2003-07). Ph.D. in quantum
chemistry (1980), postdoc at USC, Los Angeles (1980-82), D.Sc. in applied math



(1987); worked at University of Florida; Max-Planck-Institute, Munich, Ger-
many, Kyushu Institute of Technology, Meiji and Rikkyo University in Japan,
and several other institutions. He is on the editorial board of IEEE TNN,
CPC, NIP-LR, Journal of Mind and Behavior, and 7 other journals; co-founder
& scientific editor of the ”Polish Cognitive Science” journal; president of the
European Neural Networks Society (2006-2008), member of IEEE NNS Techni-
cal committee; expert of the European Union science programs; published over
380 scientific and popular articles, 4 books, edited many others, his DuchSoft
company makes GhostMiner software package marketed by Fujitsu.

Expert in computational intelligence (CI), especially methods that facilitate
understanding of data, and neurocognitive informatics, or algorithms inspired
by models of brain functions at different levels. Among other topics he works
on creation of general CI theory based on similarity evaluation, meta-learning
schemes that automatically discover the best model for a given data, geometrical
theories for modeling of mental events and relating such models to neurodynam-
ics, computational creativity and intuition, tests and toys that facilitate mental
development. With a wide background in many branches of science and un-
derstanding of different cultures he bridges various scientific communities. As
a service to the international community he maintains many web pages related
to CI, computational neuroscience, machine learning and statistics. To access
these pages and his full CV type ”W Duch” in Google.



Keynote presentation

Cognitive Architectures and Cognitive Social Simulation

Ron Sun

Abstract: In this talk, I will focus on the relationship between cognitive
modeling and social simulation — the two currently important endeavors in
social and behavioral sciences based on computational intelligence. In order
to do so, first, the question of what a computational cognitive architecture is
will be answered, and the importance of cognitive architectures to cognitive
science, to AI, and to social sciences will be accentuated. Then, an example
cognitive architecture will be sketched, and its use in cognitive modeling, in AI,
and in cognitive social simulation will be illustrated. I will argue that cognitive
architectures are indispensable theoretical tools for social simulations that seek
deep understandings of social phenomena. Towards the end of the talk, some
important challenges in cognitive social simulation will be identified.

Bio: Ron Sun is a cognitive scientist and currently Professor of Cognitive
Science at Rensselaer Polytechnic Institute, and formerly the James C. Dowell
Professor of Engineering and Professor of Computer Science at University of
Missouri.

His research interest centers around the study of cognition, especially in the
areas of cognitive architectures, human reasoning and learning, cognitive social
simulation, and hybrid connectionist-symbolic models.

For his paper on integrating rule-based and connectionist models for account-
ing for human everyday reasoning, he received the 1991 David Marr Award from
Cognitive Science Society. For his work on human skill learning, he received the
2008 Hebb Award from the International Neural Network Society.

Throughout the past two decades, he has been conducting research in the
fields of psychology of learning and hybrid neural network (in particular, ap-
plying these models to research on human skill acquisition). Specifically, he
has worked on the integrated effect of ”top-down” and ”bottom-up” learning in
human skill acquisition, in a variety of task domains, for example, navigation
tasks, reasoning tasks, and implicit learning tasks. This inclusion of bottom-
up learning processes has been revolutionary in cognitive psychology, because
most previous models of learning had focused exclusively on top-down learning
(whereas human learning clearly happens in both directions). This research has
culminated with the development of an integrated cognitive architecture that
can be used to provide a qualitative and quantitative explanation of empirical
psychological learning data. The model, CLARION, is a hybrid neural network
that can be used to simulate problem solving and social interactions as well.
More importantly, CLARION was the first psychological model that proposed
an explanation for the ”bottom-up learning” mechanisms present in human skill



acquisition.
He is the founding co-editor-in-chief of the journal Cognitive Systems Re-

search, and also serves on the editorial boards of many other journals. He was
the general chair and the program chair of CogSci 2006, and the program chair
of IJCNN 2007. He is a member of the Governing Boards of Cognitive Science
Society and of International Neural Networks Society.

Prof. Sun has published more than 150 papers and 7 books in his research
area. He has been an invited, plenary, or keynote speaker at many confer-
ences including the International Conference on Neural Information Process-
ing (Shanghai, China, 2001), the 9th Knowledge-Based Intelligent Information
and Engineering Systems Conference (Melbourne, Australia, 2005), PRIMA
2005 (Kuala Lumpur, Malaysia, 2005), The Conference on ”To Think and Act
like a Scientist: The Roles of Inquiry, Research, and Technology” (Lubbock,
Texas, 2006), the Workshop on Model Comparison and Model Validation (Syra-
cuse, New York, 2006), the NIAS Workshop on Minds in Interaction at the
Netherlands Institute for Advanced Study in the Humanities and Social Sci-
ences (Wassenaar, Netherlands, 2006), the WICI International Workshop on
”Web Intelligence Meets Brain Informatics” (Beijing, China, 2006) and many
others.
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ABSTRACT 

The cognitive assembler is an analogy to the computer 
assembly language. It is a model to describe an elemen-
tary level of instructions in a brain. It analyzes the behav-
ior of a brain but in a higher level than neuronal, it wraps 
details of neuronal computations into symbolic instruc-
tions. 

We will try to use this cognitive assembler to more 
closely and finely describe the behavior of a brain ob-
served in experiments. We formulate hypotheses about 
how the execution of basic instructions in a brain should 
be driven. 

1. INTRODUCTION  

The assembly language or sometimes known as an as-
sembler is a low-level programming language describing 
instructions for the processor. Using symbolic abbrevia-
tions it expresses elementary operations that the proces-
sor is able to execute. During normal work we do not ob-
serve this level of operation. The executed instructions 
give rise to a high level user friendly interface. 

Although the level of the assembler is low it is possi-
ble to go lower: we can observe the stream of bits in the 
memory, or even watch the electric signal measured on 
the given pin outs. 

We use many methods to investigate cognition. On 
the one end of the pole we observe EEG, i.e. voltage 
outputs of real neuron cells, or we use neural networks to 
simulate these potentials. On the second end of the pole 
we observe behavior of animals or people, we investigate 
their reactions or we try to model them. Surely there exist 
many methods between those poles, but we think the part 
analogical to the computer assembler is not covered by 
the current research. 

The task of the cognitive assembler is to describe the 
function of neural networks on a higher level, to cover 
details of neuronal computations into symbolic instruc-
tions and so provide a possibility to break the behavior 
description into smaller components. 
  

2. MOTIVATION AND INSPIRATION 

The knowledge of the processes of the brain can help and 
inspire us in artificial intelligence research. Our goal is to 
better describe these processes. Simultaneously the 

model will provide questions, which will be an inspira-
tion for new cognitive experiments. Eventually when the 
cognitive assembler will be sufficiently described we can 
simulate its instructions and create an artificial mind up 
to the richness as that of the description of the instruc-
tions. 

This article freely follows the ideas drawn in [2]. 

3. PRINCIPLES, RESOURCES AND 

ASSUMPTIONS 

3.1. Biological plausibility  

The brain and the nervous system work on the basis of 
neurons. The assembler instructions must be executable 
by a neural network or have to correspond to a chemical 
effect of hormones. An expert on neural networks has to 
declare that he is able to construct a neural network 
which could execute a given instruction, or there should 
be a neuroscientist who can declare that there is a part of 
brain which carries out what the instruction does. 

3.2. Minimality of instructions and structures 

It is desired that only a small number of instructions is 
used. If we would need a new instruction or change the 
structure of the data with which we work for each new 
type of behavior we want to describe, we cannot expect 
that our system would be complete and general. We 
would probably have to change it again for a new re-
quirement. 

However if we can cover many types of behavior by a 
small number of instructions, we are on the right truck.  

The brain thinks in many ways but we are seeking 
relatively simple principles. We cannot afford to encode 
new incoming meanings by new ways. The representa-
tion of meanings has to be free: must not be explicitly 
provided by the programmer but has to be created in the 
model. 

3.3. Autonomous control 

Our model of the cognitive assembler has to describe the 
way of control of the execution, and input of instructions. 
We cannot expect that an external teacher will provide 
patters to learn from. An animal or a human brain finds 
these patterns by itself, so must our model. We will pro-
pose some general rules which our model will use. 



3.4. The brain as a happiness machine 

We will hold that the brain follows its own satisfaction, 
its own happiness. This principle might seem too egoistic 
or too biased, because a human does not follow only his 
own interests. But we can argue that a good man feels an 
adequate satisfaction when he acts right, does what he 
considers fair. And this satisfaction can be higher than an 
ephemeral or a bodily pleasure. 

In this sense is this machine to be understood. It tries 
to reach the most satisfactory state in a given situation. 
The attractiveness of the state does not have to be stable. 
It can change during life as a result of nurture or experi-
ence. 

3.5. Recognition 

  
We assume that the brain can recognize a situation which 
has already occurred. We will recall the semantics of 
discrimination criteria, proposed in [4] and developed in 
[3]. 

The input for the discrimination is the sensory per-
ception and the internal state. Let the inputs from sensors 
come as a vector and the internal state as a set of pairs 
(state, activation ratio). 

The discrimination criteria is a function from the in-
put into the interval <0,1> determining how the situation 
corresponds to the given state. 

It is possible to use a large number of functions from 
a linear classifier (e.g. perceptron) to a complex qualita-
tive criterion, e.g. a formal language, deciding whether 
the input word belongs to the specified language. 

  
  

4. MODEL 

  
The basis for the model is a varying valuated graph 

with vertices and two types of edges between them. We 
will describe the graph using the following language. 

  

4.1. Graph of meanings, associations and actions 

4.1.1. The states -- vertices of the graph 

They represent meanings, which the brain has found and 
has assigned them a discriminating criterion.  

Example: a, b, c 

4.1.2. The emotional value of the state 

For each state there is one real number, it is a preference 
of the state - how “good” is the state, how happy the 
brain feels when this state is activated.  

Example: motivation(a) = 0.8 

4.1.3. Valuated non-oriented association edges 

The value represents the measure of the association bind-
ing between those two meanings and it is a real number. 

Example: assoc(a ,b) = 0.75 

4.1.4. Valuated oriented action edges 

The orientation represents the starting point and the 
goal of the action. The action itself is defined as an out-
put vector sent on effectors, e.g. muscles. The value 
represents the probability perceived by the model that the 
given action will result in the goal state.  

Example: act(catch_mouse , has_mouse) = 0.5 

4.2. Model  functionality 

We can imagine the behavior of the model approxi-
mately as a finite-state automaton. Our model resides in 
many states simultaneously, and simultaneously moves 
between them. When the model moves, it executes cho-
sen actions between the states. The structure of the graph 
can evolve by the time. 

The selection of states and actions depends on which 
states is the model in, on their valuation and their exis-
tence and the valuation of edges. 

The states which the model resides in express the 
scope of its thoughts and attention. We will use the fol-
lowing notation. 
  

4.3. Focus and control of the attention, recognition of 

the situation  

The focus to the current states we denote by a set of pairs 
(state, real number) 
 
Example:  

focus = {(a,0.9),(b,0.5),(c,0.1)}  
 
This means that three states are activated, first of 

them strongly, the situation experienced is very likely a, 
second expresses that the situation can be described as 
"partly holds b" and the third is a non-important, but ex-
isting association with c. 
  

4.4. Selection of goal and action 

  
Our model selects goal states according to their motiva-
tion. It uses two simple searches. First, it finds adjacent 
vertices via associative edges and tests their discrimina-
tion criteria. It resembles thinking about the current 
situation. 

Then we search action edges. We examine each pos-
sible action from the current set of states. The action we 
can execute will be evaluated according to which states it 
results. The resulting set of states is expanded by the first 
type of search. Finally, the action is evaluated according 
to the motivation of the set states. 

The best action will be executed. 
  

4.5. Changes in the graph structure 

  
Our model can change the structure of graph ("learn") 
during the movement between states and experiencing 
external stimuli. These are possible operations: 
  



− create a new state 
− create or increase an association 
− delete a state 
− decrease or delete an association 

  
The modification of association bindings will be 

automatic according to the Hebb's rule. Each time when 
two states are excited (focused) concurrently, their asso-
ciation increases, and vice versa.  

It is practical to have a threshold here. If the associa-
tion value exceeds this threshold, we will consider the 
edge as created; in the case that the value is less than the 
threshold we will consider the edge as deleted. 

  
A new state will be created when the model registers 

something new, which is different from previously rec-
ognized meanings. The newly created state is empty, 
only a discrimination criterion is set according to the new 
fact in the current situation.  

Let's imagine a familiar room. We see and recognize 
a table, which has a state assigned to it. The room itself 
also has an assigned state. This state is associated with 
the state representing the table and states representing 
other pieces of furniture which we see in the room. 

Suddenly somebody puts a new vase on the table. 
Other objects are not changed; the only thing which is 
new here is the vase. The visual system can compare the 
image of the room without the vase and with the vase. It 
separates a new object and its discrimination criterion 
will be a mask created from the difference between those 
images. 

At this time we do not deal with the risk of too many 
new states. 

  

4.5.1. Creation of abstractions  

By the term abstraction we mean a mechanism which 
extracts common properties and ignores non-important 
differences. It groups many observed events into one and 
so it enables adaptation and the advantage of prediction 
of the future. It can also serve as a novelty detector when 
creating new states. 

 
1. There are states a1, a2,..., ai.. 
2. We try to generalize them into a new state a'. 
3. The new state is valuated according to the states 

a1, a2,..., ai so that it represents an abstraction of 
these states. 

 
The simplest example of this abstraction mechanism 

is a simple comparison. If there is a complete equiva-
lence, the states will be grouped together. We can im-
prove it so it ignores a given number of differences. 

Another well-known mechanism is a neural network. 
Another example can be a compression algorithm. It 

can distinguish static and dynamic properties. Static 
properties have to be written only once, and dynamic 
properties are generated according to the formula found. 
Again we see an ability to predict: if the data do not con-

tain unpredicted events it does not have to code the 
change and the resulting compressed file will be smaller 
in size. 

We see that in a different situation a different mecha-
nism can be used. We will not prescribe now which is to 
be used. We plan to test our model with the increasing 
complexity of these abstraction mechanisms. 
  

5. TESTING OF THE MODEL 

  
Our model, even in the case that it satisfies our intuition 
about biological processes in the brain is still only a 
theoretical construction. It is desirable to compare it to 
the reality. We can do this in two steps: 
  

1. Try to use the model to explain real experi-
ments, where the mapping from a real behavior 
to the model is done by hand. 

2. Simulate the model and compare its behavior 
to reality. 

  
The first step is appropriate in the beginning. It en-

ables us to bridge over doubts and to find out whether 
the model is in principle viable for following research. 
Here we test, if the model has a sufficient expression 
power to express the behavior. We observe the holes in 
the model and we try to help it, here we have to improve 
the model. 

This brings a risk of making the model vague, the 
help being too intelligent and not being able to reproduce 
it later in a program. 

If we are done with the first phase, we can proceed to 
the second step. All help is here prohibited: the algorithm 
has to run automatically. 

We are now in the first phase. We present an exam-
ple, how the experiment description could look like. 

  

5.1. Description of an real experiment: Monkeys and 

dogs 

  
Experimenters [1] were investigating cognition of 

chimpanzee and dogs. After a hint from the experi-
menter, the animal should choose from two offered con-
tainers. One of the container contained hidden food. 

The dogs were more successful when the hint was in 
a social form, e.g. pointing.  

The monkeys were better when the hint was causal, 
e.g. a shaking container.  

5.2. Our description of the experiment 

 
1. motivation(food)=1 

motivation(no_food)=0 
The food is a stable motivation for an animal. 
 
2. act(bucket_with_food,open, food)  
If a bucket contains food, we gain food. 
 



 
3. act(bucket_without_food,open,no_food) 
If a bucket does not contain food, we do not gain 
food. 

 
4. motivation(bucket_with_food)=1 

motivation(bucket_without_food)=0 
The valuation of the container is similar to what it 
contains. The valuation is transferred from the 
food to the container. 

 
5. focus = {(pointed_bucket, 1), 

(bucket_contains_food, 1)} occurs often →  

assoc(pointed_bucket, 

bucket_contains_food) will increase 
We learn that the container which has been 
pointed to is the container with food. 
 
6. focus={(not_pointed_bucket, 1), 

(bucket_does_not_contain_food, 1)} occurs 
often → assoc(not_pointed_bucket, 

bucket_does_not_contain_food) will increase 
We learn that the container which has not been 
pointed to is not the container with food. 
 
7. motivation(pointed_bucket) = 1 

motivation(not_pointed_bucket) = 0  
We learn that the container which has been 
pointed to is the good one. 

 
8. focus = {(pointed_bucket, 0.5), 

(not_pointed_bucket, 0.5)}  
We see both containers, one is pointed to. 

 
9. That leads to focus={(pointed_bucket, 1)} 
We transfer attention to the good one. 

 
10. This leads to "open" action. 

 
11. Food is a reward. 

  
We can draw a similar scheme not only for a con-

tainer which has been pointed to, but also for the con-
tainer which was shaken. The difference between dogs 
and monkeys can we assign to the motivation to observe 
the gesticulation, which is important for association in 
the fifth and the sixth step. 
  

6. CONCLUSION 

  

6.1. General questions 

  
What is the minimal starting knowledge to begin a rea-
sonable simulation? What do we need to boot the cogni-
tive process? Which meanings have to be given − innate? 
Which meanings is the model able to learn and which 
not? And what are the conditions for it? 

  

6.2. Implementation questions 

  
How to implement the abstraction − generalization? 
What differences in learning do we gain for a different 
abstraction mechanism? How to set the constants for 
states and operations with them? What results do we ob-
tain for different constants? 
 

6.3. Related work 

There exist a handful of cognitive architectures, which 
we have not thoroughly analyzed up to this time. We of-
fer a short comparison with one of them. 

CLARION [5] distinguishes between implicit and ex-
plicit processes. This distinction is not present in our 
model. Its action decision making algorithm can be com-
pared to ours. CLARION incorporates action-centered 
and non-action centered subsystems, contrary to our 
model, where general knowledge inference and decision 
making is integrated in one structure. A more detailed 
comparison with this architecture could be a source of 
inspiration for us. 
  

6.4. Summary 

  
We presented a model inspired by our belief that neural 
structures in a biological brain are able to create associa-
tions between meanings, enable the model to create an 
abstract generalization and can recognize learned facts. 
We tried to capture their work in a propositional sym-
bolic form. We ignored the details of neurons and the de-
tails of an implementation of concrete neural networks 
which would be capable to realize these operations. 

Instead of that we proposed a dynamic data structure 
which enables a parallel run of cognitive threads. It also 
enables a fuzzy evaluation. We were motivated by a de-
sire to create a simple but general structure, able to cre-
ate states representing new meanings. We thus avoided 
the need to define them explicitly. Planning of the next 
action is based on a motivational component of mean-
ings. The structure - graph with parallel states valuated 
by a motivation enables short term and long term plan-
ning and can abandon the original plan. We illustrated 
the model in a short example. 

Our model provides a lot of questions and opens pos-
sibilities for a future work, the clarification of the model 
and its testing. This is the subject of a future research.  
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ABSTRACT
Many experiments and observations indicate that such cog-
nitive abilities as understanding and reasoning may be as-
signed also to (higher) animals. We are aiming at a con-
struction of a semantic framework appropriate for an elab-
oration of the intuitive idea about animal understanding
and reasoning, or more generally: about understanding
and reasoning of agents with a pre-language behaviour.
Meanings and knowledge representation are specified in
this paper in terms of distinguishing criteria. A special
attention is devoted to distinguishing criteria of situations
and events. It is said, that an agent understand a situa-
tion or an event, if it has a corresponding distinguishing
criterion at its disposal. Rules of reasoning are special
distinguishing criteria - they assign some distinguishing
criteria (meanings of the consequences) to other distin-
guishing criteria (meanings of premises). Knowledge rep-
resentation and reasoning based on distinguishing criteria
is adaptive - distinguishing criteria are formalized as func-
tions and a fine-tuning of distinguishing criteria is possible
as a result of interactions with an environment. We believe
that the investigation of formal models of animal reason-
ing is important for understanding of a quick extra-logical
human reasoning and for a construction of artificial rea-
soning agents.

1. INTRODUCTION

Background
Investigation of reasoning is a traditional domain of

logic. Mathematical logic established an ideal construct
of a proof, which is independent on intuitions and con-
tent. Results of mathematical logic enabled to compre-
hend fundamental properties of deductive theories, which
accept proof as the only method of demonstrating valid-
ity. Mathematical logic shed light up on algorithmic com-
putability, too. Deep results of mathematical logic influ-
enced also conceptions of scientific method in an essential
way. The approaches based on a kind of logic are domi-
nating in the contemporary knowledge representation and
reasoning research, too. Logical point of view and logical
methods enabled a breakthrough insight and many impor-
tant results in the field of knowledge representation and
reasoning.

Problem
On the other hand, the paradigm of mathematical logic

does not provide sufficient concepts, methods and tools

for an expression and solving of some problems of knowl-
edge representation and reasoning. Mathematical logic
does not study even mathematical reasoning in its full com-
plexity. An idealized presentation and communication of
mathematical results is the domain of mathematical logic
according to ((Barwise and J.Etchemendy, 1998)).

Many logicians comprehended - thanks to inspirations,
goals, tasks and challenges of artificial intelligence - that
new logics and new ways how to do logic are needed, in
order to be able to express and to solve important prob-
lems, see ((Makinson, 2003)). Nonmonotonic logics rep-
resent one response. Anyway, there are many open prob-
lems of crucial importance and many fundamental prob-
lems have not been expressed. It is a gap between logical
theories and the ways how human reason. Each attempt to
bridge that gap is challenging, see for example ((Stenning
and van Lambalgen, 2007)).

Biological roots of reasoning and representationbe-
long among crucial open topics of cognitive science. How-
ever, they do not attract an attention which they deserve.
In particular, investigations in the field of semantics and
logic completely ignore kinds of reasoning, which occurred
on lower evolutionary levels and which are the hidden
components of our reasoning apparatus.

Goal
First a terminological convention in order to simplify

our phrasing. We introduce the notion of an agent with a
pre-language behaviour. The notion means an agent, that
does not use a language (understood in a usual sense) and
it is not handicapped, i.e. the other agents of that kind do
not use a language, too,

We are going to propose a conceptual apparatus en-
abling to speak about reasoning, understanding, represen-
tation of agents with a pre-language behaviour. We be-
lieve that such a conceptual apparatus can contribute also
to a proposal of interesting experiments and, as a conse-
quence, to a bridging the gap between formal models of
reasoning and empirical investigations of reasoning. See
((Stenning and van Lambalgen, 2007)) for a pioneering
work in that direction.

However, our point is different - we are looking for
new formal models of reasoning, understanding and rep-
resentation, which are not bound to a language.

Proposed solution
A conception of meaning and semantics, which is in-



dependent on a language, is presented. The conception is
based on a notion ofdistinguishing criterion, see ((̌Sefránek,
2002; Takáč, 2006b; Takáč, 2006a; Takáč, 2008)). The
semantics enables to speak about understanding, mean-
ing, representation and reasoning also in the case of pre-
language agents.

We are not aware of a similar research, therefore no
comparison our results with other approaches is presented
in the paper.

Main contributions
Distinguishing criteria of situations and events has been

defined. Rules as distinguishing criteria has been spec-
ified and analyzed. A conception of understanding and
reasoning without a use of a language has been presented.
Finally, it has been shown how this conceptual apparatus
can be applied to a description of the experiments pre-
sented in ((Bräuer et al., 2006)), of course, also to similar
experiments and observations.

2. MOTIVATION

According to ((Kováč, 2000)), only a tiny part of what
we know today of human heredity has been obtained in
studies on human subjects. Kováč formulated aprinciple
of minimal complexityas follows: The most efficient way
to study a concrete biological phenomenon is by study-
ing it on the simplest organism in which this phenomenon
can be found. He dubbed it Delbrck’s principle in honor
of Max Delbruck’s investigations using that point of view
and method.

First, we believe, that understanding and reasoning is
a biological phenomenon. Some biological kinds (even
people :-) make decisions on the basis of information ac-
quired not directly from the environment. We follow up on
observations and experiments recording, describing and
analyzing a phenomenon, which can be classified as un-
derstanding and reasoning of animals. ((Lorenz, 2002))
writes about a dog, which ”understood a situation”, ”un-
derstood surprisingly quickly”, ”understood precisely” etc.
Scientists from the Max Planck Institute for Evolution-
ary Anthropology investigated experimentally reasoning
abilities of the domestic dog and of the chimpanzee, see
((Bräuer et al., 2006)).

Of course, it is a hard problem to identify the lowest
evolutionary level at which reasoning and understanding
occurs. Our goal is more modest. We are aiming to de-
velop a conceptual apparatus enabling to speak about un-
derstanding and reasoning of pre-language agents. It is
possible that such framework will be useful for identify-
ing some evolutionary levels at which reasoning occurs.

According to ((Bräuer et al., 2006)) also a part of an-
imal cognition goes by making inferences beyond the in-
formation given. Domestic dogs and chimpanzee were
tested on a series of object choice tasks. The results of
their study provide support for the social-dog, causal-ape
hypothesis. Dogs were especially skillful at finding hid-
den food when the human experimenter gave a commu-
nicative cue, but apes were not sensitive to such cues. On

the other hand, apes were especially skillful at finding the
hidden food when the food itself caused some perceptible
change of state in the physical world e.g. by making a
noise, but dog’s behaviour has been rather poor in tasks of
that kind.

The results of ((Bräuer et al., 2006)) and many other
experimental results indicate that it makes sense to speak
about animal understanding and reasoning (making infer-
ences). Information about causality or about the meaning
of human signals can not be acquired directly by an ob-
servation of environment. Cognitive operations as under-
standing and reasoning are necessary for obtaining such
kind of information. Hence, we can interpret the results
of ((Bräuer et al., 2006)) in terms of “understanding” and
“reasoning” as follows. It has been shown by the exper-
iments, that chimpanzee are more weak in understand-
ing the meaning of human signals and also in reasoning,
based on those signals. On the other hand, chimpanzee
are skillful in understanding some causal relations in the
environment and in using that understanding in making in-
ferences. Dogs understand better human signals and they
can use that understanding, when they do inferences.

Sciences, which are traditionally devoted to investiga-
tion of reasoning, understanding and related phenomena
as knowledge and meaning (for example also logic, se-
mantics, theory of knowledge representation), are focused
on knowledge and inferences expressed in a language. We
believe that a big challenge for those sciences is to investi-
gate also reasoning and understanding, which occurred in
nature in pre-language agents and, possibly, is preserved
in a quick and spontaneous human reasoning.

We believe that with such a goal in view it is possible
to comprehend human reasoning, knowledge, knowledge
representation and meanings more deeply, in a new light.
Remind the idea of Konrad Lorenz, that his phylogenetic
method of research enables to view what is essentially hu-
man.

Moreover, also other recent investigations of reason-
ing indicate that it is important to attempt at re-comprehen-
sion of the phenomena of reasoning, understanding, mean-
ing.

((Barwise and J.Etchemendy, 1998)) described how a
use of a coursware1 in logic courses has changed their
view on the nature of logic. They turned their attention
to the use of heterogeneous representations in reasoning
with special interest on visual representations.

Problems and tasks of artificial intelligence turned at-
tention of logicians to non-monotonic logics, to formaliza-
tions of reasoning with incomplete, evolving, contradic-
tory and uncertain knowledge. This field (more precisely,
those fields) is a field of hot research, but there are many
open problems and according to our opinion some funda-
mental problems are not expressed or not expressed in an
adequate way. For example, it is always not clear how to
understand the slogan ”jumping to conclusions” in a pro-
ductive way, the way leading to tractable computational
problems.

1A software used for educational goals.



As regards the attempts to bridge the gap between logic
and cognitive science, a more deep comprehension of an-
imal reasoning may show a way how to proceed in inves-
tigation of (quick) human reasoning, which is not com-
pletely understood and caught satisfactorily by the point
of view and by the methods of the contemporary logic.

3. REPRESENTATION

Knowledge representation can be specified as a triple

(L, E,Cn),

whereL is a formal language, so called knowledge repre-
sentation language,E is a set of formulae ofL, a knowl-
edge base (a basis of explicitly expressed knowledge) and
Cn is a consequence operator. Semantic investigations in
knowledge representation are oriented towards a charac-
terization ofL andCn .

However, we are aiming to propose a formal model
of understanding and reasoning, appropriate for the pre-
language agents. So, we have to specify knowledge repre-
sentation and meaning2 without a language.

One of the options is the semantics ofdistinguishing
criteria, see ((̌Sefránek, 2002)). For a detailed and pre-
cise elaboration of the distinguishing criteria, applied to
computational modelling of evolution and acquisition of
meanings and language see ((Takáč, 2006a; Takáč, 2006b;
Takáč, 2008)).

Our starting point is an assumption that also pre-lang-
uage organisms use a kind of representation and meaning.
They construct a representation of an environment and of
their own goals. The existence of such representation is
justified by an observable ability of pre-language organ-
isms to distinguish. The notion of distinguishing crite-
rion is used as an abstraction of this ability to distinguish.
Meaningsare for us distinguishing criteria.

A more general remark: The ability to distinguish is
a universal cognitive ability. We (and also little children
or animals) distinguish basic objects in our environment,
their observable properties, changes in the environment,
actions, observable relations. But our ability to distinguish
is oriented toward a much more broader spectrum of enti-
ties up to such abstract objects as syntactic correctness of
a natural language sentence, soundness of an argumenta-
tion, validity of an attempt to solve a hard mathematical
problem, sincerity of emotions etc. etc.

Now, back to the biological roots of understanding and
reasoning. If an organism is able to distinguish what is
(and what is not) eatable (dangerous, moving etc.), it un-
derstands, it acquired a meaning, in a sense. Little chil-
dren, before they use the word ”dog”, are able to distin-
guish dogs from non-dogs (even if they consider also some
cats to be dogs)

2A comment to meanings without a language: we believe, that lit-
tle children, animals, but also adult people are able to understand a word
only if they are able to distinguish its referent in environment. The mean-
ing is acquired before the ability to use the word. For more details see
the argumentation below.

We classify distinguishing criteria into two classes,
long-term and short-term distinguishing criteria. The for-
mer represent meanings used persistently (individuals -
my mother; properties - yellow; actions - jump etc.). The
later are used only one-off time (this situation).

Long termdistinguishing criteria are specified asfunc-
tionsassigning to an individual (property, class, relation,
action etc.) a value. The value can be for example from
the interval〈0, 1〉, but there are other, also more abstract
options for a set of values. Note that a distinguishing cri-
terion is parameterized by a specification of an agent and
by a specification of the entity.

A more formal definition of distinguishing criteria re-
quires a specification of a set of agentsA, of a setE of
possible entity types (f.ex. individuals, properties, classes,
changes etc. but also distinguishing criteria3) and of a
rangeR. Moreover, a setO of objects should be spec-
ified – an object can be recognized from more points of
view, sometimes a concrete property may be interesting,
sometimes a change of its relation to other objects etc.

After such introduction we can proceed to a definition
of the distinguishing criterion.

A functionfa,e : O −→ R represents a distinguishing
criterion of an entitye of the typeE for an agenta ∈ A.
If o ∈ O, then the valuefa,e(o) represents a measure how
the agenta is convinced thato can be considered ase.

Example 1 Let d ∈ A be a dog, letc ∈ O be a con-
tainer andx, intended ascontains some food, is a property
(if a more cumbersome expression is needed: the abstract
entityx belongs to the entity typeproperty).

Then the value offd,x(c) represents the conviction of
d thatc has the propertyx (i.e., it contains some food).

Short termdistinguishing criteria are also functions,
but they are defined on a special abstract object – thefo-
cus. The focus represents that part of an environment, on
which the attention of an agent is focused. The values
of such functions represent (schematically) situations or
events. Notice that those values depend on an agent and
also on the context, determined by the focus. We are going
to specify distinguishing criteria of situations and events
in a more detail.

3.1. Situations

The basic idea is as follows. When we (or an arbitrary
agent) understand a situation, we (it) can extract a schematic
view from the current observations (perceptions). We for-
malize that idea by a function from the focus to ala-
beled oriented graph. The vertices and the edges of the
graph are labeled by distinguishing criteria. The graph is
a schematic representation of the situation. The vertices
may represent individuals or classes. The edges represent

3Reasoning, inferencing is modelled in our approach as an applica-
tion of distinguishing criteria to another distinguishingcriteria. It is quite
natural to condition reasoning by a processing of representations in a
representation.



relations. In this paper only binary relations are consid-
ered. If more-dimensional relations are relevant, hyper-
graphs may be used instead of the graphs.

Example 2 Suppose that a dog recognized a situation – a
woman is near a cat. If the dog can distinguish both from
other people and other cats, its representation of the situa-
tion is formalized by two vertices labeled by distinguish-
ing criteria of the corresponding individuals, an edge is
labeled by a distinguishing criterion of a relation of neigh-
borhood. If the dog is able to classify both individuals as
exemplars of women and cats, then the representation con-
tains two additional vertices (labeled by the distinguishing
criteria of the corresponding classes) and two additional
edges (labeled by a distinguishing criterion of the relation
“is”).

Some operations on graphs are useful - we mention
refine, zoom-in, zoom-out, abstractas examples.

The operationrefine is applied to vertices and it re-
turns a graph. Intuitively, a vertex of a graph can ”hide” a
further graph.

Example 3 Let a vertex be labeled by a distinguishing
criterion of the classmeadow. We can switch (refine) to
another representation, where the meadow is represented
by some vertices and edges (plants, trees, a brook, topo-
logical relations between them etc.).

Such graphs are calledlayeredgraphs. Operations
zoom-inandzoom-outadd (remove) vertices and edges.
Intuitively it corresponds to narrowing and extending the
attention. Abstract is essentially such zoom-out, which
forgets vertices labeled by distinguishing criteria of in-
dividuals and the edges outgoing from those vertices (it
is possible to abstract further from those ”basic-level ab-
stractions”, but we do not discuss here that case).

An understanding of a situation is modeled as assign-
ing of a (layered) labeled oriented graph to the focus. We
interpret this as follows: an agent assigns a meaning to
a situation. We will see below that also problems have a
meaning in that sense.

3.2. Problems

Some vertices or edges may be labeled by a standard value
unknown. In such a case it is said that a problem is identi-
fied in the given situation. The situation is not completely
understood.

Example 4 Suppose that an ape does not know what is
contained in a container. It may be represented by a vertex
labeled by distinguishing criterion ofcontainer, an edge
labeled by a distinguishing criterion ofcontainingand a
vertex labeled byunknown.

A solution of the problem can be defined as a transfer
from a problem to a representation of the situation, when
the labels unknown are replaced by some distinguishing
criteria.

Example 5 Let us continue with the previous example. If
the ape find out that a food is in the container, the label
unknown is replaced by the distinguishing criterion of the
food.

3.3. Events

We understand events as sequences of situations in a dis-
crete time. However, a distinguishing criterion of an event
may not be proposed as a simple sequence of distinguish-
ing criteria of situations. It is expected that the situations
are linked to each other in a way. We use the construct
of the distinguishing criterion of a change, see ((Takáč,
2008)). A special case of the change is an action.

The distinguishing criterion of aneventis then a func-
tion which assigns to the focus asequence of pairs. The
first member of a pair is a distinguishing criterion of a situ-
ation, the second is a distinguishing criterion of a change,
The distinguishing criterion of a situation in the next pair
is the result of the change (specified in the previous pair)
of the situation from the previous pair.

We can introduce some operations also on events. The
operationsrefine, condense a abstractare discussed in this
subsection.

Refinedecompose a pair of the form

〈 situation, change〉

onto a sequence of such pairs. Intuitively, a more detailed
view on the given situation and change is selected. On the
other hand,condensereplaces a given sequences of pairs
〈 situation, change〉 by a shorter sequence. Intuitively, a
more compact representation of an event is chosen.Ab-
stract is composed from the abstractions of all situations
occurring in the sequence.

3.4. Rules

Rules are introduced as a special case of distinguishing
criteria. We begin by an example.

Example 6 Remind a result of the experiment described
in (Brauer et al. 2006). Apes understood such event,
where a container shaken by the experimenter made a noise.
The apes were able to conclude from that event that food
is in the container.

Our interpretation is as follows. The apes are able
to distinguish a hidden information connected to some
events. It leads us to a formalization as follows. The apes
created in this case a distinguishing criterion which as-
signs a distinguishing criterion of a situation (food occurs
in the container) to a distinguishing criterion of an event
(a noise caused by the shaken container). Similarly, dis-
tinguishing criteria of actions may be assigned to some
distinguishing criteria of situations (or events) - if a situ-
ation is recognized, then an action is undertaken. In our
example - food in the container is consumed.

Animal reasoning can be sometimes characterized also
in the form ofdefault rules. A default rule has besides a
prerequisite and a consequence also a third component, a



justification. The rule is applicable, if the prerequisite is
satisfied and there isno evidence againstthe justification
in the given context. Default rules are context-dependent
(and non-monotonic). An illustration of a use of default
rules in animal reasoning is presented below, in the case
study.

We now proceed to a more formal introduction of rules
(distinguishing criteria on which reasoning is based). First
we need distinguishing criteria ofsituation typesandevent
types. Both are considered as results of the abstraction
operation on distinguishing criteria of situations or events.
The interval〈0, 1〉 is assumed as the range below.

A distinguishing criterion of asituation typeis a func-
tion, which assigns a value from the interval〈0, 1〉 to a
situation, more precisely – to the layered oriented labeled
graph, which is a schematic value of the corresponding
distinguishing criterion of the situation. Similarly for event
types: a distinguishing criterion of anevent typeis a func-
tion, which assigns a value from the interval〈0, 1〉 to a
sequence of pairs, which is a schematic value of the cor-
responding distinguishing criterion of the event.

Example 7 Suppose that an agent used (created) a distin-
guishing criterion (function4) f for an event, where some
shaking occurred. Assume also that a distinguishing crite-
rion (function)g of an event type is defined on the value of
f (which is a sequence of some pairs) and the values ofg

are from the interval〈0, 1〉. Hence,g(f(focus)) ∈ 〈0, 1〉.
If the agent has a distinguishing criterion of the event

type shakingat its disposal, then it probably assigns –
thanks to that criterion – a value near to 1 to the repre-
sentations of the event mentioned above.

In general,rulesare distinguishing criteria which as-
sign some distinguishing criteria (consequences) to distin-
guishing criteria of situation types or event types (premi-
ses). As an optional parameter of rules are considered jus-
tifications (for the case ofdefault rules). Justifications are
distinguishing criteria of situation or event types, too.

We need two kinds of rules for the purpose of this pa-
per – action rules and situation rules. The consequences
of former are distinguishing criteria of actions, the conse-
quences of later are distinguishing criteria of situations.

Intuitively, the use of the former cause an action of the
agent, the use of the later results in a recognition of a state
of the environment.

A distinguishing criterion of achangeis a function
which assigns a value to a pair of distinguishing criteria
of situations:

c(s1(focus), s2(focus) = v

If v is close5 to 1, then the function represents a change of
the first situation to the second situation.

A more general distinguishing criterion of change can
be defined, which is parameterized in addition also by

4We abstract from parameters of functions in this example.
5Of course, a more detailed elaboration requires a specification of

“close”.

other entities. Then we can distinguish change of prop-
erties, of relations, of changes etc.

A distinguishing criterion of anactionis a special case
of a distinguishing criterion of a change. An action changes
an event to a situation. A description of an action requires
a specification of some participants of the action – a repre-
sentation of an actor, of an object, of an instrument and of
other relevant roles. All those participants are represented
by labels in corresponding representations of situations.

An action ruleis defined on a distinguishing criterion
f of an event type or a situation type (premises) with dis-
tinguishing criteriaα of actions as values (consequences),
if the value of the premise is close to 1.

A default action ruleis defined on a distinguishing cri-
terion of an event type or of a situation type (the premise
f ) and on an arbitrary distinguishing criteriong (the jus-
tification) and its value is a distinguishing criterion of an
action, if the value off is close to 1 and the value ofg is
close to 0.

As regards our default rules, we are not aiming at a
global characterization of a correct and saturated applica-
tion of rules in the style provided by the notion of exten-
sion of a default theory.

A situation rule is defined on a distinguishing crite-
rion f of an event type or a situation type (premises) and
its value (the consequence of the rule) is a distinguishing
criterion of a situation.

A default situation rulediffers from the default action
rule only by the occurrence of a distinguishing criterion
of a situation instead of the distinguishing criterion of an
action in the consequence of the rule.

3.5. Problem solving

Problem is represented in our framework as a situation
with an incomplete information. Approaches to knowl-
edge representation, based on a kind of logic reduce knowl-
edge completion to a kind of reasoning. Notice however,
that often the considered reasoning is a hypothetical one
– it generates a kind of hypotheses, which provide a com-
pletion of the given representation (for example, closed
world reasoning or abduction).

In our context except of reasoning (applying of rules)
also an exploration of the environment by the agent is con-
sidered as a component of problem solving.

4. CASE STUDY

In this section one of the experiments discussed in ((Bräuer
et al., 2006)) is considered. A part of the experiment has
been devoted to understanding of causal cues. Experi-
ments with the causal auditory cues are described and an-
alyzed below. Our analysis is in terms of distinguishing
criteria. Our goal is to propose some rules, which cover
adequately some reasoning patterns identified by the ex-
periment.
Experimental conditions

Three experimental conditions representing causal au-
ditory cues has been investigated in ((Bräuer et al., 2006)).



First, thenoisecondition. The experimenter shook
the cup containing food four times so that the food (and
a small stone that enhanced the sound) made a noise.

Second, dubbednoise empty, has been the same as in
the noise condition, except that the experimenter acted on
the empty cup.

Third, dubbednoise ghost, has been the same as in
the noise condition except that the experimenter left the
cup untouched. Instead, the cup was shaken by a second
experimenter by pulling on a fishing line connected to the
cup. Apes did not see the humans manipulating the cup.

Finally, the control condition, dubbednoise arbitrary,
in which no cue was given, has been investigated: the
cup contained (besides the food) a cellular phone that rang
three times.

In ((Bräuer et al., 2006)) the results of experiments
with causal auditory cues and apes has been summarized
as follows. Apes did not treat causal and non-causal noises
equally, they understood the causality. Apes were also ca-
pable of inferring - to some extent - the absence of the food
on the basis of a silent shaken cup. It is worth to note, that
apes did differentiate between causally relevant noises and
arbitrary noises in a social setup (noise vs. noise arbitrary
conditions), but they did not differentiate between them in
a non-social setup (noise ghost vs. noise arbitrary).

Applied rules
We are going to analyze the experimental conditions

and results described above in terms of distinguishing cri-
teria (rules).

We assume that agents have a rather extensive set of
rules (distinguishing criteria) in their representations. We
believe that only some distinguishing criteria from the set
are activated in each situation. The criteria are probably
built in the respective representations and linked to events
(and situations) of some type. Chimpanzee select spon-
taneously the rules relevant for the given situation. The
same holds also for all biological organisms, which infer
some conclusions. Of course, people, too, infer sponta-
neously – at least sometimes – and they use somedynamic
preferences.

Our interpretation is presented in a series of examples
of rules. Remind that rules are distinguishing criteria as-
signing some distinguishing criteria to other distinguish-
ing criteria. Each rule has a premise and a consequence.
Default rules have in addition also a justification. Each
component of a rule is labeled below by the corresponding
label (premise, justification, consequence). We repeat that
premises, justifications and conclusions are distinguishing
criteria.

A default rule can be presented as follows

premise: justification
conclusion

.

Other rules do not contain justifications. We do not use
this schematic presentation of rules because of long texts
describing the respective distinguishing criteria. Reader
could view the rules specified below in a similar schematic
manner.

Example 8 In the case ofnoisecondition we can speak
about an application of the following rule:
BEGIN
the premise

a distinguishing criterion of an event type (a container
producing a noise when shaken)
the consequence

a distinguishing criterion of an action (leading to an
identification of the cup containing food).
END

The results of the experiment show, that the applica-
tion of that rule is rather successful and used by a substan-
tial part of the population.

Example 9 The case of theempty noisecan be interpreted
as an application of two rules.

Thefirst is a situation rule.
BEGIN
the premise

a distinguishing criterion of an event type of shaking a
container without producing noise
the consequence

a distinguishing criterion of an empty container (the
shaken container is empty).
END

Thesecondrule is an action rule.
BEGIN
the premise

a distinguishing criterion of a situation type with two
containers and one of them is empty
the consequence

a distinguishing criterion of an action, where the ac-
tion is an exploration of the container, which is not empty.
END

The results of the experiment show, that the rules of
that kind are used only to some extent in the population.
Our interpretation shows a possible cause of that: an ap-
plication of two consecutive rules has been required.

Example 10 The case ofnoise ghostcan be reconstructed
using a default rule. A default version of the rule from the
first case can be considered:
BEGIN
the premise

a distinguishing criterion of an event type (a container
producing a noise when shaken)
the justification

a distinguishing criterion of a shaking such that an ac-
tor of the shaking is distinguished
the consequence

a distinguishing criterion of an action (leading to an
identification of the cup containing food).
END

The proposed default rule is applicable for a reasoner
(f.ex., for an ape), if the premise is satisfied and if the justi-
fication of the default rule is not falsified. The justification
of the proposed default rule is focused on an actor of the
shaking: if a noise is produced while shaking a container



and an actor of the shaking is not present, then the rule is
not applicable. If a chimpanzee is not sure, that there is
an actor of the shaking, the rule is not applicable and the
consequence about the location of food and corresponding
action is not derived.

The identification of an actor is a hard problem in the
noise ghost condition. The results of the experiment show
that an application of such type of a rule is stressing –
some apes reacted with caution and withdrawal. It is pos-
sible that some apes identified some problems with the
justification of the rule.

Anyway, more than half of the population identified
the cup containing food.

Example 11 Finally. alsonoise arbitrarycan be inter-
preted in terms of a default rule.
BEGIN
the prerequisite

a distinguishing criterion of the source of a noise in-
side a cup
the justification

a distinguishing criterion of a natural source of the
noise
the consequence

the same as in the noise case.
END

If no natural cause of the noise is identified, the rule is
not applied.

The experiment has shown according to ((Bräuer et al.,
2006)), that apes did not treat causal and non-causal noises
equally.

Finally, we emphasize that we do not assume a con-
scious application of the rules (accessible by a kind of in-
trospection). Our idea is that the rules are built-in (learned
or innate) mechanisms of behaviour.

5. CONCLUSION

Summary
We have analyzed the experiments of ((Bräuer et al.,

2006)) in terms of the semantic framework of distinguish-
ing criteria. Distinguishing criteria of situations, events,
situation types, event types, problems, rules has been de-
fined.

Important are rules – the distinguishing criteria, which
assigns distinguishing criteria to other distinguishing cri-
teria. This kind of distinguishing criteria represents natu-
rally reasoning as a derivation of meanings (information)
from other meanings (information). In a case study we
tried to describe possible rules applied by apes in a part of
the experiment of ((Bräuer et al., 2006)).

According to our best knowledge, we presented a first
attempt to characterize reasoning of pre-language agents
in a semantic (or knowledge representation, if you do not
like the adjective “semantic” in this context) framework.

Open problems
Of course a fine-tuning, refining and a further elabo-

ration of our framework is necessary. More examples of

animal reasoning should be analyzed in much more detail.
An experimental implementation should be useful.

An attempt to consider also positioning of this work
within a larger framework of research is missing. For ex-
ample a relation of our approach to the question of symbol
grounding could be discussed. Really, distinguishing cri-
teria, evolved thanks to the interactions with an environ-
ment provide a possible solution of the symbol grounding
problem, see ((Takáč, 2008)).

May be, some personal comments to that topic are
needed. I consider the attempts to solve the symbol ground-
ing problem (i.e. to design and implement such software,
which do not work with meanings introduced from outside
and interpreted only by users of the software) as very chal-
lenging. Anyway, I consider the very origin of the sym-
bol grounding problem as the product of an “alchemistic”
phase of artificial intelligence (the phase aiming at mys-
terious “intelligent machines” or “artificial minds”) and I
have not a sufficient motivation to be involved explicitly
in tackling the problem.

Stimulations for knowledge representation theory
The framework of distinguishing criteria is a flexible

one. It can be used from very simple cases of distinguish-
ing to sophisticated cases, where distinguishing is sup-
ported by a syntactically rich structured language with a
model-theoretic semantics or by the subtleties of a natu-
ral language. We believe that an analysis, formalization
and implementation of a quick (human) inference (using a
language) can take a significant advantage of the attempts
to comprehend animal reasoning.

Ideas of the heterogeneous representation – graphical,
visual etc. combined with sentential, see ((Barwise and
J.Etchemendy, 1998)), can be incorporated into the appa-
ratus of distinguishing criteria. Heterogeneous represen-
tations provide an interesting challenge for the knowledge
representation research.

Investigation of animal reasoning, of heterogeneous
representations and other challenges can contribute to a
more deep and more manifold characterization and com-
prehension of reasoning than that, which is provided by
the contemporary logic. On the other hand, each inves-
tigation of reasoning should be aware of the deep results
of contemporary logics and of the logic-based research of
knowledge and reasoning.

Adaptivity
Animal reasoning evolved thanks to an adaptation of

animals to the living conditions in their environment. We
did see that dogs and apes did not understand cues, which
are not important from the point of view of their experi-
ence and living conditions. The ability to understand a
kind of cues is demonstrated by making some inferences.
Making some inferences can be interpreted as an adapta-
tion to the living conditions.

We believe that our framework of distinguishing crite-
ria is well suited for a development of an adaptive knowl-
edge representation.

Distinguishing criteria are functions. Their applica-



tion in interaction with an environment may lead to a fine-
tuning of the functions, to their adaptation to new obser-
vations, experience (using standard or nonstandard tech-
niques of machine learning). Promising results can be find
in ((Takáč, 2006a; Takáč, 2006b; Takáč, 2008)).
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ABSTRACT 

The present work is a part of educational research, 
which explores the applicability of Catastrophe Theory 
for testing nonlinear hypotheses in this field. This part is 
an extension of previous investigations and contributes 
to the understanding the nature of mental processes in-
volved in problem solving. Research has shown that stu-
dents’ achievement in science education and particularly 
in problem solving is associated with some psychometric 
/cognitive variables, such as information processing ca-
pacity (working memory capacity and/or mental capac-
ity). The information processing however, interferes 
with other variables, such as cognitive style or logical 
thinking, which could act as inhibitory processes. That 
could lead to working memory overload and to student’s 
failure. The present work adds to the previous research 
by examining the working memory overload hypothesis 
as a catastrophe effect and proposes a cusp model, which 
accounts for discontinuities in students’ performance. 
Data were taken from tenth-grade student examination in 
chemistry and physics. Measurements were taken at two 
points in time, and the data analysis involved dynamic 
difference equations and statistical regression tech-
niques. The model implements two cognitive variables 
as controls: Baddeley’s working-memory capacity as 
asymmetry factor and logical thinking as bifurcation. It 
proved to be superior to the linear counterparts, and that 
shows the limitations general linear model (GLM). The 
model, which is a phenomenological one, demonstrates 
nonlinear interactions between students’ mental re-
sources and mental tasks, and supports the dynamical 
nature of problem solving process where nonlinearity is 
expected. This work contributes to realization of a para-
digm shift for research in social and behavioural science. 
Moreover, it demonstrates the feasibility of providing 
empirical evidences for nonlinear processes in education 
research, and it could build bridges between NDS-theory 
concepts, psychological or/and pedagogical theories. In 
addition a some philosophical - ontological and episte-
mological - questions concerning the utilization catas-
trophe theory models in social research. 

1. INTRODUCTION 

1.1. The Working-Memory Overload Hypothesis 
Basic research in science education has shown 

that the information processing theories and models 
could be utilized in order to understand and explain stu-
dents’ performance. The above theories focus on the ca-
pacity limitation of short-term memory, which has been 
proved to be of great importance mainly in problem 
solving. Two theoretical constructs prevail in this re-
search area: the theory of Constructive Operators [1] and 
the working memory (WM) model [2]. They both ac-
count for the limited human channel capacity by imple-
menting the concepts of working-memory capacity and 
mental capacity respectively. However there are recent 
theoretical discussions about a possible unification of the 
two theories [3] [4] [5]. These mental resources express 
subjects’ information processing capacity and they have 
correlated with successful performance in chemistry and 
physics problem solving. Working memory capacity and 
mental capacity are associated with the mental demand 
of the problem that is “the maximum number of thought 
steps and processes which have to be activated by the 
least able, but ultimately successful candidate in the light 
of what had been taught” [6]. In science education prob-
lem solving, a model that is associated with the working-
memory overload hypothesis, states that if a student does 
not fail for lack of information or recall, he/she is likely 
to be successful in solving a problem if the problem has 
a mental demand, which is less or equal to the subject’s 
information processing capacity, unless the student has 
strategies that enable him/her to reduce the mental de-
mand of the problem to become less than his/her proc-
essing capacity [6]. Thus, as the problem increases in 
complexity and if the human channel capacity has a final 
limit, the decrease of achievement may be rapid after the 
limit has been reached [7]. The rapid decrease in stu-
dents’ achievement has been described as working 
memory overload and it has been demonstrated by an 
inverse S-shaped curve, which is the graph of students’ 
performance as a function of the mental demand of a 



problem. The steepest slope of the graph corresponds to 
subjects’ capacity overload. While the theoretical model 
could provide explanation of students’ performance, the 
related experimental works have not always supported it 
[8]. This led to the statement of a number of necessary 
conditions, which must be fulfilled in order for the 
model to be valid: the logical structure of the problem 
must be simple; the problem has to be non-algorithmic; 
the partial steps must be available in the long-term 
memory and accessible from it; the students do not em-
ploy chunking devices; no ‘noise’ should be present in 
the problem statement; it holds for field independent 
students  [9]. [10]. The above restricts the model to a 
few cases and in addition objections have been raised 
concerning the ‘discontinuity’ of this sudden drop [8]. 

 

1.2. Nonlinear Models in Science Education  
The main body of the aforementioned research 

was based on linear statistics and the model has actually 
two disadvantages. First, the sudden changes in stu-
dents’ performance were not modeled properly as dis-
continuities in a mathematical sense. Second, the linear 
statistical model includes only one variable; the informa-
tion processing capacity while it is recognized that addi-
tional variables, such as the degree of field dependence/ 
independence and logical thinking have immediate im-
pact on the model. An attempt to demonstrate nonlinear 
changes in students’ performance was the development 
of a complexity theory model, which implemented con-
cepts, such as fractal dimension, order and entropy [11] 
[12]. In this work, rank-order sequences of the subjects, 
according to their scores, were generated, and each score 
was then replaced by the value of subject’s information 
processing capacity. Then the sequences were mapped 
onto a one-dimensional random walk model and when 
treated as dynamic symbolic sequences, were found to 
possess fractal dimension or entropy depending on the 
complexity of the problem. The subjects’ capacity over-
load affected the rank-order achievement scores by 
changing its order, that is, changing its entropy. The 
sudden decrease in students’ performance was then ob-
served as phase transition in one-dimensional system.   

 A later study tests the nonlinear dynamical hy-
pothesis in science education problem solving by apply-
ing catastrophe theory. Within the neo-Piagetian frame-
work a cusp catastrophe model is proposed, which ac-
counts for discontinuities in students’ performance as a 
function of two controls: the functional M-capacity as 
asymmetry and the degree of field dependence/ inde-
pendence as bifurcation. The two controls have func-
tional relation with two opponent processes, the process-
ing of relevant information and the inhibitory process of 
disembedding irrelevant information respectively. The 
cusp catastrophe model proved superior comparing to 
the pre-post linear counterpart. This model was sup-
ported by the data and provided the basis for building 
bridges between NDS-theory concepts and neo-Piagetian 
theories. This study set a framework for the application 
of catastrophe theory in education.    

 

2. CATASTROPHE THEORY 

2.1. Mathematical aspects 
Catastrophe theory [13] concerns the study of equilib-
rium behaviour of a larger class of mathematical system 
functions that exhibits discontinuous changes. It relates 
discontinuous changes in dependent variables as a func-
tion of continuous variation of the independent variables 
(controls). CT models in science involve dissipating sys-
tems or potential-minimizing systems. Such models ig-
nore the very large number of internal variables, and 
they constrain the description of the local observed be-
haviour by a small number of control parameters [14] 
[15]  [16].   

An important aspect of CT is the classification Theo-
rem, which states that all discontinuous changes of 
events can be modeled by one of seven elementary topo-
logical forms [17]. These forms are hierarchical and are 
described by one to four control parameters depending 
on the complexity of the behaviour they encompass and 
describe. The elementary catastrophe models are classi-
fied into two groups: The cuspoids and the umbilics. The 
formers have drawn most of the attention in social sci-
ence applications. They involve one dependent variable 
and have potential functions in three to six dimensions 
and response surfaces in two to five dimensions. The po-
tential function is the integral of the response surfaces 
function. They are namely the fold, cusp, swallowtail 
and the butterfly model [17]. The potential function for 
the fold catastrophe is  

ayyayV −= 3/),( 3                       (1) 

Where y is the dependents measure and a is the control 
parameter. Its response surfaces function is defined as 
the set of points where the equation (2) holds: 

                     (2) ayyayV −= 2/),( δδ

The most interesting and most applicable is the cusp 
catastrophe model. The cusp model applies to a system 
that has two states of stable equilibrium or two attrac-
tors. It describes changes between two qualitatively dis-
tinct forms for behaviour or states. These states within 
the context encompassed in an educational system could 
represent success or failure.  

Changes between the two states is a function of the 
two controls: asymmetry (a) and bifurcation (b). a and b 
are the independent variables and have a particular func-
tion in the process of change and in the underlying 
mechanism. The relation between behaviour y and the 
controls is given by the equation (3), which corresponds 
to potential function of the cusp catastrophe:   

aybyybayV −−= 2/4/),,( 24            (3) 

While the cusp response surface is a set of points 
where  
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abyyybayV −−= 3/),,( δδ            (4) 

The cusp surface is three-dimensional and features a 
two-dimensional manifold (Figure 1). 
 

 
Figure 1.  A three-dimensional representation of 

the cup catastrophe response surface for students’ 
achievement.  

 
For a dynamical system controlled by a potential 

function the equation dy / dt = - δV / δy holds. Thus, the 
set of values of y defining the response surface can de-
scribe changes in behaviour over time. A description of 
the cusp response surface is given in section 3.3.  

The other catastrophe models are the swallowtail and 
the butterfly catastrophe, which are described by three 
and four control parameters respectively [14] [16] [17]. 

Some important concepts associated with the imple-
mentation of CT, especially with the cusp model are the 
notion of random force, which occurs when the system 
is exposed to an entropy-inducing event (in thermody-
namic sense). The random force is applied during time 
∆t, when the catastrophic event suppose to occur and it 
usually tents to increase the entropy of the system. As 
the entropy of the system increases, the probable loca-
tion of its elements in space expands to the limits of its 
confinement. Bifurcation can serve as entropy reducing 
mechanism by partitioning the elements into two areas 
of relative stability. The elements of the system are not 
equally exposed to random force because another pa-
rameter determines the level of expose and this is the bi-
furcation parameter in a cusp model [17].  

In these nonlinear processes the concept of causality 
differs from the traditional view. In CT model the coac-
tion of random force and bifurcation mechanism are 
considered jointly and are said to cause the phenomenon, 
which implies bifurcation, entropy and autonomous 
process. The concept of cause is replaced by a combina-
tion of control, and the usual independent variables are 
referred as controls.  

 The statistical methods which exist and are applied 
in empirical data are discussed in the last section.   

3. EDUCATIONAL RESEARCH  

3.1. Methodological aspects for a cusp model  
The method presented here involves dynamic difference 
equations and statistical regression techniques. The dy-
namic difference equations apply where the behaviour of 
a system is measured at two points in time. During the 
time that elapses between the two measurements, time 1 
and time 2, it is assumed that a ‘random force’ has been 
applied to the system and it is sufficient to excite trajec-
tories across the fullest possible range of the catastrophe 
manifold and to result a bimodal distribution The bimo-
dality is not necessarily due to the presence of two dis-
tinct subpopulations, but it may reflect a nonlinear sys-
tem having double stable equilibria, that is, two attrac-
tors. For an educational research during the elapsed time 
between measurements an intervention or the action of 
mental resources is assumed. These mental resources are 
correlated with the variables, which could be imple-
mented as controls in a cusp model.  For the present 
model these are the working-memory capacity (WM) 
and the logical thinking (L).   

For the statistical analysis, the raw scores of the de-
pendent and independent measures were transformed to 
Z scores corrected for location and scale σs.  

 
sYYZ σ)( min−=                        (5) 

 
The location correction is made by setting the ze-

ro at the minimum value of Y. The scale, σs, represents 
the variability around the modes or the ordinary standard 
deviation (σ). The later was used in the present research. 
The specific equation to be tested for a cusp catastrophe 
model is:  

 
5413

2
12

3
1112 bWMbLZbZbZbZZZ ++++=−=∆      (6) 

 
The alternative linear models are the following: 

Linear 1                                    (7) 321 bLbWMbZ ++=∆

Linear 2         4321 )( bLWMbFbMbZ +++=∆          (8) 

Linear 3            413212 bZbLbWMbZ +++=              (9) 

The cusp model holds if equation (6) proved to be supe-
rior to the linear alternatives in terms of statistical indi-
ces  
and variance explained.  
 

3.2. Measurements, Hypotheses and Results 

3.2.1. Measurements 
In order to apply difference equations, we need 

to measure achievement at two points in time, Time 1 
and Time 2. At Time 1, the Test 1 included knowledge 
recall questions from related theory, simple calculations 
(partial steps) and simple conceptual questions. The 
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above assured that a minimum of basic prerequisite 
knowledge was available in the long-term memory. At 
Time 2, Test 2 consisted of a demanding problem in 
physics, which required activation of mental resources 
such as, WM and logical thinking. Time is implicit here. 
In addition, al subjects, who were 9th, grade secondary 
school students, were tested for working-memory capac-
ity and logical thinking ability.  
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Figure 2. Frequency distribution of students’ 
achievement at Time 1 and Time 2. 

 
Working-memory capacity. The concept of 

working memory, that has been widely used in cognitive 
science, refers to the human limited capacity system, 
which provides both information storage and processing 
functions, and is necessary for complex cognitive tasks, 
such as learning, reasoning, language comprehension, 
and problem solving. The model was extensively devel-
oped by Baddeley and his coworkers [2]. The working-
memory capacity of the students was assessed by means 
of the digit backward span (DBS) test, which is part of 
the Wechsler Adult Intelligence Scale. This test involves 
both storage and processing and has been used as meas-
ure of working-memory capacity in relevant works [6] 
[18].   

Developmental level: Developmental level is a 
Piagetian concept and refers to the ability of the subject 
to use formal reasoning. It was assessed by the Lawson 
test, a pencil-paper test of formal reasoning [19].  

3.2.2. Hypotheses 
Four interdependent research hypotheses were 

associated with this work: 1) Problem solving is a nonli-
near dynamical process. 2) The overload of the working-
memory capacity could be understood better by 
reference to inhibitory processes. 3) Bimodal distribu-
tion of students’ achievement could be model and ex-
plained by implementing catastrophe theory models. 4) 
Logical thinking could act as bifurcation parameter in a 
cusp catastrophe model, where the working-memory ca-
pacity acts as the asymmetry factor.  

3.2.3. Results 
The statistics of regression are summarized in 

Table 1. The cusp model proved to be superior to the 

linear pre-post control model explaining 69% of the 
variance. Large variance explained is not surprising for 
catastrophe theory models. Theoretically, in dynamical 
processes and in the vicinity of a bifurcation, a catastro-
phe theory model ignores the very large number of in-
ternal variables, and constrains the description of the lo-
cal observed behaviour by a small number of control pa-
rameters [14]. This is the basic advantage for applying 
Catastrophe Theory for psychological and educational 
research.  
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Bifurcation parameter: Logical Thinking 

Figure 3. Bifurcation in students’ achievements 

 
 

Table 1. Summary of Regression for the Information 
processing:  Cusp Catastrophe and Control Models  

(N=86). Working memory capacity (W) and Logical 
Thinking (L) 

Model Adj R2 t Model   F 
     

Linear 1 0.18  10.2**** 

W  2,88**   

L  -1,09  

Linear 2 0.17  6.7*** 

W  1,84   

L  -0,65  

M X L  0,13  

Linear 3 0.52  32.5**** 

Z1  1,51   

W  5,57****  

L  -2,84**  

Cusp  0.69  47.6**** 

Z1
3  3,41**   

Z1
2  -4,45****  

L X Z1   -2,67**  

W  5,42****  

*p < 0.05,  ** p < 0.01, *** p < 0.001, **** p<0.0001, 
 



 

3.3. Model interpretation 
 

The cusp model introduces nonlinearity to the 
behavioral data and to the theories existing behind the 
treatment. The model describes the pattern of behaviour 
(achievement) in problem solving, driven by two mental 
processes having functional relation with the chosen 
control parameters. It demonstrates that both linear and 
nonlinear changes in behavioural variable might be ex-
pected. 

At low values of bifurcation variable changes are lin-
ear and smooth and at high values of bifurcation they are 
nonlinear and discontinuous. At low values of the asym-
metry factor changes occur over the lower mode and are 
relatively small. At middle values of asymmetry factor, 
changes occur between modes and are relatively large. 
At high values of asymmetry factor, changes occur 
around the upper mode and are again small. At the con-
trol surface we can observe the bifurcation set mapping 
in the unfolding of the surface in two dimensions (Fig-
ure 1). The cusp bifurcation set induces two diverging 
response gradients, which are joined at a point, the cusp 
point. At the cusp point the behaviour is ambiguous, 
while the two diverging gradients represent the varying 
degree of probability that a student might succeed or 
fail. 

The above geometry of behaviour suggests that for 
certain mental resources or variables involved in prob-
lem solving and in certain cognitive tasks of a given 
complexity, a point, the bifurcation point there exists, 
beyond which the system enters an area of discontinuous 
changes. Any subject with values of control parameters 
corresponding to points within this area named the area 
of inaccessibility could be pulled towards either attrac-
tor, success or failure (Figure 3). In addition a phenome-
non of hysteresis is observed, that is, subjects with the 
same parameter values oscillate between the two stable 
states and also denotes the double threshold effect. The 
hysteresis introduces nonlinearity and demonstrates that 
small differences in control parameters, which are re-
lated to certain abilities or mental resources (initial con-
ditions), may lead to sudden jumps from success to fail-
ure. 

Generally, we can conclude on the initial re-
search hypotheses that: 1) Problem solving is a nonlinear 
dynamical process. 2) The overload of the limited hu-
man channel capacity could be understood better by ref-
erence to disembedding ability or degree of field de-
pendence/ independence, which corresponds to an in-
hibitory process. 3) Bimodal distribution of students’ 
achievement could be explained by implementing a cusp 
catastrophe model. 4) Logical thinking acts as bifurca-
tion parameter in a cusp catastrophe model, where the 
working-memory capacity is the asymmetry factor.    

 

4. DISCUSSION: HIGHLIHTS AND 
CONTROVERSIES 

First, it is important to single out that a statisti-
cally significant cusp model introduces nonlinearity to 
the specific domain and to the existing theories. For cog-
nitive science/ psychology the empirical evidence for 
hysteresis effect could provide bridges with Nonlinear 
Dynamical Systems Theory and support the dynamic na-
ture of brain functioning and meets findings of important 
investigations taking place in contemporary neurosci-
ence [20] [21]. For science education problem-solving 
education the nonlinearity has important theoretical and 
practical implications. First, in certain type of problems, 
which are non-algorithmic novice problem solvers at a 
learning stage, follow mental paths and processes, which 
are nonlinear and dynamical in nature. In such problems 
the information required for the solution is not hidden 
exclusively in the initial conditions, but it is generated 
by the evolution of an iterative and recursive process 
[21] [22]. In these are dynamical processes; the role of 
mental resources reflected in the variables implemented 
in this research is very crucial. This should have an im-
pact on teaching where the algorithmic problem solving 
may be inadequate for preparing student to deal with un-
predictability when they have to face unfamiliar and 
challenging cognitive tasks. Extended analysis of this 
matter could be fund elsewhere [23]. Moreover, foster-
ing the dynamical view, theories of learning, information 
processing and constructivism have to abandon the 
“computer metaphor” for brain functioning. Instead they 
have to develop more rigorous theoretical constructs and 
this is their future challenge.  

 There are some methodological issues and some 
controversies worth discussing about catastrophe theory 
and its application in social sciences. Since 1970, CT has 
used to describe discontinuous behavior at various cir-
cumstances such as Zeeman’s proposed models [24]. On 
the other hand it raised criticism [25] based on mathe-
matical and epistemological arguments. In contrast to 
criticism, some Zeeman’ model have properly tested 
empirically [28]. More over, the development of mathe-
matical background [34], statistical techniques and theo-
retical concepts, CT has been revisited and utilized in 
social science as a framework for modeling and under-
standing discontinuous behavioral changes in social sys-
tems.   

In social science, there are three approaches in 
testing hypotheses based on catastrophe theory: The pa-
rameter estimation technique developed by Cobb [26] on 
the basis of the method of moments and maximum like-
lihood; the GEMCAT method of latent variable extrac-
tion by Oliva et al. [27] and the method developed by 
Guastello [28][29][30]. The latter is implemented in the 
present analysis.  

There are some important remarks to be 
stressed about the later methodology, which is imple-
mented in this research: The method is based on struc-
tural equations and uses polynomial regression tech-
niques to test the catastrophe theory hypothesis. Basi-

AKRR’08, Porvoo, Finland  



cally is a theory driven approach, where each control va-
riables has an essential role within a theoretical model, 
which describes a process from where discontinuity 
emerges. The basic philosophy of this method is not the 
curve fitting, contrary to other approaches. Methodol-
ogically, in the regression procedure variables could be 
entered in the order of descending polynomials or simul-
taneously [31]. The experimental variables chosen for 
the model are not assumed to contribute to only one con-
trol parameter. On the other hand, it is important for the 
hypothesis tested, the relevance of the variable with the 
function of the variable to be specified.   

The method implements dynamic difference 
equations, which operationalized differential functions, 
such as equation (4), staged as a probability density 
function (pdf) by using the Ito-Wright formulation [29] 
[31].  

Another worth discussing point is the use of 
difference scores. The use of difference scores tradition-
ally is not preferred in measuring psychological and 
educational data, because of the addition of errors. In 
classical psychometric theory, it is assumed that errors 
are uncorrelated with true scores. However this is not 
always true [32]. In intraindividual behavioural changes 
there are depended errors, which especially in the case 
of a nonlinear process, increase with the true scores. 
These ‘errors’ contribute to the expansion of variance. 
They are indicative of a nonlinear process and are cap-
tured only by nonlinear models [31]. Ergo, the catastro-
phe models explain larger portion of the variance. But 
the main point, which is in the core assumptions of this 
methodology is that, whenever a difference score is util-
ized in psychological or educational data, a differential 
function is implied. This function accounts for the 
changes, which could be smooth and/or discontinuous 
changes.  

There is a philosophical question related to ontol-
ogy of catastrophe models, and to whether these could 
be observed in social science data and in particular in the 
behavior of a cognitive system. This example of catas-
trophe theory application offers an interesting model for 
describing rather than explaining the behavior. This is a 
phenomenological model only; it cannot be said that it 
explains subjects’ behavior. Zeeman has raises an essen-
tial question by asking what mechanism could be re-
sponsible for holding the state of the system on the be-
havioral surface [24]. The answer for a physical system, 
such as Zeeman’s catastrophe machine, is nested in the 
operation of a potential function and the dynamic of the 
system.   

 In the mathematical formalism of the model (see 
corresponding section) an assumption was made, that is, 
the system is controlled by a potential function that is 
analogous to the potential function of a energy minimiz-
ing system. From philosophical point of view, it is an 
important ontological question: How can one support the 
existence of such function and the existence of dynamic 
as well, in a psychological system (in favour to the ap-
plication of catastrophe theory). We must point out here 

that the same philosophical question for the General Lin-
ear Model (GLM), that is compared as control in this 
methodology and it is so widely used in social science, is 
also unanswered. The assumption of linearity is the sim-
plest thing to consider and to treat mathematical, but is it 
so in social and psychological reality. The addition, for 
example, of attitudes scores with IQ scores in a linear 
multiple regression, which examines the effect of some 
kind of attitudes scores with IQ scores on a behavioral 
variable, of does not make much sense. What important 
information can the GLM tell us is, if a statistically sig-
nificant (linear) effect of these factors on our dependent 
variable there exists. The linearity is one of the basic as-
sumptions when the GLM is used.  

On the other hand, nonlinearity consists a fun-
damental assumption in methodologies applied with 
analogous tools to brain-science [36], behavioral science 
[37] [38] [39] or to economics [40] and to catastrophe 
theory models as well [41] [42] [43]. The nonlinearity is 
the result of the operation of a potential function. It is 
important to support the ‘existence’ of such function and 
the existence of dynamic as well, in a psychological sys-
tem. This is ontologically equivalent to the existence of 
the attractor, which is also fundamental in complexity 
theory and in dynamical system theory, and it is analo-
gous to energy minimum is classical physics. The energy 
minimum is a special case of the attractor concept that is 
a stable state for system. In contemporary brain science 
and neuroscience, it has been shown that an observed 
pattern could be described as an “attractor”, because the 
brain system is seen to converge to the pattern from a 
variety of starting points, as though it were “attracted” 
[44][45]. Thus, an obvious place to seek for attractors in 
a psychological system is the neural-base functioning of 
the brain. Moreover, a theoretical model [46] based on 
recent neuropsychological evidences has provided in-
sights on brain functioning and a mathematical descrip-
tion of its dynamics. According to the model, brain func-
tions as a dissipative dynamical system. This theoretical 
analysis provides support to the ontological assumption 
for the existence of ‘potential’ function and nonlinearity. 
According to the model, in compensation to unpredict-
ability due to the nonlinear character of the underlying 
process, the following should hold for the system: The 
existence of multiple attractors possessing invariant 
measures in the dynamical system governed by the in-
terplay among the order parameters and drastic reduction 
of degrees of freedom in the vicinity of a bifurcation and 
the emergence of essentially only a few dominant order 
parameters. The above support the dynamical hypothesis 
at the behavioral level and favor the application of catas-
trophe theory. Returning to behavioral level and behav-
ioral science, given that brain functioning could give rise 
to attractors at this level, so that the operation of hypo-
thetical potential function with multiple stable equilibria 
in a psychological system is not incompatible. 

The theoretical analysis within a philosophical 
discussion answers or at least gives to some extent a sat-
isfactory answer to ontological question for nonlinearity. 
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Nevertheless, further epistemological questions on meth-
odology may arise at phenomenological level where the 
catastrophe theory models operate. It is promising 
however that CT and nonlinear methods in general, are 
receiving an increasing attention in social science re-
search along with development of the appropriate statis-
tical and methodological tools. 
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Language Technology and Machine Translation in the European Fund-

ing Programmes: the Quest for a New Paradigm

Kimmo Rossi

Abstract: In the long and sometimes painful history of machine transla-
tion, promising progress started to emerge when systems were made to learn to
translate instead of being programmed to do so. The current statistical machine
translation (SMT) paradigm can be seen as the first generation of self-learning
translation systems. Recent advances in machine learning, cognitive systems
and the neurobiology of language learning suggest exciting avenues for new re-
search on self-learning systems that would progressively learn to understand
language, and, ultimately, translate more accurately into other languages, over-
coming the apparent shortcomings of the relatively crude SMT systems. While
language emergence in cognitive systems is being studied in a number of promis-
ing research projects, the application of this paradigm to translation and other
forms of language processing remains largely unexplored. Adaptive and dynamic
knowledge representation, architectures and reasoning mechanisms could prove
useful tools in tackling the hard problem of making machines learn language.
This talk aims at putting these research questions into the context of European
research funding system.
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ABSTRACT

The paper presents a morphological learning process sim-
ulated by an ICA (Independent Component Analysis) al-
gorithm. In an unsupervised manner, the algorithm is able
to discover emergent morphologically-motivated features
from a representative corpus of Italian verbs. The dis-
covered features can be assumed as non-discrete and dis-
tributed representations of the morphological data. Fi-
nal results also reflect a desirable configuration of an as-
sociative network, in which different verbal forms share
features or categories corresponding to grammatical and
paradigmatic attributes. Without reference to the linguis-
tic notion of ‘morpheme’, our system provides a func-
tional model that explains some peculiar aspects of the
organization of the mental lexicon.

1. INTRODUCTION

Recently in the field of word processing, the nature of the
morphological representation of the speaker’s mental lex-
icon has been a much debated question. Controversies
about the role and nature of the morphological informa-
tion stored in the lexical system, are still open.

Associative models of morphological processes have
been developed to explain the relation of form and mean-
ing within interconnected forms [1]. In this framework,
words are fully stored in the speaker’s lexicon, including
complex words and irregular inflected forms [2]. Accord-
ing to these models, the frequency of words sets the as-
sociative strength for all the sets of forms in lexical stor-
age, thereby guaranteeing processes for both the produc-
tivity and retrieval of morphological data [3]. Thus all
of the morphologically defined structures are the outcome
of a processing of a single full-form that is connected to
other words on the basis of their orthographic and seman-
tic properties. Some other studies, instead, have shown the
coexistence of the associative model with morphological
structures decomposed (as affixes and stems) to process
the words [4]. This approach, in its versions [5], claims
that full-form representations must be combined with the
morpheme-based decompositions to guarantee the correct
processing of data, including irregular inflected forms (gen-
erally morpheme-based decomposition is provided for reg-
ular forms, whereas the irregular forms are fully listed in
the speaker’s lexicon. See [5] for an overview). Other
studies outline different properties as important structur-

ing elements of the mental lexicon. Morphosyntactic prop-
erties seem to play a crucial role in experiments of free
recall tasks [6]. In particular, with reference to Italian
verbs, information about conjugation and mood is rele-
vant to the mental organization of the verb system [7].
On the other hand, psycholinguistic and linguistic evi-
dences [8], support the hypothesis that paradigmatic re-
lations exert a polarizing action on the stored forms, thus
defining processes of comparison and opposition within
the paradigmatic dimension. Also, the theoretical notion
of ‘morpheme’ as the minimal part of form and meaning
for compositional processes [9] has to be reconsidered.
Many authors have claimed that morphological processing
is performed via full-form representations [2, 10]. They
also state that it is preferable to deal with morphological
markers by treating them as morphosyntactic attributes,
rather than by treating them as morphemic units [11]. Re-
cent studies, in a probabilistic perspective, suggest that
the morphological structures are inherently graded [12].
In particular the morphological gradience emerges as the
result of the probability distribution of distinct forms (in
full-word representations) combined with analogy-based
processing (as, for example, the paradigmatic analogy [13]).
Rejecting the classical-localist approach of the ‘morphemic
representation’, this view considers the emergence of non-
discrete morphological representations as a consequence
of statistical regularities presented by data during the learn-
ing phases. In this sense, the morphology is guided by
gradient structures modelling the morphology according
to solely principles of the data as the frequency, the sta-
tistical regularities, the paradigmatic analogy, without any
exogenous parameters of supervision.

In this paper we report a simulation of an unsuper-
vised learning of the Italian verb system, using an ICA al-
gorithm, with the purpose of finding non-discreted (mor-
phological) representations guiding the belonging of the
morphological data to well-defined linguistic categories.

2. UNSUPERVISED METHODOLOGIES

Unsupervised learning regards the capability to discover
of structural relevances from data that are initially raw
and not structured. An essential property of unsupervised
learning systems is that no pre-model or external param-
eters are defined a priori: the learner (after training) pro-
poses by itself a suitable model (with its values and pa-



rameters) that explains data which have been previously
learned. Considering morphological learning as an unsu-
pervised learning, presupposes that raw data have under-
lying morphological structures; in other words, it means
that simple data input already contains all the informa-
tion needed to guarantee correct linguistic performances
such as, for example, the morphological segmentation.
Recent unsupervised learning systems [14, 15], that use
only raw text as input, have been implemented to output
morphologically-based segmentation performances. These
approaches develop a morphological grammar which is
based on a set of heuristics. Those are to be found, ac-
cepted and adopted by the system to maximize the de-
scriptive efficiency of all morphemes necessary for the
correct analysis of the words. These systems use primitive
types such as as stems, suffixes and signatures (see [14]
for the definition of signature). Their major problem is
that the above mentioned approaches are too linguistically-
oriented, meaning that they assume some linguistic knowl-
edge on how the data should be processed. The segmen-
tation is considered as a sequential processing, aimed at
locating morphological components in the words. In our
view, instead, no additional information about the means
and methodology for processing is to be supplied to the
system, apart from the data input. The use of Independent
Component Analysis (ICA) aims to provide an unsuper-
vised learning scenario for morphological processing (see
[16] for ). We have applied an ICA algorithm to a repre-
sentative corpus of Italian verb system in order to extract
a number of morphological features later recognized as
linguistic categories.

3. INDEPENDENT COMPONENT ANALYSIS

Independent Component Analysis (ICA) [17] is a statis-
tical and computational technique that is able to find la-
tent factors underlying a set of multivariate observations.
Specifically, ICA carries out feature extraction from a set
of measured data or signals by assuming that observed
data are a linear combination of unknown hidden variables
statistically independent and nongaussian. In an ICA frame-
work a mixed model is:

x = As (1)

where x = (x1, x2, ..., xn)T is the vector of observed
variables, s = (s1, s2, ..., sn)T is a vector of variables
called independent components and A is a mixing matrix.
This equation can be inverted and expressed as follows:

s = Wx (2)

where the weighting matrix W equals the inverted mixing
matrix A. One independent component can be expressed
by the following equation:

si= wT
i x = Σjwijxj . (3)

Here we should note that only the mixed data x are ob-
servable, whereas the source components s and the mixing
matrix A are not. ICA finds A and s by observing solely

x. In other words, ICA determines the decomposition of
(1) in an unsupervised manner.

In the following section we give further details on ICA
methodology.

3.1. ICA: details

The ICA method presupposes some conditions for its per-
formance:

• Statistically independent components. As its name
suggests, ICA needs signal sources to be statisti-
cally independent (independent components). Two
components are independent if any knowledge about
one implies nothing about the other. This assump-
tion, of course, does not affect the observed data x.

• Nongaussian components. Strictly connected to sta-
tistical independence of components condition, ICA
assumes that component have a nongaussian distri-
bution [17]. Therefore maximizing nongaussianity
of wTx in (3) is a guiding point to estimate s1.

• Indeterminable variances of components. Variances
of s cannot be determined. This assumption is a
consequence that both A and s are unknown. Any
scalar multiplier in one of the sources, si, can al-
ways be cancelled by dividing the corresponding
columns of A, ai, by it. In this sense, we fix magni-
tudes of independent components by assuming unit
variance: E{s2

i } = 1. There remains only an am-
biguity of sign: one could multiply a component by
−1 without affecting the model.

• Indeterminable order of components. Since A and
s are unknown, the order of components cannot be
determined. The order of A and s can be exchanged
and it is possible to call any of the independent com-
ponents as the first one.

3.2. ICA and Morphology

The capability to reveal underlying features, together with
unsupervised data processing, makes ICA methodology
a plausible tool for simulating a morphological learning
process. A possible implementation of ICA in morpho-
logical analysis requires to deal with morphological data
as complex structures. In an ICA generative model (Eq.
1), morphologically-defined forms can be considered as
mixed variables x of a (linear) combination of different
components. Each of these components contributes, with
different efficacy, to the final realization of x. One mor-
phological well-formed form (like a verb), in our terms,
has to be intended as an observed variable x, i.e. as the
result of the composition action carried on by the mixing
matrix A and by the independent components s . These
independent components represent ‘primitive ingredients’

1Maximizing nongaussianity of wTx is just what the ICA algorithm,
used in our work, does. For further information on this algoritm, called
FastICA, see http://www.cis.hut.fi/projects/ica/fastica/ [18].



of the datum itself, and can be interpreted as linguistically-
motivated features, or markers, used to specify the gram-
matical and lexical properties of the datum. The focus
of this work is to investigate how it is possible for hid-
den features of linguistic categories to emerge during an
unsupervised learning of morphologically encoded data.
The emergence of linguistic underlying features, extracted
from a morphologically-defined set of data, has to take
into account also frequency effects in the distribution of
input data. Obviously type and token frequency effects
may encourage different representational aspects of mor-
phological data.

We believe that the statistical independence condition,
adopted by ICA, confers this methodology more compu-
tational interest than that obtained by classical methods,
such as Principal Component Analysis (PCA) and Sin-
gular Value Decomposition (SVD) [19] which are based
on the uncorrelatedness of components (for a comparison
see [20]). The independence of the components implies
the uncorrelatedness, while the uncorrelatedness does not
imply the independence of the components. In order to
demonstrate that, we need to define the notion of covari-
ance. We know that the covariance is the measure of how
much two random variables vary together. The covariance
Cov between two real random variables X, Y in a prob-
ability space (Ω,P(Ω), P ), where Ω = {ω1, ω2, . . . ωn},
P(Ω) denotes the subparts of Ω and P is a probability
measure, is defined by

Cov(X, Y ) :=
n∑

i=1

P (ωi)X(ωi)Y (ωi)−

−

(
n∑

i=1

P (ωi)X(ωi)

)(
n∑

i=1

P (ωi)Y (ωi)

)

In a practical instance let us assume Ω={ω1, ω2, ω3}
with uniform probability P (wi) = 1/3, i = 1, 2, 3. In
this space let us define two real random variables X and
Y by

X(ω1) = 1, X(ω2) = 0, X(ω3) = −1,

Y (ω1) = 0, Y (ω2) = 1, Y (ω3) = 0;

then it is easy to prove that, although Cov(X, Y ) = 0
(that means that the two variables are uncorrelated), the
two variable X and Y are not independent, because

X = 0 =⇒ Y = 1,

which means that any information on X provides infor-
mation about Y .

The main success of ICA lies on the assumption that
statistically independent variables can generate mixtures
of signals that represent the observed data. ICA can de-
compose the observed data and recover the original (inde-
pendent) sources.

The following sections describe the decomposition of
Italian verbs, obtained by ICA algorithm according to (Eq.
1), to discover plausible linguistically-motivated features
affecting a mental lexicon representation of morphologi-
cal data. Sensitivity to frequency effects will also be in-
vestigated by means of the ratio between input (type/token)
frequency and number of features extracted. The inflec-
tional richness of Italian conjugation is a good benchmark
to test our hypothesis.

4. THE ITALIAN CONJUGATION

Morphology of Italian verb is characterized by a complex
inflectional paradigm with a consistent number of subsets
to account for irregular and sub-regular verbs [21]. All of
the Italian paradigmatic cells are filled by means of a basic
stems/suffixes concatenation process. Inflection suffixes
encode morphosyntactic information on tense, mood, per-
son, number and conjugation. As reported in descriptive
grammars [22], in the Italian verb system we distinguish
three verbal classes corresponding to the three different
conjugations on the base of the thematic vowel present in
the infinitive form, between the stem and the inflectional
suffix. First conjugation, with the thematic vowel -a, is
the most productive class. With the highest relative dis-
tribution (72.4% of the Italian verb classes [23]) it largely
covers the set of regular verbs. Neologisms and foreign
loan words all fall into it. The second conjugation, with
the thematic vowel -e, includes mostly irregular verbs (its
distribution is 16%) and the third conjugation, defined by
-i as thematic vowel, has a distribution equal to 11.6%
and is composed mostly by regular and partially produc-
tive verbs. Besides the conjugation level, also paradigms
seem to define highly natural inflectional classes. Differ-
ent approaches [21] revalue the paradigmatic dimension
for controlling the stem alternation function. These stud-
ies show, by means of different computational evidence,
that the form of stems is directly determined by the in-
formation that defines each paradigmatic cell. Paradig-
matic information, therefore, forces the entire verb sys-
tem in several micro-classes that appear to be determinant
in morphological learning [10] and may have exerted a
convergent pressure in the history of Italian verb system.
One Italian verb looks like a complex linguistic object,
determined by lexical and morphosyntactic information,
as well as a paradigmatic action forcing verb into sub-
classes.

5. UNSUPERVISED LEARNING BY ICA

As previously said, our goal is to obtain a decomposition
process in (Eq. 1) by using an ICA algorithm, with x as
morphologically encoded Italian verbs. In the following
paragraphs, we provide more details of the model design
and input data used for learning.

5.1. Input data

Our input data are verbs written in standard Italian or-
thography. The verb corpus includes all the simple verbal



forms, about 51, of 30 inflectional paradigms. Accord-
ing to the relative distribution of the Italian verb conjuga-
tion [23] mentioned above, 19 of these belong to the first
conjugation, 6 paradigms are picked up from the second
conjugation and 5 from the third. We consider the sin-
gle verb segments as rows of X. A binary encoding of
30 components (since we define 30 distinct segments in
our Italian morphological inventory) is adopted to assign
an orthogonal vector for each morphological segment2.
In details, every segment in X is, in a binary fashion,
coded together with its left and right morphological con-
text. This methodology allows an individual segment (in
Focus position) to be computed with its complete morpho-
tactic environment (Left/Right context) during the creation
of the matrix X. In other terms, we create a morphologi-
cal context matrix X in which xij marks the ith morpho-
logical segment in the jth morphological context, latter is
arranged in a focus and left/right context sizes (see Figure
1). The number of the columns in the matrix X is defined
by the longest word of the corpus. It is worth noting that
our ‘windowing’ approach ensures a full-form encoding,
without any alignment adjustments or adopting of ad hoc
solutions.
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Figure 1. Morphological encoding for creating the matrix
X. The example shows encoding for volare, ‘to fly’. The
rows of X are morphological segments of verbal forms
which are defined on the basis of columns of X, specify-
ing contextual (morphological) information. The number
of the columns in the matrix X is defined by the longest
word of the corpus. A binary encoding of 30 components
is used to orthogonally represent each segment in X.

5.2. Model design

Figure 2 illustrates the adaptation of the generative model
in (1) for our purposes. Matrix X is meant as a linear com-
bination of linguistically-motivated features S according
to the values of a mixing matrix A.

Our attention will be focused just on A. Each column
in A corresponds to one single feature that contributes,
multiplied by S, to reconstructing X, i.e. the input mor-
phological segments. In this view, all the rows of the mix-
ing matrix A compose a N-dimensional3 vector represen-
tation for each morphological segments.

2See [24] for ICA applied to binary data.
3For reasons of computational performance, we reduce the matrix X

Figure 2. The ICA model adopted for linguistic (morpho-
logical) features extraction from matrix X using mixing
matrix A and independent components S.

5.3. Results

After ICA application to X, the mixing matrix A is in-
vestigated. The ICA algorithm was applied setting 50 in-
dependent components for the decomposition (1) of the
morphological data matrix, X, thus A = aij where j =
1, . . . , 50 whereas the index i marks the ith morphologi-
cal segment. The results are satisfactory.

Emergent linguistically-motivated features are discov-
ered by the system and defined as markers of morpholog-
ical information. Verbal data are disassembled in different
distributed features matching with linguistically-known cat-
egories. In particular, after a statistical distribution analy-
sis, emergent features correspond to grammatical and para-
digmatic attributes. The first ones provide information on
morphosyntactic aspects as tense, mood, person and num-
ber. Paradigmatic attributes, instead, mark the paradig-
matic family with which the verb (and its lexical class)
is related. Inside the corpus, we can distinguish a typol-
ogy of G, grammatical or morphosyntact features, and of
P attributes, paradigmatic information features. Verbs of
the same grammatical classes, share the same G-type at-
tributes. On the contrary, verbs of the same paradigmatic
classes have P-type attributes in common. Due to the large
corpus, we present a limited number of example of fea-
tures extraction. Figure 3 reports the results for four G-
type attributes recognizable as morphosyntactic features.

We plotted the segments (one segment for each ver-
bal form) that maximize the selected component. In other
terms, about 1500 verbal segments are plotted against dif-
ferent dimensions (among the 50 dimensions) of the mix-
ing matrix A. The segments are expressed as cross-markers.
Thus, the y-axis defines the value of one selected fea-
ture for the word segments and the x-axis indicates the
number of the word segments. Circled crosses define the
verb segments belonging to a particular grammatical cat-
egory, i.e. defined by morphosyntactic attributes. It may
easily be noted that high values of y-axis (selected com-
ponent) mostly refer to segments that are grammatically
marked. The 10th component of A is significant for a
morphosyntactic attribute like FIRST PERSON PLURAL,
whereas the IMPERFECT INDICATIVE4 is marked by 5th
component of A. The ICA algorithm individuates hid-

to 50 components by using Principal Component Analysis. This reduc-
tion is a procedure of the FastICA algorithm we have used [18].

4The Imperfect tense describes a situation in the past, namely an
event which was ongoing or repeated. In English it is often expressed
by past continuos tense.



den representations of (statistically) implicit structure in
the input X matching plausibly grammatically-based at-
tributes. Paradigmatic attributes (P-type) examples are
displayed in Figure 4. Squared-crosses indicates verb seg-
ments paradigmatically-related to the same reference lex-
eme. Inflected forms of the paradigmatic structure DEFI-
NIRE ‘define’ (squared-cross markers) are marked out for
high weights of the 41st component of A. The 48th com-
ponent, instead, specify the verbal forms of the paradigm
AMARE ‘love’.

5.3.1. Distributed representations

The features (or attributes) extracted by ICA algorithm
can be assumed as N-dimensional representations mark-
ing morphological information. In this sense we say that
they provide emergent distributed and non-discrete rep-
resentations of verbal data. In such distributed represen-
tation each form is represented by vectors of attributes,
i.e. the independent components, that cluster morpholog-
ical data by means of fragmented (latent) linguistic in-
formation and not by single-valued discrete variables (as
the ‘morphemic representation’). The emergent attributes
can account for morphological similarity and, at the same
time, determine degrees of linguistic category member-
ship: the degree of membership of category, for a verb, is
specified by the its number of features specifying the cat-
egories (in our terms, grammatical and paradigmatic cate-
gories). See Figure 5 for an illustration of the distributed
morphological representations of verbal forms. A more
detailed analysis of the number of features that determine
category membership is likely to highlight micro-classes
of prototypical morphological stem patterns, ‘islands of
reliability’ [25], that are high productive in selecting spe-
cific subregular suffixes.

In an associative framework [2], the G and P-type fea-
tures can be arranged in one grid of an associative model
in which morphosyntactic and paradigmatic information
are related to each other, in order to guarantee the effi-
cient processing for retrieval, interpretation and productiv-
ity of new verbal forms. In our framework, an associative
network of morphological processing can be designed by
‘setting in rows’ the decomposed morphological segments
to reconstruct the order of segments for each verb.

Four verbal forms, picked up from the corpus, are pre-
sented in Figure 5. The same morphosyntactic attributes
are shared by the forms belonging to the same grammat-
ical classes. The attributes in common for dicevo ‘I was
saying’ and camminavo ‘I was walking’ are defined by
G(12), G(21), G(14), G(22), G(6), G(5), G(17) and
G(37). These G-type attributes plausibly specify the class
1 SINGULAR IMPERFERCT INDICATIVE. Other gramma-
tical classes, defined by G(19), G(9), G(8), G(18) and
G(4), are traced in the representations of dicevate ‘You
were saying’ and camminate ‘You walk’, both as 2nd per-
son plural. These emergent features are likely to mark
the class 2nd PLURAL. An interesting aspect is given by
the features G(12), G(14) and G(5) that are shared by
camminavo, dicevo and dicevate ‘You were saying’. The
grammatical class IMPERFECT INDICATIVE can be expli-

cated by these common components. Paradigmatic rela-
tions are also expressed in our associative network. In
Figure 5, verbal forms of the same paradigmatic structure
as camminavo and camminate (or dicevo and dicevate) are
marked by P-type attributes indicating paradigmatic rela-
tions among the verbs of same paradigmatic family. A
frequency sensitivity is also exhibited by the system. To
test this evidence a new decomposition by ICA was imple-
mented by sampling the corpus verbal forms according to
their probability densities in a free context corpus of 5000
words. High-frequency forms effects are accounted for by
means of the number and of the weight (i.e. the ‘intensity
value’) of the features discovered. The number of gram-
matical features, extracted by ICA algorithm, seems to be
incrementally related to the frequency of the grammatical
forms. High-frequency of forms belonging to grammati-
cal classes (as the IMPERFECT INDICATIVE) are defined
by features (for G-type features), whose number increases
until an equilibrium point is reached. This is because the
features grain the verb until they reach a critical point of
stabilization.

This descriptive compromise regards the whole set of
features (G and P-type) and it is yielded by the ratio be-
tween the number of features and the data they have to
represent. Another interesting aspect of frequency role is
given from tokens frequently attested in the corpus. The
weights of the features, i.e. the independent components,
have a higher prominence for frequent verb forms, com-
pared with the normal average that is calculated in fre-
quency normalized conditions.

6. FUTURE DIRECTIONS

We have reported an application of the ICA algorithm
to Italian verb system. The goal of the experiment was
to obtain an extraction, in an unsupervised fashion, of
linguistically-motivated features from orthographically en-
coded input data. Our final results look promising. Un-
derlying grammatical and paradigmatic information fea-
tures are detected by the system and considered as inde-
pendent components of the verb corpus. The emergent
features provide also a distributed representation of the
morphological data. The distributed representations of
morphological information can be interpreted as a low-
dimensional reduction process of morphological data that
drives a possible order in the mental lexicon. Due to ‘win-
dowing’ encoding of the input data, the decomposition of
ICA is applied to the full-form without alignment’s adjust-
ments. In our opinion this aspect sounds interesting, since
micro-class paradigmatic relations, crucial for morphol-
ogy learning, can be investigated in detail [25]. The de-
composition processing can be also guided by frequency
effects. Token and class token frequency specify respec-
tively the intensity value and the total number of the dis-
covered features.

Different future modifications are desirable:

• Adopting a morphonological encoding for input data.
Orthography level is biased from a psycholinguistic
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Figure 3. Plotting of the segments, one for each corpus verbal form, maximizing the selected component. Examples of
G-type attributes, 10th, 5th, 45th, and 23rd component of A. High values of these components in y-axis specify quite
clearly the belonging of the verb segments (cross markers) to different grammatical classes (circled-cross markers), in
terms of morphosyntactic attributes (as IMPERFECT INDICATIVE).

point of view. More phonologically-inspired input
representations need to be considered.

• Increasing the number of independent components
for the extraction of features. We surmise that a
deeper specification of features should provide for
more grained morphological representations.

• Obtaining a fixed N-dimensional vector representa-
tion of features for each verbal forms by overlap-
ping the distributed representations of morpholog-
ical verbal segments. For this purpose, aspects of
descriptive economy have to be analyzed in detail to
highlight the critical compromise between the fea-
tures’ number and the data they have to represent.
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ABSTRACT

In this paper, we describe a variant of the semantics of dis-
tinguishing criteria for artificial agents. A distinguishing
criterion is a computational abstraction of meaning and
is modeled by a locally tuned detector reacting to some
part of its input space. All criteria are dynamic in that
they are autonomously and incrementally (re)constructed
during the life/runtime of the developing agent. We ap-
ply this semantic framework to learning from episodes de-
scribing both performed and observed actions in a virtual
environment by “who did what to whom and with what re-
sult” theta role frames. Thanks to their mirror neuron-like
nature and auto-associative property, the acquired criteria
enable the agent to plan actions and predict their results,
infer internal states and possible actions of other agents,
and open a route to situated pragmatic language use.

1. INTRODUCTION

The work described in this contribution could be charac-
terized as a constructivist ordevelopmental[1] approach
to building intelligent systems, which emphasizes the role
of incremental and continuous learning. Instead of an in-
built (pre-programmed) knowledge/ontology, the systems
are endowed with learning capabilities that allow them to
acquire/construct representation of knowledge relevant to
their goals during their lifetime (run-time). This approach
is especially suitable for tasks in open and dynamic envi-
ronments (virtual or real) with characteristics that cannot
be exhaustively captured at design-time, such as intelli-
gent search on the world wide web or a robot control on a
remote planet.

In [2], we have theoretically elaborated the no-
tion of “meaning” and “understanding” in neutral non-
anthropocentric terms so that it can also be used with pre-
verbal living organisms and artificial agents.1 We have
identified several design principles for building under-
standing agents:

1. Individual representation of meanings of each
agent should be incrementally and continually con-
structed in its interactions with the environment.

This research has been supported by grants VEGA 1/3105/06 and
1/0361/08.

1In the following, we will use the termagent to denote any au-
tonomous entity achieving some goals in a (real or virtual) environment
by perception and action, regardless of whether it is a human,animal,
robot or a software entity.

2. Possible meanings should also include those captur-
ing the dynamics of the environment.

3. For mutual understanding, individually constructed
meanings should be collectively coordinated in so-
cial interactions.

Based oňSefŕanek’s idea of distinguishing criteria as
basic semantic units and a formal abstraction of the abil-
ity to distinguish [3], we have elaborated a computational
formalization of thesemantics of distinguishing criteria2

(SDC) [4], together with mechanisms of its autonomous
construction. The ideas were implemented in computa-
tional models of meaning construction driven by (simu-
lated) sensorimotor interaction [5] and social instruction
[6], wherein we also explored stability of meanings in it-
erated intergenerational transmission.

In this contribution, we focus on the individual aspect
of meaning acquisition process. We introduce a mod-
ification of SDC that features robust and stochastic au-
tonomous action-based construction of episodic represen-
tation of meanings. We will suggest how this representa-
tion can be used in language grounding, prediction, plan-
ning, and for a computational equivalent of empathy.

2. SEMANTICS OF DISTINGUISHING CRITERIA

The semantic knowledge of an agent is represented by
a (dynamically changing) set ofdistinguishing criteria.
Each distinguishing criterionr represents one meaning
and has the following properties:

learnability: r can be incrementally and continually con-
structed from an incoming sequence of examples
{x1, . . . , xN},

identification: for an inputx, r returns a probability that
x is an instance of the concept represented byr.
r(x) → [0, 1] ,

auto-associativity: for a (possibly incomplete or noisy)
input x, r returns the best example (prototype) of
the represented concept.

2.1. Geometrical interpretation

In computational implementation of distinguishing crite-
ria, we were inspired by a notion ofconceptual spaces

2In our older works, we also used the nomenclaturediscrimination
or identificationcriteria.



[7], in which objects are represented as vectors/points in
geometrical spaces with dimensions defined by their at-
tributes, and (natural) concepts correspond to (convex) re-
gions in space. An object (projected to a vector/point)
is categorized by finding the closestprototype(geometric
center of examples of some category).

The crucial difference between the original concep-
tual spaces and our approach is that we use as a distance
measure that determines category membership3 a unique
metric stored with each distinguishing criterion, instead
of a common (Euclidean) metric. Each metric depends on
parameters that are iteratively recomputed from incoming
examples of the category and reflect their statistical prop-
erties such as (co)variances and frequencies of occurrence
of their attributes,4 so that differences in highly varying
characteristics are less important for the total distance than
in invariant ones [6]. Hence, distinguishing criteria work
aslocally tuned detectorswith adaptively changing activ-
ity curves and receptive fields of various shapes, which
have a good neurobiological plausibility [8]. In [4, 6], we
described how locally tuned detectors with transformed
input can serve as representation of various types of con-
cepts (objects, properties, relations, changes, situations).

3. EPISODIC REPRESENTATION

3.1. Frame interface

In all our models, we assume that distinguishing criteria
operate on frames – sets of〈attribute: numeric value〉
pairs, e.g.

{employeeID:105; age:30; salary:1200} .

Frames can be conceived as vectors in the space with
dimensions defined by their attribute names, and are gen-
eral enough to serve as an interface for describing arbi-
trary (possibly preprocessed) input, e.g. vectors of sensor
readings, matrices of retinal activity, frequency tables in
text analysis, database records, etc. This is especially use-
ful for agents that will operate in virtual environments.

We even use frames for information passing between
layers of distinguishing criteria in our model architecture.
Criteria can be organized in layers, where the criteria of
the lowest layer operate directly on the external input and
higher-level criteria operate on frames that represent ac-
tivity configuration of the lower layer.5 Such an archi-
tecture resembles a neural network; however, since nodes
correspond to concepts, individual memories or types of
episodes, the network is inherently dynamic and has no
fixed topology. The set of potential nodes is open – new
nodes appear, obsolete disappear, etc.

Hence, our goal can be reformulated as building a
learning mechanism that discovers structural regularities

3The degree of category membership is an exponentially decaying
function of the distance from the category’s prototype thatis iteratively
recomputed as the sliding average of incoming examples.

4Due to errors, noise, and/or incomplete or developing perception,
sets of attributes of examples of a category do not have to be identical.

5Names of attributes in the frame are IDs of active criteria and values
are their activities.

a)

[ACT ={eat:1; howMuch:6},
SUBJ ={dir:2; @energy:10; posX:4; posY:3},
OBJ ={nutrition:129; posX:3; posY:3},
dSUBJ={dir:0; @energy:+6; posX:0; posY:0},
dOBJ ={nutrition:-6; posX:0; posY:0}]

b)

{ACT_eat:1; ACT_howMuch:6; SUBJ_dir:2;
SUBJ_@energy:10; SUBJ_posX:4; SUBJ_posY:3;
OBJ_nutrition:129; OBJ_posX:3; OBJ_posY:3;
dSUBJ_dir:0; dSUBJ_@energy:6; dSUBJ_posX:0;
dSUBJ_posY:0; dOBJ_nutrition:-6; dOBJ_posX:0;
dOBJ_posY:0}

Figure 1. Theta role structure describing a particular
episode – a subject placed on the position (4,3) with en-
ergy level 10 ate 6 units of an object placed on (3,3) with
nutrition value 129, which resulted in +6 increase in the
subject’s energy level and -6 decrease in the object’s nutri-
tion value. No other properties were changed. Attributes
with ‘@’ prefix (‘@energy’) are internal, i.e. only per-
ceivable by the subject itself. The letter ‘d’ in ‘dSUBJ’
and ‘dOBJ’ stands for∆, and denotes change, i.e. the
difference between the corresponding attribute values in
two subsequent time steps. Figure a) shows the theta role
frame in more human-readable format, but the agents ac-
tually use format shown in b), which merges all roles into
one frame by using prefixes.

in frames with potentially open set of attributes and uses
them for categorization and auto-association [9].

3.2. Episode frame

In particular, we apply this general framework to input
of a special type [ACT, SUBJ, OBJ,∆SUBJ, ∆OBJ]
that represents the agent’s perception of one elementary
behavioral episode in terms of roles defined by a per-
formed/observed action (Figure 1). In the input frame,
attributes with SUBJprefix describe perceived properties
of the subject (agent) of the action, OBJthe object (pa-
tient) of the action, ACT parameters of the action and
∆SUBJ , ∆OBJ its consequences (resulting change in
subject/object’s properties). The frame can be incomplete,
i.e. missing some attributes or the whole role(s). In that
case, auto-associative retrieval mechanism should fill in
the missing information, based on the agent’s previous
experience. By extracting structural regularities in input
frames, the agent gradually acquires situated knowledge
about its environment, its own abilities, affordances of ob-
jects, etc.

3.3. Example experiment

The details can best be illustrated in a particular exam-
ple. We have deliberately chosen a very simple toy exam-
ple that, however, well demonstrates the basic principles
and possibilities of our approach. We have implemented a
simple 5x5 simulated environment with 4 agents charac-
terized by attributes direction, position (X,Y), energy, and



Figure 2. The architecture of the representation consisting
of two layers of distinguishing criteria. The gray frame
depicts possibly incomplete input frame; the black one
represents auto-associative retrieval.

10 objects (food sources) characterized by position (X,Y)
and nutrition value (all values were generated randomly).
In each time step, each agent could perform a random ac-
tion with parameters:6 turn (resulting in the change of
own direction),move(change of own position), oreat a
bit of a randomly selected object in its vicinity (resulting
in increase of own energy and decrease of nutrition value
of the object proportionally to the eaten amount).

Initially, the agent had no knowledge of effects of the
actions, but could learn it gradually by observing its own
actions and those of other agents.7 Agent could perceive
all actions currently happening in its visual field.8 The
roles of the input frame were filled in with attributes as
perceived by the observing agent, e.g. the attribute of en-
ergy was private (only visible to its possessor but not to
other agents).∆SUBJ and∆OBJ parts of the frame were
constructed by subtracting values of the subject/object’s
perceived attributes before the action from those after the
action.

3.4. The architecture and learning

We used two-layer architecture (Figure 2). The input
frame was first fed into theprimary layer, which trans-
formed real-valued attributes to population coding – con-
figuration of [0,1] activities of primary detectors. The pri-
mary layer activity configuration was then fed into the
episodic layerthat stored memories of (types of) events
encountered.

3.4.1. Primary layer

Technically, the primary layer consisted of separate
landmark pools, dynamically created for each newly-
encountered attribute. The purpose of each landmark pool
was to approximate the continuous domain of its attribute
with a limited number of dynamically createdlandmarks
(elementary 1-dimensional distinguishing criteria) thatre-

6The parameters, such as angle, number of steps, or eaten amount
were random too, but constrained by agent’s simulated physical limits.

7The agent could try to move beyond the borders of the lattice, eat
from an empty food source or even try to eat another agent – suchactions
resulted in no change of attributes.

8The visual field of an agent was the segment of the lattice defined
by its direction±45◦ within the distance 4 from its position.

flected the probability distribution of the encountered val-
ues (Figure 3).

Consider an attributea. In the course of
time, the agent encounters a sequence ofa’s values
{x1, . . . , xN | xi ∈ R} (in different frames). The land-
mark pool for a iteratively computes thea’s sample
variance σ2 and creates a set of landmarksLa =
{v1, . . . , vk | k ≤ K}, where K is the capacity of the
pool. For an input valuex, each landmarkvi reacts with
the activity

vi(x) = exp (−c · di(x)) , wheredi(x) =
|x − vi|

2σ
K

(c is a positive constant9 andvi is the sliding average of
the values that updatedvi). Hence, any real-valuedx can
be represented by the landmark reacting tox with the
highest activity (the winner).10 This way, the landmark
pools of the primary layer encode all attributes of the in-
put theta role frame and pass it on to the episodic layer.11

As the (initially empty) landmark pools are created dy-
namically upon encountering new values, the algorithm
that computes the activities should also provide for learn-
ing. We use a simple algorithm that finds a winner and
either updates the winner if it is close enough to the input
value, or inserts a new landmark equal to the input value
otherwise, unless the landmark pool has already reached
its maximum capacity (see Figure 4).

Sometimes it happens that two independently created
landmarks converge to the same value in the course of
time. To prevent this situation, we implemented a pair-
wise testing for similarity between the landmarks. If any
two landmarks with valuesv1 and v2 and hit frequen-
cies (of being a winner)N1 andN2 react to each other’s
value with the activity bigger than the identity threshold
θI , they are merged into one landmark with the hit fre-
quencyN = N1 + N2 and the valuev = N1

N
v1 + N2

N
v2.

3.4.2. Episodic layer

The episodic layer is a dynamically created set of distin-
guishing criteriaE = {e1, . . . , en} that represent mem-
ories of types of events (behavioral episodes). Each cri-
terion e ∈ E is created from and updated by a sam-
ple of its incoming example frames. It maintains the
numberN of examples seen so far (the size of the sam-
ple), a set of attributesAe (the union of sets of attributes
of all example frames), and a pair〈fa, pa〉 for each at-
tributea ∈ Ae, wherefa is the frequency of occurrence
of a in the example frames andpa is the sliding aver-
age of all encountered values ofa. For an input frame

9In our experiments, we usedc = − ln(0.5)/2 so that the value
vi(x) = 0.5 (used as a decision thresholdθm for adding new land-
marks) is returned fordi(x) = 2, which means|x − vi| = 4σ

K
, i.e.

1

K
th fraction of the estimated range of the attribute. The otherparame-

ters we used wereK = 20 andθI = 0.95.
10Possible alternatives are all landmarks with activities bigger than

some threshold, or simply the activity configuration of the whole land-
mark pool.

11The names of attributes in the resulting frame combine originalat-
tribute names with unique IDs of landmarks in the pools.
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Figure 3. Dynamically created landmark pool approxi-
mating a non-uniform distribution of 1000 sequentially
presented attribute values (a) with 5 (b) and 10 (c) land-
marks. The difference between a presented value and the
most active landmark normed by the standard deviation of
the whole sample in each time step is depicted in the graph
(d).

For an input attribute-value pair〈a : x〉, wherex ∈ R:
Retrieve a landmark poolLa = {v1, . . . , vk} for a
(if it does not exist yet, create a new one with a single
landmark inx).
Winnerv = vi∗ , wherei∗ = argmaxi (vi(x)).
If k < K andv(i) < K

k
· θm andv(i) < θI ,

then add intoLa a new landmarkl in x and returnl,
else updatev by x and returnv.

Figure 4. The pseudo-code of the learning/retrieval algo-
rithm for the primary layer.K is the maximum capacity of
the pool,θm is the category membership threshold, andθI

is the identity threshold. Multiplying the thresholdθm by
K/k in the condition for adding new landmarks promotes
bigger precision in case there are still spare resources.

x = {〈a : xa〉 | a ∈ Ax, xa ∈ [0, 1]} that describes the
resulting activity of the primary layer, the criterione re-
turns the activitye(x) = exp (−c · de(x)), where

de(x) =

√

∑

a∈Ae−G

(xa − pa)2 ·
fa

N
. (1)

G is the (possibly empty) set of attributes (“ignore list”)
that should not contribute to the total distance. If we view
auto-association as a sort of search or retrieval from a
noisy or incomplete input, the set “G” serves as the wild-
card in the search. The retrieval mechanism returns the
episode that best matches the input in all other attributes;
nevertheless, the retrieved episode may also contain at-
tributes in G (and possibly some others), which can be
viewed as prediction of their values. Depending on the
content ofAe − G, the auto-associative retrieval supports
the inference of abilities of an agent (ifAe − G contains
attributes describing SUBJ theta role), affordances of ob-
jects (retrieval from OBJ theta role), simple planning (re-
trieval from desired∆SUBJ,∆OBJ) and others.

The meaning of the formula (1) should be clearer, if
we recall that the input to episodic criteria is a configu-
ration of activities of the primary layer. It means that the
real values of attributes in the original (primary-layer) in-
put frames are population-coded, i.e. eachxa ∈ [0, 1] and
different real values are possibly represented by different
attributes.12 Hence, attributes that vary much in the in-
put sample will have low values of the quotientfa/N and
they will not contribute to the total distance so much. On
the other hand, invariant attribute values will have highpa

and highfa/N (close to 1), so the criterion will require
also high values ofxa, i.e. better match (bigger precision)
of a corresponding primary detector.

The learning/retrieval algorithm of the episodic layer
works in the following way: For a new input, the most
similar memory (the criterion reacting with the highest
activity, the winner) is retrieved. If it is similar enough

12In (1), the differences are summed over all attributesa ∈ Ae − G.
If some of these attributes are missing in the input frame (a /∈ Ax) the
respectivexa are considered to be zero.



For an input framex:
Winnere = ei∗ , wherei∗ = argmaxi (ei(x)).
If e exists andsimilar enough(e, x),
then updatee by x and returne,
else add intoE a newen+1 in x and returnen+1.

Figure 5. The pseudo-code of the learning/retrieval algo-
rithm for the episodic layer.

to the input, its internal statistics are updated by the in-
put, otherwise a new criterion with the input as its first
example is added to the memory (see Figure 5). The test
for being “similar enough” can be completely internal, i.e.
only based on the activity of the winner, or can also take
into account some external pragmatic feedback. The lat-
ter approach is important forecological validity13 of the
agents’ categories. In our experiments, we approximated
the pragmatic similarity with a combination of the frac-
tion of attributes missing (not predicted) in the retrieved
episode with the weighted sum of differences in remain-
ing attributes with more emphasis on attributes represent-
ing theta roles of actions and their consequences.14

We also implemented merging of episodes that have
converged very close to each other. The merging test was
based on pair-wise comparisons similar to those of the pri-
mary layer. Two criteriae1 and e2 were merged into a
new criterione in the following way: Ae = Ae1

∪ Ae2
,

N = N1 + N2, for a ∈ Ae1
∩ Ae2

: fa = fa1
+ fa2

andpa =
fa1

fa

pa1
+

fa2

fa

pa2
(frequencies and values of the

remaining attributes were just copied into the result).
For cognitive economy purposes, we also imple-

mented forgetting of memories that have not been used
for a long time with the exception of those that had been
used very often. Each episodic criterion had a counter of
time steps since the last hit.15 If this counter exceeded the
threshold 100 and the size of the criterion’s sampleN was
less than 50, it was removed from the layer.

3.5. Simulation results

The presented architecture was implemented and we ran
simulations of the experimental setting described in the
section 3.3. In each simulation, all agents started with no
knowledge (blank memory) and had to discover the envi-
ronmental causality and construct appropriate representa-
tions only by performing random actions and by observing
other agents. This was not straightforward even in such a
simple environment, because the same action could lead
to different outcomes in different contexts, e.g. the change
of position caused by moving depended on the agent’s di-
rection and the presence of obstacles (other objects or the

13For example, it is vital to distinguish edible mushrooms from poi-
sonous ones according to the effects of eating them, regardless of their
perceptual similarity.

14We usedwSUBJ = wOBJ = 1, wACT = 200, andw∆SUBJ =
w∆OBJ = 500.

15The counter was set to zero when the criterion became the winner,
otherwise it was incremented by 1.

edge of the lattice) on the route.
The utility of the agent’s created representation was

measured by its ability to predict the results of actions.
Before perceiving the result of an observed/performed ac-
tion (in the form of the role frame with∆SUBJ and∆OBJ
parts), the agent made a prediction as the auto-associative
retrieval from incomplete [ACT, SUBJ, OBJ] input. The
prediction was then compared to the actual episode frame.
The results showed that the agents very soon achieved suf-
ficient success in predicting actions of one’s own as well
as the others (Figure 6a). During its lifetime, each agent
observed approximately 2000 episodes. The average num-
ber of represented and stored types of episodes was sig-
nificantly smaller (see Figure 6b and 6c), so the agents
managed to generalize successfully.

By inspecting the detailed log of the criteria con-
structed and used during the simulations, we found out the
remarkable fact that the agents, when observing actions
of others, were often able to auto-associatively supply the
unobservable internal state (energy level) of other agents
from their own experience in a similar situation (see Fig-
ure 7). As the agents tried to “understand” each newly-
perceived episode by recalling the most similar remem-
bered type of event, the result of auto-association could
be richer in details than the perceived input. We can imag-
ine more complex models than ours, where internal states
include needs, motives, goals, affects, proprioception, and
even some kind of “thoughts”. The auto-associative mech-
anism we just described would serve as a useful computa-
tional equivalent of a simple form of empathy or “theory
of mind” in such models.

4. CONCLUSION

We have proposed a computational-level model of con-
tinuous and incremental adaptive knowledge acquisition
based on performing and observing actions in a virtual
environment. In comparison to related neural networks
models, our architecture is dynamic, entertains fast learn-
ing, and is amenable to internal analysis of the formed
representations.

The important property of auto-associative retrieval
from incomplete input gives the representation a poten-
tial for simple inferences such as determining abilities
of an agent (retrieval from SUBJ), affordances of ob-
jects (retrieval from OBJ), planning (retrieval from desired
∆SUBJ,∆OBJ) and others. Hence, although the criteria
represent whole episodes, implicit categories of objects,
properties, relations and actions are formed as projections
of the criterion’s receptive field into respective partial sub-
spaces.

As the very same representation is used for storage and
retrieval of both observed and performed action, it can be
conceived as a computational equivalent of mirror neurons
[10], which in our model enables the auto-associative in-
ference of internal states of other agents in particular situ-
ations – a computational equivalent of empathy or “theory
of mind”.

The presented model accounts for individual action-
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Figure 6. a) Prediction of results of observed actions. The
difference between actual and predicted episode was eval-
uated by “Dist” – the average of differences in individual
attributes normed by standard deviations of all their ob-
served values, and “PSim” – the pragmatic similarity as an
exponentially decaying function of the weighted distance
that highly penalized differences in∆SUBJ and∆OBJ
parts. b) The number of actively used episodic criteria
stabilized around70 − 80. The measure ‘total’ shows cu-
mulated number of all created episodic criteria (including
those that have been forgotten). c) The variant of the ex-
periment where objects had low initial nutrition values.
At around the time step 200, the agents have already eaten
everything, therefore their energy started to fall and after
some time they could not move any more. Their world
became predictable, the number of actively used criteria
needed for interpretation of their world dropped, and the
total number of criteria showed a tendency to saturate.
(All displayed results were averaged over all 4 agents in
10 simulation runs with different random seeds.)

A0 observed (A3 -> O3):
[ACT ={eat:1; howMuch:4},
SUBJ ={dir:1; posX:2; posY:0},
OBJ ={nutrition:1792; posX:3; posY:0},
dSUBJ={dir:0; posX:0; posY:0},
dOBJ ={nutrition:-4; posX:0; posY:0}]

A0 autoassociated:
[ACT = {eat:1(100%); howMuch:2(50%)},
SUBJ = {dir:0(50%); @energy:40(46%);
posX:1(100%); posY:0(100%)},

OBJ = {nutrition:1795(98%); posX:3(100%);
posY:0(100%)},

dSUBJ= {dir:0(100%); @energy:2.5(45%);
posX:0(100%); posY:0(100%)},

dOBJ = {nutrition:-4(99%); posX:0(100%);
posY:0(100%)}]

Pragmatic similarity = 0.83

Figure 7. When observing an action of other agent A3, the
agent A0 was able to infer unobservable internal attribute
of energy of A3 with pragmatic similarity 0.83. The per-
centages in parentheses are computed aspafa/N and cor-
respond to degree of certainty of the particular attribute
value.

based formation of preverbal meanings. For successful
inter-agent communication, the meanings should be mu-
tually coordinated and associated with some signals in a
collectively coherent way. The emergence of a common
lexicon due to self-organization driven by feedback, e.g.
[11], observation [12] or both [13], has already been suc-
cessfully demonstrated in other models. A straightforward
way of extending our model with communication consists
in conceiving a speech act as a type of action with param-
eters describing the content of the speech (signal, utter-
ance). Such utterances will inherently be contextual and
pragmatic, by being connected to particular states of the
speaker (SUBJ) and the hearer (OBJ), possibly leading
to changes of their states (∆SUBJ,∆OBJ).16 We expect
that a coordinated communication would emerge by self-
organization in the process of mutual observation and im-
itation. However, experimental testing of this hypothesis
remains a topic for our future research, as well as the is-
sue of scaling up to larger populations and more complex
environments.
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ABSTRACT

To build intelligent  systems it  is  crucial  to  understand 
what the phenomenon of meaning is, how can such phe-
nomenon arise and what is  the process  behind it.  The 
meaning is peculiar to living organisms and only for the 
living organisms things in the surrounding world mean 
something. It  is proposed that the meaning arises when 
an agent starts to distinguish things that are positive or 
negative in a sense of survival and behaves accordingly
—preferring desirable  and  avoiding undesirable  states. 
As the life is a process so is the meaning. In this paper a 
simulation of evolutionary agents is proposed to find out 
whether a configuration can arise from a random initial 
state  or  trough the evolutionary process  that  allows an 
agent to distinguish good things form bad ones and to 
choose appropriate action.

1. INTRODUCTION
For living organisms things in the surrounding environ-
ment  mean something.  Everything an  organism senses 
signifies  something  to  it:  food,  fight,  reproduction 
(Hoffmeyer, 1996). The meaning is usually considered in 
relations  with language  and  symbolic  systems and  the 
meaning of one symbol is given by a set of other sym-
bols. Harnad (1990) raised a question how an arbitrary 
symbol system can be grounded in the other meaningless 
symbols and how words actually get their meaning and 
he names this problem the symbol grounding problem. It 
is proposed that the symbols and their meaning can be 
grounded through sensorimotor activity when reference 
between objects or events and symbols is built up (Har-
nad, 1990). But such a grounding to the external world 
has some difficulties to explain abstract concepts (Barsa-
lou, 2008). 

Symbols are regarded in a connection with concepts 
and concepts are said to be mental symbols. A concept 
unifies the classification of things and their meaning. But 
explaining what a concept is faces with the same prob-
lems as the symbol grounding.  The classical  theory of 
concepts expects that a concept is defined as a set of nec-
essary  and  sufficient  features  (Laurence  &  Margolis, 
1999), but usually there is difficult to describe all the fea-
tures that are important in a certain contexts. Therefore 
Barsalou (2003) has proposed a so-called situated simu-
lation theory to explain the essence of a concept and in 
this theory conceptual representation is highly contextu-
alized and dynamical. The concept is formed in an inter-
action  between  perception  and  action  during  a  goal 
achievement (Barsalou, 2008). Things in the world can 

afford to achieve some desired state (Gibson, 1979). The 
meaning of an object or event depends on what it makes 
possible and also on the observer and situation. Nehaniv 
(1999)  also  points  out  that  the  information  gathered 
through the channels of perception and actions turns to 
be meaningful for an agent since it is useful in achieving 
goals of homoeostasis, survival, and reproduction. There-
fore the observation of the surrounding world is always 
selective (Popper, 1991) and it needs some point of view 
or a problem why a certain thing is important. 

The  meaning is  not  a  static  relationship  between a 
thing and its meaning but it is continuously changing and 
therefore it can be regarded as a process, like the life is 
process too. To explain the idea of meaning Cisek (1999) 
proposed the control metaphor explaining how living or-
ganisms behave so that they could get the right stimulus. 
Objects and events mean to an agent whether they sup-
port survival or not and whether they enable to achieve a 
desirable or avoid undesirable state (simply by making a 
distinction between good and bad). A simple process that 
enables simple organisms to migrate towards good things 
(nutrients) and away from bad things (toxins) is chemo-
taxis (Bray, Lewin, & Lipkow, 2007). A comprehensive 
overview of chemotaxis is given by Wadhams and Ar-
mitage  (2004),  a  general  overview  of  living  cells 
(Harold, 2001) and the chemotaxis process is imitated in 
a computer environment by Bray et al. (2007).

Every level described beforehand explains somehow 
the phenomenon of meaning and as Millikan (2004) has 
pointed out the term “meaning” moves freely among the 
described levels and the meaning can be understood in 
relation to one another. The different levels of meaning 
can be regarded as forming an hierarchical structure of 
interacting  processes.  The  meaning  occurred  with  the 
transition from a non-life to life state of early life and 
continued to become more complex when the interaction 
between organisms and their  environment turned more 
sophisticated. 

The aim of this study is to move closer to the origin 
of meaning, it means closer to the origin of the life and to 
discover what might be the process that first gave rise to 
the phenomenon of  meaning.  As there  was not  a  very 
sharp boundary between non-life and life  even despite 
some step-like phase transition (Popa, 2004) the structure 
of the meaning followed similar complexity—from the 
basic  chemical  reactions  till  complicated  conceptual 
structures. 

In this paper a simulation is proposed that analyses 
the simplest  form of  meaning—how an agent  interacts 



with the environment. The simulation takes into account 
a generalized model of chemotaxis and the aim is to find 
an answer how distinction between good and bad arose 
to  explain  the  emergence  of  meaning.  There  are  per-
formed a number of experiments where similar organiza-
tion is used (e.g., a simulation is proposed where agent 
try to find some common vocabulary to describe things 
in the environment (Honkela  & Winter,  2003),  an ap-
proach to use neural networks to train agents for distin-
guishing good and bad things in the environment (Rup-
pin, 2002)). In this paper the idea of artificial chemistry 
(Dittrich, Ziegler, & Banzhaf, 2001) is used and the be-
havior  of agents is a  result  of chemical  reactions.  The 
simulation rather follows the idea how generally process-
es of perception and interaction with environment takes 
place  and  chemical  networks  are  used  as  a  signaling 
pathways.  The  aim  of  the  simulation  is  to  find  out 
whether  from a  random configuration  and through the 
evolutionary process a successful configuration can arise 
that  enables  a  population  of  agents  to  survive.  If  the 
agents are able to properly react in the environment then 
it would give some indication how the phenomenon of 
meaning could have been arisen. 

The paper is divided into four main parts. In the first 
part a theoretical and philosophical background is intro-
duced.  Next  part  the  simulation  environment  is  de-
scribed.  Thereafter  the main results  of experiments are 
given and the final part of the paper includes the discus-
sion and conclusions. 

2. THEORETICAL FRAMEWORK
As it is noted the meaning is peculiar to living organisms 
and it arises from the continuous interaction between an 
agent and its environment. Karl Popper has proposed a 
three-world model (see Popper & Eccles,  1977)  which 
consists of the physical world with its objects and events, 
the  individual  and  unique  subjective  world,  and  the 
world of artefacts. Knowledge acquisition is the interac-
tion between the three worlds. 

The aim of a subject in this world is to survive and 
therefore he must be able to find out regularities within 
this world and categorize things according to the impact 
on survival. The purpose of the categorization system of 
an organism is to provide maximum information about 
the environment with the least  cognitive effort  (Rosch, 
1978).  Categorization must  use features  that  maximize 
similarity between the samples in the cluster and at the 
same time separate different clusters as well as possible. 
An organism must not differentiate stimulus that is irrele-
vant to the purpose at hand. (Rosch, 1978)

At first an agent can use only a trial and error  ap-
proach to study the regularities within the world, because 
it does not have any a priori knowledge about the world. 
As Popper (1991) noted, the method of learning by trial 
and error is learning from our mistakes and it seems to be 
practiced by lower and higher animals.  From the Pop-
per's idea that the knowledge acquisitions is trial and er-
ror  search  the  idea  of  evolutionary  epistemology  has 
grown  out.  Evolutionary  epistemology  emphasizes  the 

importance of the natural selection. It has two main roles, 
first, to ensure fit between an organism and environment 
and second, the trial and error learning is a way to ac-
quire knowledge. The trial and error learning requires a 
mechanism for variation, for selection (fitness) and for 
preserving  and  propagating  the  selected  variations 
(Campbell, 1990). Even if there seems to be some short-
cuts to avoid trial and error approach, such approach is 
still needed at some level. The knowledge and meaning 
are an outcome of evolutionary process. 

To understand what the meaning is it is reasonable to 
turn back to the beginning of the life or to study some 
simple organisms that are ancestors of current natural di-
versity.  There  are  several  theories  how the first  living 
pieces of matter came into existence, like ‘autocatalytic 
sets’ described by Kauffman (1993).  The self retaining 
cycle is the basis of life. It  corresponds to a definition 
called the NASA definition of life: life is a self-sustained 
chemical system capable of undergoing Darwinian evolu-
tion (Shapiro, 2007). The main property of the living sys-
tem ensures  that  the conditions  to  continue  their  exis-
tence are met. Living systems should keep certain critical 
variables within an acceptable range and this mechanism 
is called “homeostasis”. The variables are kept in the de-
sired range by feedback loops forming a control cycle. If 
a certain variable is out of the desired range a cascade of 
chemical reactions follows that brings the system back to 
the desired situation and the trigger of the reactions ceas-
es. 

For example, several hours after eating the blood sug-
ar level drops and it activates certain neuronal activity. 
Activation of the pertinent innate pattern makes the brain 
alter the body state so that the probability for correction 
can be increased (Damasio, 2006). You feel hungry and 
that makes you take steps to get some food. After eating 
the blood sugar level increases and the feeling of satiety 
follows. 

The control cycles also help an organism to classify 
things or events as “good” or “bad” because of their pos-
sible impact on survival (Damasio, 2006). All the things 
are categorized as good or bad and the process of defin-
ing new good and bad things grows exponentially.  The 
internal and external signals are triggers of a certain re-
sponse or behavioral pattern. Animals distinguish inher-
ently some input; some of them are “desirable” and some 
“undesirable” (Cisek, 1999). The desirable situations are 
preferred, like a full stomach, and undesirable are avoid-
able, like danger. Such a distinction gives the meaning to 
the perception—whether  the perceived  object  or  event 
enables to achieve a favorable situation or must be avoid-
ed. Control is gained by studying the regularities within 
the environment and  defining reliable  rules  of  interac-
tion.

Cisek  (1999)  states  that  in  the  living  systems  the 
meaning comes long before symbols because organisms 
have interacted with their living environment long before 
they started to use symbols. Some sophisticated unicellu-
lar organisms were present on Earth for about 2.5 billion 
years  before  the first  multicellular  organisms appeared 



(Alberts et al., 2007). The reason, why arise of multicel-
lular organisms was slow, was a missing communication 
mechanism.  These  communication  mechanisms depend 
heavily on extracellular signal molecules, which are pro-
duced by cells to signal to their neighbors (Alberts et al., 
2007). Through the random search and evolutionary pro-
cess cells had to associate the same meaning to the sig-
naling molecules that we can regard as pre-symbols.

3. SIMULATION DESIGN
A fundamental starting point to design the experiment is 
that organisms or agents need some energy to function. 
Consumption of energy is an important factor because it 
is needed to keep an entropy level of a living organism 
low. Without continuous flow of additional energy and 
resources the process will reach equilibrium when all the 
stored resources are used. If an organism is successful in 
finding new energy sources,  he will survive and other-
wise he dies  out.  The use of  energy instead  of fitness 
function makes the simulation more lifelike and the se-
lection procedure of successful agents is easier.  

The simulation is based on the idea that energy-driv-
en networks of small molecules were the initiators of life. 
Shapiro (2007) supports the theory of metabolism first 
and argues that life began as a combination of simple or-
ganic molecules that stored information for duplication 
and passing it to their descendants. Multiplication took 
place through catalyzed reaction cycles and some exter-
nal source of energy was needed (Figure 1). Based on the 
Shapiro's assumptions the simulation was constructed as 
a very simple one and agents have only simple drives to 
gather external sources of energy and to replicate.  The 
simulation was also inspired by the process of chemo-
taxis—a network of chemical reactions that lead a simple 
organism to move toward favorable and away from unfa-
vorable environments (Bray et al., 2007). 

Figure 1. A network of chemical reactions releas-
ing energy (Shapiro, 2007)

Based on those presumptions an agent based simula-
tion has been built. The aim of the simulation is to test 
whether it is possible that first, a random configuration, a 
set of reaction rules, occurs which allows an agent to rec-
ognize  energy  sources,  and  second,  a  system  starting 
from a random configuration is able to reconfigure and to 
adapt the surrounding environment and generate rules to 

distinguish  good  things  from bad  ones  and  to  behave 
meaningfully. 

Figure 2. An agent in the world

The simulation consists of a world where initially a 
number  of  agents  and  resources—good  energy  rich 
things  and  bad  poisonous  things—are  distributed  ran-
domly. At the beginning of an experiment the agents get 
some initial  energy.  Time in the simulation is  discrete 
and at each time step the reaction rules are applied for 
each agents and based their results an agent can move 
forward, turn or stand still. An agent splits into two parts 
when it has gathered enough energy. At the end of each 
time step  the  number  of  resources  in the world  is  re-
stored. 

Agents are separated entities that can interact with the 
surrounding environment by sensing elements in front of 
it and by moving (Figure 2). An agent consist of a set of 
molecules S = (s1,  …, sn) that  follow a set of reaction 
rules R = (r1, …, rm). In the experiments at least 11 dif-
ferent type of molecules are used (see also Figure 5) that 
can follow one of the four defined reaction rules.  The 
first four molecules define what substance is sensed by a 
perception receptor in front of an agent whether there is 
an empty space or ground – Gr, an energy rich and good 
substance – G, or a bad substance – B, or another agent –
A. Next two molecules define the level of energy rich 
substance inside an agent – E and the level of a bad sub-
stance that increases the energy consumption – NE. Next 
two molecules define whether an agent needs to move 
forward – M or to turn – T. Those first eight molecules 
follow only the reaction rule of perception – P. Last three 
set of molecules are signaling molecules defined through 
reaction they are connected with. The first of them caus-
es increase of a product molecule – I, the second one de-
creases the level of a product molecule – D, and the last 
one cancels a product molecule out – C. The number of 
signaling molecules can be higher and therefore they are 
numbered. 

In this simulation four reaction rules are defined (Fig-
ure 3). The first rule is called a reaction of perception—
the signaling molecules created by the receptor for inter-
nal  or  external  substances.  During  the  perception  the 
same  amount  of  output  molecules  are  created  as  per-
ceived  input,  the  number  of  input  molecules  is  not 
changed. The second rule is a reaction of increase—this 
rule transforms input molecules to output molecules and 



during the process all the input molecules are consumed. 
The third rule is a reaction of decrease—during the reac-
tion  the  number  of  input  and  output  molecules  is  de-
creased  until  one  of  them reaches  to  zero  level.  The 
fourth rule is a reaction of cancellation—during the reac-
tion if there is any input molecule the number of input 
and output molecules is reduced to zero. 

Figure 3. Four reaction rules 1) perception, 2) in-
crease, 3) decrease, 4) clear

An agent behaves continuously in a cycle (Figure 4). 
Within a cycle an agent perceives surrounding environ-
ment and internal  states,  generates  signaling molecules 
and finally takes an action. An action can be whether a 
move or a rotation depending on which of the signaling 
molecules is dominating. At each step an agent consumes 
energy and consumption is increased when an agent has 
consumed some bad things or it has too many reaction 
rules. Reactions in this cycle are formed by a evolution-
ary process. Feedback is provided by a natural selection 
and all unsuccessful configurations become extinct. 

Figure 4. The cycle of behavior and feedback

In this simulation an evolutionary algorithm is used to 
continuously adapt agents with the surrounding environ-
ment. To make changes in the reaction rules of an agent 
the crossover and several mutation operators are applied 
after a predefined number of steps. During a crossover 
the  agents  can  change  part  of  their  chemical  reaction 
rules. Next mutations are applied with a small probability 
and reaction rules of an agent can change their location 
or  order  and appear  or  disappear.  The main difference 

with traditional algorithms of evolutionary computation 
is that instead of using a fitness function and retaining 
minimal  population  size,  a  natural  selection  is  used. 
Agents that are not able to find some energy source die 
after using their energy. 

4. RESULTS OF THE EXPERIMENTS AND DIS-
CUSSION 

To  test  the  hypothesis  several  experiments  were  per-
formed. All the experiments were made in the continuous 
world with the size of 30 x 20 units. The initial number 
of agents was 150 and the world contained 840 units of 
good and 250 units of bad things that all were distributed 
randomly. The simulation ended when it had performed 
850 steps or all the agents had become dead. After each 9 
steps an evolutionary algorithm was applied for survived 
agents  and  crossover  and  mutation  operators  were ap-
plied to the configuration of agents with a probability of 
0.15. The evolutionary algorithm was applied 60 timed 
during an experiment. 

Table 1. A set of predefined reaction rules

Input molecule Reaction rule Output molecule
Increase1 + Move
Energy P Increase1

Energy P Decrease1

Decrease1 - Move
Good P Move
Bad P Turn
Ground P Turn
Ground P Increase1

Bad P Clear1

Clear1 0 Move

Figure 5. Visualization of reaction rules

Before using random configurations a set of rules was 
developed to test whether the environment is applicable 
to solve the task. The predefined set of rules consists of 
three parts (Table 1 and Figure 5), the first four rules in-
crease possibility that an agent starts to move when the 
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value of energy is decreasing. Next three rules define be-
havior when an agent perceives good or bad things. Next 
rule  increases  possibility  that  an  agent  starts  to  move 
when there is an empty space in front of the agent. And 
two final rules ensure that an agent never moves towards 
a bad thing. The rules were used to adjust the parameters 
of simulation environment. Thereafter experiments with 
random configurations  were  performed.  As  the  evolu-
tionary rules were very strict only one experiment of 100 
was successful where some agents survived till the end of 
experiment. But the successful configurations gave inter-
esting results.

The successful set of reaction rules were not as com-
plicated  as  was expected  beforehand.  There  were  two 
main types of successful rules that varied a bit. The first 
set consisted of a rule to move towards an energy source 
and a rule ensuring continuous movement (Table 2). As 
we take this set of rules from the point of an individual 
then those rules do not seem to be very rational, but from 
the viewpoint of the population as a whole it was effec-
tive because  even if  some agents  died  the majority of 
agents were able to find some energy sources. The sec-
ond set of rules was more agent oriented and a contact 
with the bad things was excluded (Table 3). As such a set 
of rules appeared during the evolutionary process it was 
more  successful  than  the  previous  one  and  it  became 
dominating if the number of agents was rather low. 

Table 2. A set of rules successful in the case a big 
number of agents

Input molecule Reaction rule Output molecule
Energy P Move
Good P Move

In general the population was successful when it was 
able to quickly exceed certain threshold. In this case the 
population behaved more like a whole than a set of sepa-
rate  individuals.  The  configuration  of  agents  reaction 
rules was not ideal but good enough to be effective with-
in constraints defined in this world.

Table 3. Simple set of successful rules

Input molecule Reaction rule Output molecule
Ground P Move
Good P Move
Bad P Turn
Agent P Turn

The performed experiments gave some indication that 
from a random initial state a configuration can emerge 
that is able to survive and reproduce. To find a success-
ful configuration a variety of initial states was needed to 
test. As several configurations appeared that were able to 
distinguish good and bad things it could be regarded as 
appearance of an agent's subjective sight into the world. 
As Kauffman (2007) has pointed the reception by the re-
ceptor of a food molecule is information about food and 
it is a presence of proto-semantic. The perception of a 

food source or a bad thing is not just a perception but it 
is connected with the probability of surviving and there-
fore are meaningful for an agent. 

During the  experiments  an  interesting phenomenon 
was  observable.  When  a  successful  configuration  ap-
peared then it became soon dominant and if there were 
not any big disturbances then the configuration lasted till 
the end of experiment. Such a phenomenon has also been 
observable in earlier experiments where once a success-
ful configuration was found it turned out to be unstop-
pable when there was a continuous flow of additional en-
ergy and resources (Kirt, 2007). 

It was noticeable in several experiments that the suc-
cessful configuration was not the best from the viewpoint 
of an single agent but a population as a whole. The be-
havior of the agents did not support survival of a single 
agent but the whole population. It is like in a multicellu-
lar organism where some cells (e.g., the skin cells) has to 
be sacrificed to keep an organism alive. The population 
was  able  to  predict  what  the  best  behavior  is  in  this 
world. It is noticed in earlier experiments of evolutionary 
systems that  the organisms and environment form a sin-
gle dynamical system (Taylor, 2004). 

The experiments indicated that the evolution did not 
do anything extraordinary but just found an optimal solu-
tion that suits with the constraints defined by the environ-
ment. Even if the initial set of reaction rules was defined 
rather  complex  it  turned  out  that  evolutionary process 
simplified them very rapidly. In accordance with the evo-
lutionary epistemology the search for rules was random 
because  there  was  no  knowledge  beforehand  to  make 
predictions.

The evolution seems to be rather an emergent proper-
ty of a system that functions in changing environment. 
The  evolution  appears  when the  environment  changes 
and agents are able to mutate. If there are some changes 
in the environment then successful are those agents that 
are able to mutate accordingly to the change in the envi-
ronment and agents not adapting with the changes just 
die out. Such a rule prefers agents that are able to change 
and it can lead to the rise of evolution. It ensures that the 
agents adapt with the changing environment. 

5. CONCLUSIONS
In  this paper  the results  of  performed experiments  for 
studying the emergence of meaning are presented.  The 
aim of the study is to find what might be the basic pro-
cess behind the meaning and how to implement it. In the 
experiments the evolutionary process generated reaction 
rules  that  enabled  an  agent  to  identify  perceived  sub-
stances and to choose a appropriate reaction depending 
on the effect on survival. 

For further research there are several possibilities for 
improving the simulation environment. One idea is not to 
use  crossover  and  mutation  operators  but  just  to  let 
agents to join when they are close to each other. It would 
be another  improvement to  the traditional  approach of 
evolutionary  algorithms.  Concerning  reaction  rules  in 
this simulations too much randomness was used and the 



degree  of  freedom  was  rather  high.  Some restrictions 
should be enforced to allow only certain reaction cycles 
to evolve. 
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Abstract: Processing of words from semantic word classes activates net-

works of semantic representations in the human brain, which has been investi-

gated by subtracting brain activity evoked from two semantic word categories.

Here we show that arbitrary semantic representations in the brain can be inves-

tigated by utilizing high dimensional semantic spaces, generated from LSA. We

correlate estimates of semantic distance with ERP potentials recording during

word processing to study semantic representations in the brain. The results

show that a large number of different semantic categories show specific topo-

graphical patterns across time. This method of using LSA to study semantic

brain representation has several advantages compared to previous methods.
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Abstract: We discuss aspects of cognitive modeling for search, including

modeling of the database, the index, and the user. Cognitive component can

be used for database representations, to simplify the index, and to improve

knowledge transfer in the search engine – user interaction. Modeling of user

behavior can work towards pro-active search.
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ABSTRACT
In order to analyze the scientific interests and relation-

ships of the participants of the International and Interdisci-
plinary Conference on Adaptive Knowledge Representa-
tion and Reasoning 2008 (AKRR’08) conference, we have
developed SOMPA environment (Self-Organizing Maps
of Papers and Authors). SOMPA is a software with web-
based interface for collecting and analyzing information
on authors and their papers. It produces graphical out-
put including graphs and maps. The program extracts
keywords for the papers using Likey keyphrase extraction
utility. Keywords are used to draw a self-organizing map
which is the main end result of SOMPA.

1. INTRODUCTION

As AKRR’08 is an interdisciplinary conference, the par-
ticipants may not know each others’ research areas very
well beforehand. The aim of the work reported here is
to provide means for the conference participants to famil-
iarize themselves with each others’ research interests and
topics. An earlier similar work was [1] in which a self-
organizing map of Workshop on Self-Organizing Maps
1997 (WSOM ’97) abstracts was created. The main method-
ological differences and extensions in comparison with
the WSOM’97 map are 1) an automatic keyphrase ex-
traction method called Likey has been used, 2) the map
includes both contributions to the conference as well as
other scientific articles by the participants and closely re-
lated articles, and 3) the data input is based on a web-
based system1. Moreover, this work also includes a graph
that shows the coauthoring relationships between the par-
ticipants and a collection of related researchers.

2. DATA COLLECTION

An important factor in proper data analysis is extensive
material. To courage people to contribute data collection
we have devoted lots of time for developing a pleasant
web user interface for SOMPA. The usability of the web
page can have a huge impact on the behaviour and interest
of the users[2].

We also implemented BibTeX importing in SOMPA.
Because BibTeX formatting has several inconsistent prac-
tices, extensive regular expression subtituting and parsing

1http://cog.hut.fi/sompa/sompa.cgi

needed to be done. If author provides links for his Bib-
TeX entries through a URL field, SOMPA is also able to
fetch the documents and include them on the SOM. With-
out links, documents are still useful for drawing connec-
tion graphs.

3. SELF-ORGANIZING MAP

The main product of Sompa is a self-organizing map [3]
of all authors and articles with keywords. This chapter
describes the process of creating the SOM.

3.1. Preprocessing

SOMPA has to go through a long preprocessing proce-
dure, because original texts extracted mainly from portable
document format (PDF) files have many elements that do
not belong to the actual interesting content such as for-
matting instructions, variable names, etc. First everything
before the abstract and after the beginning of the reference
list is removed. Several regular expression substitutions
are used to remove in-text references, variable names and
other irrelevant expressions. Mathematical formulas are
removed by a heuristic algorithm.

3.2. Keyword extraction

We use Likey keyphrase extraction utility to extract key-
words from the text [4]. As a reference we use Europarl
corpus. Because Likey is language independent, it pro-
vides a possibility to extract keywords from articles writ-
ten in other languages also. By default Likey extracts also
keyphrases longer than unigrams, but for the SOM cre-
ation, we extract only single keywords.

A total of one hundred keywords are extracted for ev-
ery article. This seems to provide mostly reasonable key-
words, according to qualitative evaluation.

After extraction we stem the keywords for better cor-
respondence between documents. For example, words dis-
continuous and discontinuities have a common stem dis-
continu. If two keywords have a common stem, they most
probably have a similar meaning [5]. Stemming also re-
duces dimensions from the SOM input matrix.



Table 1. Kohonen number for some researchers

Erkki Oja 1
Samuel Kaski 1
Włodzisław Duch 2
Eero Castrén 2
Marie Cottrell 3
José Prı́ncipe 3
Patrick Letrémy 4
Philippe Grégoire 4

3.3. Keyword weighting

Weights for keywords in different articles are calculated
using modified tf.idf -method,

weight(i,j) = tfi,j · idfi (1)

where i is keyword, j is document and term frequency
tfi,j is ”normalized” by dividing it by the total number of
words in the corresponding document:

tfi,j =
ni,j∑
k nk,j

(2)

where ni,j is frequency of keyword i in document j and∑
k nk,j is total number of words in document. We take

the logarithm of the document frequency to nullify key-
words that occur in all documents:

idfi = log
|D|

|{dj : ti ∈ dj}|
(3)

where j, |D| is number of documents in the database and
|{dj : ti ∈ dj}| is number of documents in which key-
word i appears.

3.4. SOM input matrix

For the SOM, we still need to do some preprocessing to
simplify the input matrix. Trivially the keywords found
in only one document are ignored. Second, oneletter key-
words are ignored completely and twoletter keywords are
filtered with a twoletter acronym whitelist (AI, AC, AV,
etc.). The ignored words are variable names in equations
with a high probability. Finally keywords are scanned for
all author names in the database to be ignored. This is be-
cause it turned out that the surname of the article’s main
author was very often found in the keyword list.

Besides creating input vectors for articles, we also cal-
culated vectors for the authors closely related to AKRR’08
themes. To obtain the tf values for the keywords of an au-
thors we treat the articles of the author as one large docu-
ment, from which the tf values for the keywords are cal-
culated.

Eventually, an article has an average of 58 keywords
(out of 100) used in the SOM input vector. This resulted
vectors with 1290 keywords (features) in our sample ma-
terial of 116 articles.

3.5. The interactive SOM

The produced SOM on the SOMPA web page is two and
half dimensional. The colouring is calculated by project-
ing the data vectors using Principal Component Analysis
(PCA) and heuristic som_colorcode function of Mat-
lab SOM Toolbox [6].

We have implemented several interactive properties on
the SOM. Users can trace the locations of the articles and
authors as well as distribution of articles of a single au-
thor. Clicking on the cells displays contents of the cell and
performs mutual keyword comparison if there are several
articles or authors in the cell.

Visit the SOMPA web site2 to experiment with the in-
teractive SOM.

3.6. The SOM of the conference talks

On the SOM in Figure 1 we have presented the relation-
ships of the contributions in the two AKRR conferences
(2005 and 2008) and the second European Symposium
on Time Series Prediction (ESTSP’08). Definitions of the
tags on the map can be found in the tables 2 and 3. The
SOM was trained using the prevailing SOMPA database,
which included 116 articles. The gray scale colouring
of the map represents the topography of the map, darker
tones standing for greater distance between the cells.

4. CONNECTION GRAPHS

Second important feature of SOMPA is author connec-
tion tracing. SOMPA uses basic graph algorithms to find
connections between authors. Two authors are connected
if they have shared papers or co-authors, or if their co-
authors are connected recursively.

4.1. Distance counting

We use modified breadth-first search (BFS) to determine
all shortest paths between two people in the database. Dis-
tance in this case is defined so that people have distance of
one with their coauthors. If the shortest distance between
a co-author and person A is k, then the distance between
the author and person A is k + 1. The obtained results are
based on the database material, and doesn’t exclude the
possibility of the ”real distance” being shorter.

4.2. Kohonen number

We introduce Kohonen number honoring the academician
Teuvo Kohonen. The Kohonen number is a way of de-
scribing the ”collaborative distance” between an author
and Kohonen.

With help of the bibliography of SOM papers [7, 8, 9]
we can have extensive network of papers related to re-
search topics of Kohonen. Table 1 shows a preliminary
Kohonen number for a selection of researchers.

Figure 2 illustrates the graph drawing capabilities of
SOMPA. It shows connections between selected authors,
Kohonen in the middle. On the graph, only edges between
people with consecutive Kohonen numbers are drawn.

2http://cog.hut.fi/sompa/sompa.cgi



5. FUTURE WORK

We intend to expand our database considerably by the
AKRR’08 conference. This should improve the quality
of the maps and make Kohonen number tracing more con-
sistent.

To improve the keyword extraction, a method taking
advantage of the structure of the scientific paper could
be used. The sentence structure of the English language
could be also taken into account. On the other hand, us-
ing Likey with a reference corpus collected from scientific
articles would probably improve the results.
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Figure 1. The self-organizing map of the conference talks



Figure 2. A graph illustrating connections of selected people and academician Teuvo Kohonen



Table 2. Contributions to the AKRR’08 and AKRR’05

ACO Andrew Coward, Tom Gedeon: Physiological Representation of Concepts in the Brain (AKRR’05)
AHY Aapo Hyvärinen, Patrik Hoyer, Jarmo Hurri, Michael Gutman: Statistical Models of Images and Early

Vision (AKRR’05)
BCA Basilio Calderone: Unsupervised Decomposition of Morphology a Distributed Representation of the Italian

Verb System (AKRR’08)
EGR Eric Grégoire: About the Limitations of Logic-Based Approaches to the Formalisation of Belief Fusion

(AKRR’05)
DST1 Dimitrios Stamovlasis: A Catastrophe Theory Model For The Working-Memory Overload Hypothesis -

Methodological Issues (AKRR’08)
DST2 David Stracuzzi: Scalable Knowledge Acquisition Through Memory Organization (AKRR’05)
HSU Hanna Suominen, Tapio Pahikkala, Tapio Salakoski: Critical Points in Assessing Learning Performance via

Cross-Validation (AKRR’08)
JFL John Flanagan: Context Awareness in a Mobile Device: Ontologies versus Unsupervised/Supervised Learn-

ing (AKRR’05)
JLA Jorma Laaksonen, Ville Viitaniemi, Markus Koskela: Emergence of Semantic Concepts in Visual Databases

(AKRR’05)
JSE Jan Sefranek: Knowledge Representation For Animal Reasoning (AKRR’08)
JVA Jaakko Väyrynen, Timo Honkela: Comparison of Independent Component Analysis and Singular Value

Decomposition in Word Context Analysis (AKRR’05)
LHA Lars Kai Hansen, Peter Ahrendt, Jan Larsen: Towards Cognitive Component Analysis (AKRR’05)
KLA Krista Lagus, Esa Alhoniemi, Jeremias Seppä, Antti Honkela, Paul Wagner: Independent Variable Group

Analysis in Learning Compact Representations for Data (AKRR’05)
MAN Mark Andrews, Gabriella Vigliocco, David Vinson: Integrating Attributional and Distributional Information

in a Probabilistic Model of Meaning Representation (AKRR’05)
MCR Mathias Creutz, Krista Lagus: Inducing the Morphological Lexicon of a Natural Language from Unanno-

tated Text (AKRR’05)
MMA Michael Malý: Cognitive Assembler (AKRR’08)
MPO1 Matti Pöllä, Tiina Lindh-Knuutila, Timo Honkela: Self-Refreshing SOM as a Semantic Memory Model

(AKRR’05)
MPO2 Matti Pöllä: Change Detection Of Text Documents Using Negative First-Order Statistics (AKRR’08)
MTA Martin Takac: Developing Episodic Semantics (AKRR’08)
NRU Nicolas Ruh, Richard P. Cooper, Denis Mareschal: A Reinforcement Model of Sequential Routine Action

(AKRR’05)
PLE Philippe Leray, Olivier François: Bayesian Network Structural Learning and Incomplete Data (AKRR’05)
SNI Sergei Nirenburg, Marjorie McShane, Stephen Beale, Bruce Jarrell: Adaptivity In a Multi-Agent Clinical

Simulation System (AKRR’08)
THI Teemu Hirsimäki, Mathias Creutz, Vesa Siivola, Mikko Kurimo: Morphologically Motivated Language

Models in Speech Recognition (AKRR’05)
TKI Toomas Kirt: Search for Meaning: an Evolutionary Agents Approach (AKRR’08)
TPA1 Tapio Pahikkala, Antti Airola, Jorma Boberg, Tapio Salakoski: Exact and Efficient Leave-Pair-Out Cross-

Validation for Ranking RLS (AKRR’08)
TPA2 Tapio Pahikkala, Sampo Pyysalo, Jorma Boberg, Aleksandr Mylläri, Tapio Salakoski: Improving the Per-

formance of Bayesian and Support Vector Classifiers in Word Sense Disambiguation using Positional In-
formation (AKRR’05)

TPE Tatjana Petkovic, Risto Lahdelma: Multi-Source Multi-Attribute Data Fusion (AKRR’05)
TTE Tommi Tervonen, Jose Figueira, Risto Lahdelma, Pekka Salminen: An Approach for Modelling Preferences

of Multiple Decision Makers (AKRR’05)
VKO Ville Könönen: Hierarchical Multiagent Reinforcement Learning in Markov Games (AKRR’05)
VTU Ville Tuulos, Tomi Silander: Language Pragmatics, Contexts and a Search Engine (AKRR’05)
XGA Xiao-Zhi Gao, Seppo Ovaska, Xiaolei Wang: Re-editing and Censoring of Detectors in Negative Selection

Algorithm (AKRR’08)
XWA Xiaolei Wang, Xiao-Zhi Gao, Seppo Ovaska: A Simulated Annealing-Based Immune Optimization Method

(AKRR’08)



Table 3. Contributions to the ESTSP’08

AGU1 Alberto Guillen, L.J. Herrera, Gines Rubio, Amaury Lendasse, Hector Pomares, Ignacio Rojas: Instance or
Prototype Selection for Function Approximation using Mutual Information

AGU2 Alberto Guillen, Ignacio Rojas, Gines Rubio, Hector Pomares, L.J. Herrera, J. Gonzlez: A New Interface
for MPI in MATLAB and its Application over a Genetic Algorithm

CLE Christiane Lemke, Bogdan Gabrys: On the benefit of using time series features for choosing a forecasting
method

DSE D.V Serebryakov, I.V. Kuznetsov: Homicide Flash-up Prediction Algorithm Studying
DSO Dušan Sovilj, Antti Sorjamaa, Yoan Miche: Tabu Search with Delta Test for Time Series Prediction using

OP-KNN
ESE Eric Séverin: Neural Networks and their application in the fields of corporate finance
FMA Fernando Mateo, Amaury Lendasse: A variable selection approach based on the Delta Test for Extreme

Learning Machine models
FMO Federico Montesino Pouzols, Angel Barriga: Regressive Fuzzy Inference Models with Clustering Identifi-

cation: Application to the ESTSP08 Competition
FWY Francis Wyffels, Benjamin Schrauwen, Dirk Stroobandt: Using reservoir computing in a decomposition

approach for time series prediction
GBO Gianluca Bontempi: Long Term Time Series Prediction with Multi-Input Multi-Output Local Learning
GRU Gines Rubio, Alberto Guillen, L.J. Herrera, Hector Pomares, Ignacio Rojas: Use of specific-to-problem

kernel functions for time series modeling
IJA Indir Jaganjac: Long-term prediction of nonlinear time series with recurrent least squares support vector

machines
JJR José B. Aragão Jr., Guilherme A. Barreto: Playout Delay Prediction in VoIP Applications: Linear versus

Nonlinear Time Series Models
JJU José Maria P. Júnior, Guilherme A. Barreto: Multistep-Ahead Prediction of Rainfall Precipitation Using the

NARX Network
LSO Luı́s Gustavo M. Souza, Guilherme A. Barreto: Multiple Local ARX Modeling for System Identification

Using the Self-Organizing Map
MES Marcelo Espinoza, Tillmann Falck, Johan A. K. Suykens, Bart De Moor: Time Series Prediction using

LS-SVMs
MKA M. Kanevski, V. Timonin, A. Pozdnoukhov, M. Maignan: Evolution of Interest Rate Curve: Empirical

Analysis of Patterns Using Nonlinear Clustering Tools
MOL Madalina Olteanu: Revisiting linear and non-linear methodologies for time series prediction - application

to ESTSP08 competition data
MSU Mika Sulkava, Harri Mäkinen, Pekka Höjd, Jaakko Hollmén: Automatic detection of onset and cessation

of tree stem radius increase using dendrometer data and CUSUM charts
NKO Nikolaos Kourentzes, Sven F. Crone: Automatic modelling of neural networks for time series prediction -

in search of a uniform methodology across varying time frequencies
PAD Paulo J. L. Adeodato, Adrian L. Arnaud, Germano C. Vasconcelos, Rodrigo C.L.V. Cunha, Domingos

S.M.P. Monteiro: Exogenous Data and Ensembles of MLPs for Solving the ESTSP Forecast Competition
Tasks

PJA Philippe du Jardin: Bankruptcy prediction and neural networks: the contribution of variable selection meth-
ods

PPT Piotr Ptak, Matylda Jabłońska, Dominique Habimana, Tuomo Kauranne: Reliability of ARMA and
GARCH models of electricity spot market prices

QYU Qi Yu, Antti Sorjamaa, Yoan Miche, Eric Séverin: A methodology for time series prediction in Finance
RNY Roar Nybo: Time series opportunities in the petroleum industry
SAB Syed Rahat Abbas, Muhammad Arif: Hybrid Criteria for Nearest Neighbor Selection with Avoidance of

Biasing for Long Term Time Series Prediction
TPI Tapio Pitkäranta: Kernel Based Imputation of Coded Data Sets
VON Victor Onclinx, Michel Verleysen, Vincent Wertz: Projection of time series with periodicity on a sphere


